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Abstract. Heap-Hop is a program prover used for concurrent message passing programs that manipu-
late pointers based on Separation Logic. We present a method for extending Heap-Hop to specifying and
proving programs that require arrays. We also introduce the parameters, as means to store a channel’s
history. We prove that the new proof system, based on Heap-Hop’s underlying one to which arrays and
parameters were added, is sound. Implementation details are also provided.

1 Introduction

During this internship I worked in the Theory Group research team, part of the computer science laboratories
of Queen Mary, University of London, under the supervision of Jules Villard. Our work consisted of integrating
arrays into Heap-Hop, a program prover for concurrent programs, while using the formalism described in the
Phd thesis of Jules Villard [Vil11].

Program verification. In general, we refer to two types of program verification: testing and formal verification.
The former has developed considerably, becoming one of the most time-consuming parts of the software
development process. Not only it is time consuming, but naive testing, as it is mostly practiced by the
industry, is not able to guarantee a program’s properties. It merely verifies them for a finite number of
scenarios. The alternative consists of using formal methods, in which a mathematical model is defined for
describing the program’s behavior in a rigorous manner. Two mathematical models are required, one for its
specification, that is what the program is expected to do, and one for its behavior, or what the program
really does. As a result, the formal method is able to match the specification and the program, and thus
guarantee that the program functions correctly. Unlike testing, which only covers certain scenarios, the formal
methods handle all possible cases and assert that the program meets its specifications, hence referred to as
the program’s correctness.

Symbolic execution. A common approach for describing the behavior of a program is to use symbolic exe-
cution [Kin76]. Ideally, the method traces the program’s execution but it replaces the data structures by a
symbolic representation and uses formulas instead of operators. The procedure results in an execution tree,
where all paths that a program can reach are depicted. Its applicability is reduced by many factors, mostly
the execution trees are often infinite.

Hoare logic. Another approach is to use invariants for specific points in the program where a condition
on certain variables should always hold. Hoare logic [Hoa69] is such a formal logical system, employed for
reasoning about the programs’ properties. The assertions use predicates, logical operators and variables to
depict the state of the program when a point in the execution is reached. We refer to {P} C {Q} as a Hoare
triple, where P is the precondition representing the initial state, C is the program and Q is the post-condition,
the state modified by C.

Concurrency. In a concurrent environment, processes running in parallel interleave their execution non
deterministically, which may cause errors hard to reproduce or detect. As a result, in such an environment,
most testing techniques are unreliable. Consequently, formal methods are all the more needed for concurrent
programs.

Inter-process communication and synchronization, considered the most important source of errors in such
a setting, are often realized through a shared memory. Controlling the access to a resource, which is a shared



variable or a portion of memory, is most commonly implemented using semaphores and memory barriers.
Another common implementation is to use a form of message passing in which the resource is sent from one
process to another. Therefore the sender relinquishes its access rights, and the receiver has the guarantee that
it is the sole user of the resource. Moreover, if the processes share the same memory, the messages only need
to contain pointers to the memory location that are transferred. Therefore, this model of communication
bears the name of copyless message passing [Vil11].

Throughout this document we focus on programs with multiple processes all sharing the same memory.
Channels are asynchronous, bidirectional and are implemented as FIFO queues.

Safety properties. Programs often require assertion of properties such as correctness, which verifies that a
program meets its specification, or of the safety properties. More specifically, we want to guarantee that
we never reach an unacceptable state, which consists of, for example, dereferencing a dangling pointer
or performing a division by zero. In a concurrent environment safety can also consist of preventing races
and deadlocks. The formalism presented in this document ensure three of these properties: race-freedom
(simultaneous access to a shared resource is not permitted); fault-freedom (a process never receives an
unexpected message) and leak-freedom (referring to either the absence of unreachable portions of memory
or to the lack of messages waiting on the queue when closing a communication channel).

Separation Logic. As a consequence of using only the syntactic representations instead of the real data
objects that a program handles, formal methods encountered difficulties in proving programs that manipulate
pointers. Multiple pointers can share the same memory cell, known as aliasing, and thus modifying a variable
can affect the value of other ones, to which, syntactically, there is no relation.

Separation logic [Rey02] [ORY01] [O’H08] is an extension of Hoare logic used for reasoning about programs
that manipulate pointers. The central idea of the approach is that the problem of aliasing is a result of using
a global view of the state. Instead of considering all the memory (referred to as the heap) that a program
has access to, this method employs local reasoning. The formalism takes into consideration only the part of
the heap that is actually accessed by the program. This is an elegant and rather natural solution. Consider,
for example, a process that wants to modify an element of a list. Out of the entire memory available, the
process only performs a local change, to the list, and it does not need to be aware of the rest of the memory
cells.

Local reasoning is carried out in the logic by introducing the separation conjunction P ∗Q, denoting that
the assertions P and Q hold for separate parts of the heap. Considering again the problem of aliasing, if a
change occurs in P then, because of the conjunction ∗, we can guarantee that the change did not influenced
Q. In this manner, the system is able to accurately describe the state as a collection of assertions on different
parts of the heap. Moreover, since we know that changes do not propagate over ∗ we can compose states
using the same operator:

{P} C {Q}
{P ∗R} C {Q ∗R}

.

This is the frame rule which allows us to employ local reasoning, by selecting from the current state only
the assertions that the program C actually needs.

These ideas of separation logic can easily be applied into a concurrent environment [O’H]. The conjunction
∗ separates the heap into smaller ones, thus clearly delimiting the part of the heap to which each process has
access to. Sending a memory cell only requires moving a part of the assertions from the state of one process to
the state of another. In a copyless message passing model this transfer is interpreted as an ownership transfer.
If a process does not have a memory cell in its local state then it does not have the right of accessing it.

Automation. Ideally, we would want to have an automatic tool for verifying program correctness and its safety
properties. However, determining whether {P} S {Q} holds in separation logic is undecidable. Nevertheless,
we can construct a decidable verification method [BCO05b] based on a fragment of separation logic, which
serves as the foundation for automatizing the proof system.

2



The method consists of providing the code with annotations guarding the entry and exit points of a
procedure. Starting from a precondition, we then symbolically execute each instruction. When we reach the
end of a procedure we verify that the current state respects the post-condition. This is where the separation
logic comes into play by providing the proof system in which the entailment of the post-condition from the
current state is feasible. When we enter or exit a procedure the current state may contain more information
than needed. Determining whether a pre or post-condition can be inferred requires finding the extra state,
referred to as the frame. This step consists of pattern-matching, renaming the variables or unfolding inductive
predicates. Besides the pre and post conditions, we also annotate the code with loop invariants, resulting
into a loop free program, from the formalism’s perspective. In the annotations we have to use symbolic
representation of the memory contents. For example we represent a pointer x as a memory cell x 7→ and a
linked list starting at x as a predicate list(x).

Smallfoot [BCO05a] is a tool built upon the method described above. It was designed with the purpose
of checking the applicability of the separation logic proof system and therefore has a rather restrictive input
language.

Heap-Hop [VLC10] is a Smallfoot extension for concurrent programs which use copyless message passing.
It can determine whether a program is subject to races, communication errors or memory leaks.

The contribution of this training period. Heap-Hop is a program prover which uses a proof system based on
separation logic in order to assert correctness for concurrent programs. Its input language is still limited as
it represents the implementation of a decidable fragment of separation logic. Our goal was to increase its
usability to programs manipulating arrays. Our contribution can be summarized as follows:

– enrich the expressive power of the logic by making the specifications stateful. The proof system is extended
to keep track of the value of parameters that are global to the channel and can be used to refer to past
communications;

– integrating the arrays into the proof system, by providing the necessary proof rules and semantics. More-
over, we proved that the system retains its properties of soundness and termination once the treatment
of the arrays was added;

– the parameter fields and the predicate for arrays were implemented in Heap-Hop. We provide also some
interesting examples checked by the automatic setting.

The structure of this document. Section 2 introduces notations and notions employed throughout this doc-
ument. Also the proof system used by Heap-Hop is succinctly presented. In section 3 we first motivate the
necessity of our work through examples and then gradually introduce the constructs needed for integrating
the arrays in Heap-Hop. In section 4 some implementation details are presented. Finally, section 5 concludes
the document and shows possible continuations to our work.

2 Concurrent Separation Logic

In this section we succinctly present the proof system employed by Heap-Hop. We start by introducing the
basic notions of concurrent separation logic. We then move to a presentation of some of the rules of the proof
system.

2.1 Preliminary notions

States, stacks and heaps. Besides the heap, a process also has access to a stack containing variables and their
values. Each step of the execution is defined by a symbolic state, containing both the stack and the heap,
and by a separation logic formula which depicts the relations between the variables available on the state.

Definition 1

State
def
= Stack ×Heap Stack

def
= Var → Val Heap

def
= Loc ⇀ Val
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We write σ = (s, h) to denote a state.

Definition 2 State composition σ1 • σ2 is defined as σ1 • σ2 = (s1 ∪ s2, h1 ] h2), provided that:

1. dom(h1) ∩ dom(h2) = ∅;
2. ∀ε ∈ dom(s1) ∩ dom(s2).s1(ε) = s2(ε).

We use the notation [[E]]s to evaluate the expression E which implies looking up in the stack for the
values of the variables mentioned in E.

Definition 3 [[E]]s is defined by structural induction on the expression E:

[[v]]s = v [[x]]s = s(x) [[E1 + E2]]s = [[E1]]s + [[E2]]s ...

To retrieve the data stored in one of the fields of a pointer x we have first to look-up the memory location
of x in the stack and then use it to access the heap: h([[x]]s). We also introduce the notation [f |x : v] for a
function similar to f but in which the mapping of (x, v) is updated or added.

Applying the symbolic execution. The algorithm uses a set of rules for the symbolic execution, presented in
section 2.2 and 3.2 which shows the effects of an operation on a Hoare triple. However, the preconditions
sometimes need rewriting, in order for these rules to work. For example, when changing the value of a pointer x
the construct x 7→ f : has to appear in the precondition. In the triple {x = y∗y 7→ f : z∗φ} x 7→ f := x′ {φ},
the corresponding rule will not fire. The rules we use for rewriting are called rearrangement rules and are
briefly presented in section 3.3.

The algorithm starts with a Hoare triple {φ} C {φ′} and tries to apply a symbolic execution rule. If
none of them works, it then tries to apply a rearrangement rule. In case of failure the algorithm returns
false. Otherwise the search for an appropriate rule resumes. The rules described and proved in [BCO05b]
ensure that the algorithm terminates. The symbolic execution starts with φ and generates a post condition
P . Therefore, last step is to prove the entailment P ` φ′. In section 3.3 the entailment rules added to the
proof system are presented.

Applying the algorithm to a automatic setting consists of dividing an annotated program into Hoare
triples and then running the symbolic execution for each of them. The result consists of a set of entailments
of the form P ` Q, referred to as verification condition. The program then checks the entailment using the
corresponding set of rules. In order to conserve the properties of the proof system for the automatic tool, we
need to prove that its semantic rules model the ones of the proof system. The set of logical rules of [BCO05b]
asserts when a state σ of a semantic rule satisfies a formula φ of the proof system.

In the semantics, the program’s execution takes the form of a sequence of reductions, from p and the
current state to either a continuation (p, σ −→ p′, σ′) or an error (p, σ −→ error). The program ends when
skip is reached. We work in a partial correctness setting which states that, if σ satisfies φ and p terminates
then σ′ satisfies φ′. Moreover, if σ � φ then p does not fault from σ, and thus we obtain a partial, fault-
avoiding interpretation of the Hoare triples. The program’s semantics is thoroughly presented in [Vil11] and
in section 3.2, we only show how we extended it.

The assertions are using a symbolic representation of the data structures. Inductive predicates are nec-
essary in order to accurately reason on lists, trees and other such structures. We present the predicate for a
list as an example:

ls(E,F )
def
= (E = F ∗ emp) ∨ (E 6= F ∗ ∃y.E 7→ y ∗ ls(y, F )).

Contracts. At the implementation level, the two communicating processes share a buffer. Access to the buffer
is possible using an endpoint as the source and one as the destination. We call a channel two buffers that
are used by the same endpoints to achieve bidirectional communication.

In order to prove the safety of using a channel one has to define a protocol specification, henceforth
called a contract. We use it to describe which is the sequence of messages expected. In the specification the
communication is modeled as a finite-state machine. For example consider the following contract:
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initial state wait {!request->wait;}

state reply {?answer->closing;}

final state closing {}

When involved in a communication, one endpoint is considered the server and the other is the client. The
automaton is seen from the server’s perspective. In the initial state wait, the server receives a message tagged
with request, while the client is the one sending it. Both endpoints then change the state to reply. It is now
the server’s turn to send a message answer, after which the state becomes closing and the communication
ends. The contract above respects the following conditions:

Deterministic: the contract specifies only one message for each contract state;
Synchronizing: it requires the processes’ synchronization;
Positional: each state can either send or receive messages but no both.

These conditions are necessary in order to guarantee that the communication respects the safety properties.
The contract states are extensively employed in the proof system. We use the functions initial(C),final(C)

and succ(C, q, a, r) to denote the first, last and the next state from q after sending m if a is !m, or after
receiving m if a is ?m, accordingly to the contract C.

Other concurrency constructs. In order to avoid races, a clear separation is made between portions of memory
belonging to different processes. For example we can write x 7→ ∗ y 7→ to denote two separate memory
cells x, y, but having the same cell appearing twice x 7→ ∗ x 7→ is equivalent to false. The wild card
stands for a value existentially quantified.

We decorate the messages with footprints, representing a symbolic view of the values exchanged. For
example, if the message is empty or contains simple values then we use the notation [emp]. Another example
is when a process transmits a pointer, relinquishing its access right to the corresponding memory cell. We
say that an ownership transfer takes place. The transferred pointer can either be specified in the sending
function, with the footprint [val 7→ ] or it can be a global variable x in [x 7→ ].

The endpoint is implemented as a special cell in the heap, in which information regarding the transmission
are stored. We write E 7→ cs : q, ctt : C, rl : r, pr : E′, ρ, to describe the endpoint E. The fields have the
following meaning: C is the contract id, rl is the role of the endpoint in the communication (either server
or client), cs is the current state of the contract’s automaton and pr is E’s peer. We use ρ to denote other
fields we are not interested in.

Finally, we introduce the notation γa(dst, src, rl, val) for describing a message’s footprint. The formula
can describe constraints on the destination (dst) and source of the message (src), on the role of the source
(rl) and on the value transmitted (val).

2.2 Symbolic Execution rules

For lack of space, we will not present the rules for all the operations belonging to Heap-Hop’s input language,
but only those specific to the concurrent separation logic. We believe that these rules and their explanations
are enough to gain an intuition of how the proof system works.

Send

φ ∗ E 7→ cs : q′, ctt : C, rl : r, pr : E′, ρ ` γa(E,E′, r, E1) ∗ F {F} C {φ′} succ(C, q, !a, r) = q′

{φ ∗ E 7→ cs : q, ctt : C, rl : r, pr : E′, ρ} send(a,E,E1);C {φ′}

Sending a message, requires that its footprint is eliminated from the current symbolic state. However in
our rule the footprint is retrieved from an intermediate symbolic state, rather than from the current one. In
order to understand this, we have to distinguish between two cases, when the footprint contains the endpoint
and when it does not. In the latter case, the behavior is the one expected, and the rule is:

{φ ∗ E 7→ cs : q′, ctt : C, rl : r, pr : E′, ρ} p {φ′} succ(C, q, !a, r) = q′

{φ ∗ E 7→ cs : q, ctt : C, rl : r, pr : E′, ρ ∗ γa(E,E′, r, E1)} send(a,E,E1);C {φ′}
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Whenever the message’s footprint contains the source endpoint, the formula γa needs to be checked
against the new contract state (q′) of the endpoint in the contract. When the message is received, the source
process has moved into q′ and therefore, the destination acquires the endpoint with its new contract state.

{φ2} C {φ′} φ1 ∗ E 7→ cs : q′, ctt : C, rl : r, pr : E′, ρ⇒ γa(E,E′, r, E1) succ(C, q, !a, r) = q′

{φ1 ∗ φ2 ∗ E 7→ cs : q′, ctt : C, rl : r, pr : E′, ρ} send(a,E,E1);C {φ′}

Example 4 Consider the following example, where the endpoint e is sent to its peer. Initially the two
endpoints are in the contract state transfer, and change to end after the message is sent.

{e 7→ C{transfer}} send(fin, e, e); {emp}

The current symbolic state is {e 7→ C{transfer}}, the next state is {emp} and the intermediate one, is
{e 7→ C{end}}.

The first rule given integrates both cases, with F as the next symbolic state.

Receive

{(φ ∗ E 7→ cs : q′, ctt : C, rl : r, pr : E′, ρ)[x′/x] ∗ γa(E[x′/x], E′[x′/x], r, x)}
C
{φ′}

succ(C, q, !a, r) = q′

{φ ∗ E 7→ cs : q, ctt : C, rl : r, pr : E′, ρ} x = receive(a,E);C {φ′}

Upon receiving of a message, its footprint is always added to the state. Moreover, the receiver knows that
the source has been updated, and it is its turn to update the contract state q. When a variable is updated,
a renaming step is involved in order not to alter the value of the expressions that have previously used it.
Here variable x is subject to the same treatment.

Open

{φ[e′/e, f ′/f ] ∗ e 7→ cs : q, ctt : C, rl : 1,pr : f, ρ ∗ f 7→ cs : q, ctt : C, rl : 2,pr : e, ρ}
C
{φ′}

succ(C, q, !a, r) = q′ initial(C) = q

{φ} (e, f) = open(C);C {φ′}

When opening a channel we specify the contract C and add the endpoints e and f to the state. Each endpoint
is assigned a role: 1 for the server and 2 for the client.

Close

{φ} p {φ′} final(C) = q

{φ ∗ E 7→ cs : q, ctt : C, rl : 1,pr : E′, ρ ∗ E′ 7→ cs : q, ctt : C, rl : 2,pr : E, ρ} close(E,E′);C {φ′}

Closing a channel removes the endpoints from the state.

3 Integrating Arrays

This section contains the theoretical results of our work, presenting all the tools necessary to a proper
integration of the arrays in Heap-Hop’s underlying proof system.
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3.1 A motivating example

An interesting example of concurrent programming which requires arrays is based on the Monte Carlo method
for determining the value of π. The method computes an approximation of π by randomly selecting n points
(xi, yi) with xi, yi ∈ [0, 1] and determining the ratio m

n , where m is number of points that satisfy x2i +y2i ≤ 1.
In a concurrent setting a server is responsible of generating the random values which are then sent to several
workers. Upon receiving the data, each worker computes its own fraction. Finally, the server collects all the
results and determines the final fraction.

The data randomly generated is stored in an array. The usage of a list is not possible as we want to access
directly each piece of data. Our objective was to provided a treatment for the arrays similar to the one of
a list, in order to integrate them easily into the underlying proof system of Heap-Hop. Therefore we defined
the predicate array. A complete discussion on the predicate follows in section 3.3 however we employ it in
the example below in order to give a better understanding of the implementation choices we made. When
using the predicate, we have to provide to it, as parameters, the variable pointing to the first cell of the
array, the two indices delimiting the cells of the array to which we have access to and the size of the array.

The messages exchanged consist of the ones tagged with rands which contains the arrays of data and of
the resulting value is transmitted in result.

message rands [array(x, val1, val2, 10)]

message result [emp]

The contracts between the processes consists of the following states:

contract C{

initial state start { !rands -> compute; }

state compute {?result -> end; }

final state end {}

}

In the main function we create the server and workers and we decide on how to split the array.

main()[emp]{

local w2, w1, s1, s2;

x = new(10);

(w1, s1) = open(C); (w2, s2) = open(C);

worker(w1)|| worker(w2) || server(s1, s2) ;

close(w1, s1); close(w2, s2);

dispose(x);

}[emp]

For the server and workers’ functions while we present the actual computation of π, the program prover
does not verify them as it is not handling actual values.

server(s1, s2) [s1|-> C{start} * s2|-> C{start} * array(x, 0, 10, 10)]{

local y, z, res;

send(rands, s1, 0, 5); send(rands, s2, 5, 10);

y = receive(result, s1); z = receive(result, s2);

res = (y + z)/2; /*the final result*/

}[s1|-> C{end} * s2|-> C{end}]

worker(w) [w|-> ~C{start}, pr:_e]{

local x, n, m;

(i, j) = receive(rands, w);

m = j -i; n = 0;
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for (k = i; k++; k<j)

if ((x[k].x)^2 + (x[k].y)^2 < 1) n++;

res = n/m;

send(result, w, res);

}[w|-> ~C{end}, pr:_e * array(x,i,j,10)]

The example shows one issue that arises if one wants to send parts of an array, which consists of not having
a proper mechanism for keeping track of its parts and to whom they were distributed to. We encounter this
difficulty, in our example, in two situations. First, if the array is not disposed of at the end of the program
then each worker has a part of it in its state. When proving the post-condition of main(), in the entailment
array(x, i1, j1, 10) ∗ array(x, i2, j2, 10) ` array(x, 0, 10, 10) the system cannot derive who i1, j1, i2, j2 are,
and therefore it fails in proving the program’s correctness.

The second situation appears when a process tries to dispose of an array. In this case, it should have
the entire array in its state. Disposing of only the parts to which one has access to is not consistent with
the treatment arrays are subject to in most programming languages. We can therefore modify the example
such that, when one worker finishes its computations, it sends the array back to the server. We can use the
message transmitting the result, and thus change its footprint in:

message result [array(x, val1, val2, 10) ]

Consider the state of the server after each worker sent back its array:

[s1|-> C{compute} * s2|-> C{compute} * array(x, i_1, j_1, 10) * array(x, i_2, j_2, 10)]

The same issue as above reappears: the system is not able to infer who are i1, j1, i2, j2. However the
information that we need was once available to us only that we have lost it when we sent the arrays.
Consequently, we need a mechanism to store a part of the channel’s history of which we know that we have
further use. Our solution consists of introducing a parameter as a field within an endpoint’s cell. Each time
a message is sent, the parameter is updated on both endpoints that are communicating.

3.2 The Parameters

Parameters are updated each time a message is sent or received. Therefore we need to introduce new rules for
the send and receive operations. Moreover as they are additions to a channel, the open and close operations
also suffer minor modifications. The modifications of the proof system’s rules propagate into the semantics’
rules. In order to maintain its soundness we prove, for each rule, that the proof system is still consistent with
the semantics.

As stated, a parameter is a value that we store in the endpoint’s cell in a field that we denote with
p. Additionally, the programmer also has to specify how the next value of the parameter is computed.
The syntax of a message declaration is thus modified in order to integrate the function which updates the
parameter, hence denoted by nextparam(). The new value is computed based on the current value of the
fields in an endpoint’s cell.

message message name [...]updating nextparam(endpoints, role, sent value, parameter)

Example 5 Consider that we want to keep in the parameter the sum of all the values previously sent. The
message declaration is coded as follows:

message int [emp]updating nextparam = param+ val

Symbolic execution’s rules using parameters For simplicity we will assume that only one value is
received, and that only one parameter is used. As send and receive change considerably when adding the
parameters, we use the instructions send param and receive param to highlight the distinction between the
two versions.
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Send

As in section 2, we have to update the state before removing the footprint. If the destination receives as
message the endpoint of its peer, then the latter has to contain not only the updated contract state q′, but
also the new value of the parameter P ′.

{φ ∗ E 7→ cs : q, ctt : C, rl : r, pr : E′,p : P, ρ}
p1 = P ; p2 = nextparam(E,E′, r, E1, P );E 7→ p := p2; send(a,E,E1);C
{φ′}
{φ ∗ E 7→ cs : q, ctt : C, rl : r, pr : E′,p : P, ρ} send param(a,E,E1);C {φ′}

The new instruction stores the current value of the parameter and then calls assign, mutate and send, de-
fined in [Vil11]. We can unfold those instructions in order to have a better understanding of what send param
does. For a clear syntax, we can assume that the variables p1, p2 in which we temporary store the values of
the parameter, are fresh variables.

φ ∗ E 7→ cs : q′, ctt : C, rl : r, pr : E′,p : P ′, ρ ∗ p1 = P ` γa(E,E′, r, E1, P ) ∗ F {F} C {φ′}
succ(C, q, !a, r) = q′ nextparam(E,E′, r, E1, P ) = P ′

{φ ∗ E 7→ cs : q, ctt : C, rl : r, pr : E′,p : P ′, ρ ∗ p1 = P}
send(a,E,E1);C
{φ′}

{φ ∗ E 7→ cs : q, ctt : C, rl : r, pr : E′,p : P, ρ ∗ p1 = P ∗ p2 = P ′}
E 7→ p := p′; send(a,E,E1);C
{φ′}
{φ ∗ E 7→ cs : q, ctt : C, rl : r, pr : E′,p : P, ρ ∗ p1 = P}
p2 = nextparam(E,E′, r, E1, P );E 7→ p := p2; send(a,E,E1);C
{φ′}

{φ ∗ E 7→ cs : q, ctt : C, rl : r, pr : E′,p : P, ρ}
p1 = P ; p2 = nextparam(E,E′, r, E1, P );E 7→ p := p2; send(a,E,E1);C
{φ′}
{φ ∗ E 7→ cs : q, ctt : C, rl : r, pr : E′,p : P, ρ} send param(a,E,E1);C {φ′}

Remark 6 An alternative to defining nextparam() within the syntax of a message is to define it in the
message footprint. The example 5 becomes:

message cell [val 7→ ∗P ′ = P + val]

When using this method we encounter problems when the cell sent is an endpoint. The entailment φ ∗ E 7→
p : P ′, ρ ` γa(E,E′, r, E1, P, P

′) ∗F is then not able to infer the value of P ′ before sending the message, and
therefore the destination will not receive in the endpoint’s cell the updated value of the parameter.

Receive

Upon receiving of a message, the process needs to update its parameter to the new value. As the parameter
is not sent through the footprint, receiving and updating are two distinct operations, similar to send.

{φ ∗ E 7→ cs : q′, ctt : C, rl : r, pr : E′,p : P, ρ}
x = receive(a,E); p′ = nextparam(E,E′, r, E1, P );E 7→ p := p′;C
{φ′}

succ(C, q, !a, r) = q′

{φ ∗ E 7→ cs : q, ctt : C, rl : r, pr : E′,p : P, ρ} x = receive param(a,E);C {φ′}
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We can again unfold each operation, obtaining:

{(φ ∗ E 7→ cs : q′, ctt : C, rl : r, pr : E′,p : P ′, ρ)[x′/x] ∗ γa(E[x′/x], E′[x′/x], r, x, P )} C {φ′}
succ(C, q, !a, r) = q′ nextparam(E,E′, r, E1, P ) = P ′

{φ ∗ E 7→ cs : q, ctt : C, rl : r, pr : E′,p : P, ρ} x = receive param(a,E);C {φ′}

Open
The rule is similar to the one defined in section 2. When we open a channel we have to provide the

endpoints with the initial value of the parameters. Moreover, the two endpoints should agree on the value
of the parameter. In this sense, the parameter is global to the channel.

{φ[e′/e, f ′/f ] ∗ e 7→ cs : q, ctt : C, rl : 1,pr : f, p : P, ρ ∗ f 7→ cs : q, ctt : C, rl : 2,pr : e,p : P, ρ′} p {φ′}
initial(C) = q initialparam = P

{φ} (e, f) = open(C, P );C {φ′}

Close
As closing a channel does not impose any constraints on the usage of the parameters, the rule is very

similar to the one of section 2. We presented in order to offer the corresponding semantics. Remark that we
do not impose, when closing the channel, to have the same value for the parameter. However, it is a property
the proof system ensures, as the the same updates take place on both endpoints.

{φ} p {φ′} final(C) = q

{φ ∗ E 7→ cs : q, ctt : C, rl : 1,pr : E′,p : P, ρ ∗ E′ 7→ cs : q, ctt : C, rl : 2,pr : E,p : P ′, ρ}
close(E,E′);C

{φ′}

Example 7 Consider two endpoints e, f and a linked list starting at x. We send the list from e to f but,
instead of sending the whole list at once, we want to send each element individually. Given that we use
copyless message passing, when a cell is sent its pointer to the next cell in the list is still valid. Therefore,
the receiver should not need to reconstruct the list from the individual cells. Nevertheless, the proof system
needs help in proving that a list is sent and not a simple sequence of cells. The parameter is useful in such
a situation as it can store, on the source side, the pointer to the next cell in the list and on the destination
side, the pointer to the next expected cell.

We define the function nextparam(val) = val 7→ tl and the invariant of the message as [val 7→ tl :
∗ param = val].

– Open

{list(x, 0)} (e, f) = open(C, x); {list(x, 0) ∗ e 7→ C[start], p : x ∗ f 7→ C[start], p : x}

– Send

{e 7→ C[transfer], p : x ∗ list(x, 0)}
send(a, e, x);
{e 7→ C[transfer], p : x ∗ list(x′, 0) ∗ x 7→ tl : x′ ∗ p1 = x}
{e 7→ C[transfer], p : x ∗ list(x′, 0) ∗ x 7→ tl : x′ ∗ p1 = x ∗ p2 = x′}
{e 7→ C[transfer], p : x′ ∗ list(x′, 0) ∗ x 7→ tl : x′ ∗ p1 = x}

{e 7→ C[transfer], p : x′ ∗ list(x′, 0)}

– Receive

{f 7→ C[transfer], p : y ∗ list(l, y)}
x = receive(cell, f);
{f 7→ C[transfer], p : y ∗ list(l, y) ∗ x 7→ tl : x′ ∗ x = y}
{f 7→ C[transfer], p : x ∗ list(l, x) ∗ x 7→ tl : x′ ∗ p′ = x′}
{f 7→ C[transfer], p : x′ ∗ list(l, x) ∗ x 7→ tl : x′}

{f 7→ C[transfer], p : x′ ∗ list(l, x′)}
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– Close. As final value of the parameters we have 0, which is used to mark the end of the list.

{list(x, 0) ∗ e 7→ C[end], p : 0 ∗ f 7→ C[end], p : 0} close(e, f); {list(x, 0)}

Proving the Rules We have to prove that the rules given keep the proof system sound. The approach used
in [Vil11] is to define a semantic, referred to as the closed semantics, which accurately describes the actual
execution of the programming language used by Heap-Hop. For each operation we match the states of the
semantic rule to the ones in the proof system’s rule and show that they are consistent. Unfortunately, the
actual behavior of the programming language is very different from one described by the separation logic.
Therefore a second, open semantics is used as an intermediate step between the more accurate one and the
proof system. In the open semantics, the ownership transfer is modeled as if memory cells are transferred
by shifting the message footprint during the communication between the two endpoints. However, in the
implementation, the two processes will share memory and exchange only values. Therefore the proof system
is closer to the open semantics.

However, a modification that appears in the open semantics is the addition of the buffers, denoted by
k. Therefore an execution step is now described by a state σ = (s, h) as before, and a buffer in which
the receiving messages are queued. Each process can access the stored messages by using its corresponding
endpoint.

The rules for send param and receive param call a sequence of operations that belong to a sound proof
system. Nevertheless, the semantic rules for those operations cannot guarantee that the messages exchanged
are consistent with the states of the endpoints. Therefore the new semantic rule for send and receive are
given below. As it follows the operations for updating the parameter, in the send operation we have the
value of the next parameter P ′ available into the state. For receive, we work with the initial value of the
parameter, as it is updated only after integrating the received message into the state. Since the operations
open and close modify the values stored in the fields of the endpoint, their semantic rules are also rewritten.

Send
σ = (s, h) h([[E]]s) = (q, C, r, ε′, [[P ′]]s) succ(C, q, !a, r) = q′

(s, [h|[[E]]s : (q′, C, r, ε′, [[P ′]]s)]) = σ′ • σa σa |= γa([[E]]s, ε
′, r, [[E1]]s, [[P ]]s)

send(a,E,E1);C, (σ, k) C, (σ′, [k|ε′ : k(ε′) :: (a, [[E1]]s, σa)])

Receive
σ = (s, h) h([[E]]s) = (q, C, r, ε′, [[P ]]s, ρ) succ(C, q, !a, r) = q′ k([[E]]s) = (a, v, σa) :: α

σ′ = ([s|x : v], [h|[[E]]s : (q′, C, r, ε′, [[P ]]s, ρ)]) • σa
x = receive(a,E); p, (σ, k) p, (σ′, [k|[[E]]s : α])

Open
σ = (s, h) initial(C) = q0 ε, ε′ /∈ dom(h)

σ′ = ([s|e : ε, f : ε′], [h|ε : (q0, C, 1, ε′, [[P ]]s), ε
′ : (q0, C, 2, ε, [[P ]]s)])

(e, f) = open(C, P );C, (σ.k) C, (σ′, [k|ε : ∅, ε′ : ∅])

Close
σ = (s, h) • (s′, h′) dom(k′) = {[[E]]s, [[E

′]]s} k′([[E]]s) = k([[E′]]s) = ∅
dom(h′) = {[[E]]s, [[E

′]]s} h′([[E]]s) = (qf , C, 1, ε′, [[P ]]s) h′([[E′]]s) = (qf , C, 2, ε, [[P ′]]s)
final(C) = qf dom(s′) = {E,E′} σ′ = (s, h)

close(E,E′);C, (σ, k • k′) C, (σ′, k)

Lemma 8 In {φ} p;C {φ′}, consider p one of the operations: send, receive, open or close. If in the semantics
we have that p;C, σ  C, σ′ and if σ |= φ then σ′ |= φ′.

Proof. – Send. As we are handling a concrete state, we can retrieve from the stack the endpoint’s cell [[E]]s
and instantiate the variable from the inference rule with the values read, such that we get E′ = ε′. We
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have to show that if all constraints on the current state hold then so do the ones on the next state. From

(s, h) |= φ ∗ E 7→ (q, C, r, E′, P, ρ) (s, [h|[[E]]s : (q′, C, r, ε′, [[P ′]]s)]) |= φ ∗ E 7→ (q′, C, r, E′, P ′, ρ)

we need to prove that the constraint σ′ |= F and σa |= γa(E,E′, r, E1) are satisfied.
As

φ ∗ E 7→ (q′, C, r, E′, P ′, ρ) ` F ∗ γa(E,E′, r, E1, P )

we have that σ′ • σa |= F ∗ γa(E,E′, r, E1, P ) and therefore σa |= γa(E,E′, r, E1, P ) and σ′ |= F .
– Receive. To prove soundness of the rule Receive, we have to show, from σ |= φ ∗ E 7→ (q, C, r, E′, P, ρ)

that the state σ′ respect the constraints imposed in the proof system’s rule

σ′ |= (φ ∗ E 7→ (q′, C, r, E′, P, ρ))[x′/x] ∗ γa(E[x′/x], E′[x′/x], r, x, [[P ]]s).

Therefore we have

([s|x : v], [h|[[E]]s : (q′, C, r, ε′, [[P ]]s, ρ)]) • σa |=
(φ ∗ E 7→ (q′, C, r, E′, P, ρ))[x′/x] ∗ γa(E[x′/x], E′[x′/x], r, x, [[P ]]s),

from which we can derive that

([s|x : v], [h|[[E]]s : (q′, C, r, ε′, [[P ]]s, ρ)]) |= (φ ∗ E 7→ (q′, C, r, E′, P ′, ρ))[x′/x]

Since the value we read from the heap [[E]]s (resp. ε′) are the actual value represented by the expression
E[x′/x] (resp. E′[x′/x]), the constraints are satisfied.

– Open. We have to prove that σ′ |= φ[e′/e, f ′/f ] ∗ e 7→ (q0, C, 1, f, P, ρ) ∗ f 7→ (q0, C, 2, e, P, ρ′) As ε = [[e]]s
and ε′ = [[f ]]s we can easily check that

([s|e : ε, f : ε′], [h|ε : (q0, C, 1, ε′, [[P ]]s), ε
′ : (q0, C, 2, ε, [[P ]]s)]) |= e 7→ (q0, C, 1, f, P, ρ)∗f 7→ (q0, C, 2, e, P, ρ).

In the proof rule we have to make the substitutions [x′/x, y′/y], because in a symbolic representation
of the program, variables are used to store all the expressions. In the semantics, the stack contains the
actual values and therefore the variables do not require renaming.

– Close. From σ |= φ∗E 7→ (q, C, 1, E′, P, ρ)∗E′ 7→ (q, C, 2, E, P ′, ρ) we have (s′, h′) |= E 7→ (q, C, 1, E′, P, ρ)∗
E′ 7→ (q, C, 2, E, P ′, ρ).

The rules describe only the situations in which the operation are successfully executed. However, the program
can end in an error if an endpoint is not allocated or if the operations are not permitted by the contract. In
the case of send an error can also occur if the prover if not able to infer a valid γa.

3.3 Rules for the Arrays

Definition 9 We define an array as follows:

s, h |= array(x,E1, E2, E3)
def

iff if [[E1]]s ≥ [[E2]]s then emp

else [[E1]]s < [[E2]]s ≤ [[E3]]s and [[x+ i]]s ∈ dom(h) for i ∈ ([[E1]]s, [[E2]]s − 1).

We use the third parameter E3 to denote how many cells are allocated within the array, and E1, E2 to denote
the cells to which we have access.

We also provide an equivalent formulation, more suited for the discussion that follows:

array(x,E1, E2, E3)⇔ (E1 ≥ E2 ∗ emp) ∨

(∀i.E1 ≤ i < E2.array(x,E1, i, E3) ∗ array(x, i+ 1, E2, E3) ∗ x[i] 7→ F )
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Proof. If E1 ≥ E2 then array(x,E1, E2, )⇔ emp. Otherwise, we can rewrite

array(x,E1, i, E3)⇔ x[E1] 7→ ∗ x[E1 + 1] 7→ ∗ ... ∗ x[i− 1] 7→

array(x, i+ 1, E2, E3)⇔ x[i+ 1] 7→ ∗ x[i+ 2] 7→ ∗ ... ∗ x[E2 − 1] 7→ .

We obtain

x[E1] 7→ ∗ x[E1 + 1] 7→ ∗ ... ∗ x[i− 1] 7→ ∗ x[i] 7→ F ∗ x[i+ 1] 7→ ∗ x[i+ 2] 7→ ∗ ... ∗ x[E2 − 1] 7→ ⇔

array(x,E1, i, E3) ∗ array(x, i+ 1, E2, E3) ∗ x[i] 7→ F.

According to the definition

array(x,E1, E2, E3)⇔ x[E1] 7→ ∗ x[E1 + 1] 7→ ∗ ... ∗ x[E2 − 1] 7→ .

and thus array(x,E1, E2, E3)⇔ array(x,E1, i, E3) ∗ array(x, i+ 1, E2, E3) ∗ x[i] 7→ F .

Rearrangement Rules As seen in the definition, the arrays are interpreted in the logic as memory cells.
Therefore during the symbolic execution we only need an additional rule which breaks an array into its
components. This is part of the rearrangement rules, along with the ones for list and trees.

Definition 10 We use the following notation for accessing a heap cell E:

A(x,E) ::= x[E] 7→ f := F | y := x[E] 7→ f

The rearrangement rule for an array is:

φ⇒ E1 ≤ E < E2 {φ ∗ array(x,E1, E,E3) ∗ array(x,E + 1, E2, E3) ∗ x[E] 7→ F} A(x,E); p {φ′}
{φ ∗ array(x,E1, E2, E3)} A(x,E); p {φ′}

Proof. As we have the condition E1 ≤ E < E2, the correctness of the rule is straightforward from the
formulation of array(x,E1, E2, E3) given above.

Entailment rules An entailment rule has the general form:

A1 ` B1

A2 ` B2

which states that if ∀σ, σ |= A1 ⇒ σ |= B1 then ∀σ, σ |= A2 ⇒ σ |= B2. In order to prove the following
rules, we only need to prove that A2 ⇒ A1 and B1 ⇒ B2. We will structure the proofs using these two
implications.

We first consider the normalization rules, which are used to rewrite predicates into a canonical form. We
only prove the correctness of the first rule, the rest is available as Appendix 6.

φ ` φ′

φ ∗ array(x,E,E,E′) ` φ′

Proof.
– φ ∗ array(x,E,E,E′)⇒ φ. As array(x,E,E,E′) ≡ emp, any state σ satisfying φ ∗ array(x,E,E,E′)

also satisfies φ.
– φ′ ⇒ φ′.
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φ ` φ′

φ ` φ′ ∗ array(x,E,E,E′)

φ ∗ array(x,E,E + 1, E′) ` φ′

φ ∗ x[E] 7→ F ` φ′
φ ` φ′ ∗ array(x,E,E + 1, E′)

φ ` φ′ ∗ x[E] 7→ F

As we mentioned before, we strive to create the predicate for arrays such that it integrates the proof
system in a similar way that the ones for list and trees have. In [BCO05b], the authors introduce G(op(E))
to indicate whenever a cell is allocated.

G(E 7→ [ρ])
def
= true G(ls(E,E′))

def
= E 6= E′ G(tree(E))

def
= E 6= nil

The predicate is then used in the following rule

φ ∗ E1 6= E2 ∗ op(E1) ∗ op(E2) ` φ′

φ ∗ op(E1) ∗ op(E2) ` φ′
with G(op(E1)), G(op(E2)) ∈ φ;E1 6= E2 6∈ φ

which introduces the inequality E1 6= E2 into the state. If however, the two predicates op(E1) * op(E2)
allocate the same memory cell then the system infers false from E = E.

We need a similar rule for arrays in order to infer false from the multiple allocation of the same cells.
The main difference between a list and an array is that for the first we can only assert the allocation of one
cell, while for an array we know of the allocation of all its elements.

φ ∗ x 6= E ∗ array(x, , , ) ∗ op(E) ` φ′

φ ∗ array(x, , , ) ∗ op(E) ` φ′
with G(op(E)) ∈ φ;x 6= E 6∈ φ

φ⇒ (E1 ≤ E′
1 < E2) ∨ (E′

1 ≤ E1 < E′
2)

φ ∗ array(x,E′
1, E

′
2, ) ∗ array(x,E1, E2, ) ` φ′

The following rules are part of the subtraction rules, used by the proof system to decompose the pre-
condition. The aim is to find an equivalent piece of state in both sides of the entailment so that it can be
removed from the environment. When handling arrays, we have to highlight the common part of the array.
In order to do that we verify a set of inequalities between the margins of the two arrays.

We present and prove only the first rule.

φ ∗ array(x,E′
1, E1, E3) ∗ array(x,E1, E

′
2, E3) ` φ′ ∗ array(x,E1, E

′
2, E3) ∗ array(x,E′

2, E2, E3)
φ⇒ E′

1 < E1 φ⇒ E′
2 < E2 φ⇒ E1 < E′

2

φ ∗ array(x,E′
1, E

′
2, E3) ` φ′ ∗ array(x,E1, E2, E3)

Proof.

– φ ∗ array(x,E′
1, E

′
2, E3)⇒ φ ∗ array(x,E′

1, E1, E3) ∗ array(x,E1, E
′
2, E3), if the inequalities hold.

Using E′
1 ≤ E1 and E1 ≤ E′

2 we can rewrite array(x,E′
1, E

′
2, E3) as array(x,E′

1, E1, E3)∗array(x,E1, E
′
2, E3).

– φ′ ∗ array(x,E1, E
′
2, E3) ∗ array(x,E′

2, E2, E3)⇒ φ′ ∗ array(x,E1, E2, E3).

Straightforward, using the definition on array(x,E1, E
′
2, E3)∗array(x,E′

2, E2, E3) ≡ array(x,E1, E2, E3).

The rest of the subtraction rules are similar to the one above as they treat other cases in which we have
array interference, and therefore are presented here. They are available in the Appendix 6. Remark that we
do not cover the case φ ∗ array(x,E′

1, E1, E3) ` φ′ ∗ array(x,E1, E2, E3) as the two arrays are disjoint.
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Allocation and disposal of an array

– We allocate an array by specifying the number of cells.

{φ[x′/x] ∗ array(x, 0, E,E)} C {φ′}
{φ} x = new(E);C {φ′}

Semantics. As expected, each element of the array represents a different cell in the heap. The cell has
three fields, in order to store a numerical value, and the necessary information on the array it belongs
to:

cell 7→ (val, start address, size)

The start address represents the address of the first element, x+ 0.

σ = (s, h) ε, ...ε+ n /∈ dom(h)
σ′ = ([s|x : ε, E : n], [h′|ε : (val0, E, ε), ε+ 1 : (val1, E, ε), ...ε+ n : (valn, E, ε)])

x = new(E);C, (σ, k) C, (σ′.k)

– We are allowed to dispose an array if we have access to all its cells. This condition is verified thanks to
the third argument of the predicate.

{φ} C {φ′}
{φ ∗ array(x, 0, E,E)} dispose(x);C {φ′}

Semantics. When dispose() is called the cell x contains all the information we need in order to deallocate
the entire array. It is for this operation that we store in every cell of the array the information of where
the array starts and ends. If we do not have all the array in h, the command reduces into an error.

σ = (s, h) h([[x]]s) = (val, s, ε) σ′ = (s, h \ {ε, ε+ 1, ...ε+ (s− 1)})
dispose(x);C, (σ, k) C, (σ′, k)

Lemma 11 In {φ} p;C {φ′}, consider p either the new(E) operation or the dispose of an array operation.
If in the semantics we have that p;C, σ  C, σ′ and if σ |= φ then σ′ |= φ′.

Proof. – From σ |= φ we have to prove that σ′ |= φ[x′/x] ∗ array(x, 0, E,E). Using the definition of the
arrays, we have that

([s|x : ε, E : n], [h′|ε : (val0, E, ε), ε+ 1 : (val1, E, ε), ...ε+ n : (valn, E, ε)]) |= array(x, 0, E,E).

For the variable substitutions φ[x′/x] the same arguments used in previous proofs apply.
– Straightforward from σ |= φ ∗ array(x, 0, E,E).

3.4 Properties of the proof system

Theorem 12 (Soundness) Any provable entailment is valid. That is, if φ ` φ′ then φ⇒ φ′.

This theorem is proved for each entailment in the section 3.3.

Theorem 13 (Decidability) The entailment procedure terminates.

The proof system presented in [Vil11] is decidable. We need to show that adding the array rules maintain
its decidability. It implies to show that each rule respect the following progress measure.
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Definition 14 (Size) The size of an entailment φ ` φ′ is the triple of:

1. the number of 7→’s, ls’s and tree’s missing from φ′;
2. the number of inequalities or nontrivial equalities missing from φ′;
3. the length of φ ` φ′ where each formula counts as 1.

However, the given progress measure of does not include an adequate treatment of the arrays. We have
to add a measure to the set, which decreases when the rules given above are applied. We remark that we
cannot use the number of array’s as the subtraction rules often split one array into two or three. However,
once array(x, i, i + 1, ) appears it can no longer be divided into smaller arrays. Therefore we can use the
size of the arrays in the state as a decreasing measure.

Definition 15 The multiset of the arrays’ size, denoted with M, is defined by:

M(φ ` φ′) =M(φ) ]M(φ′)
M(φ) =M(φa) ]M(φb) if φ = φa ∗ φb
M(φ) =M] {E2 − E1}, if φ = array(x,E1, E2, E3)
M(φ) = ∅, otherwise.

Definition 16 (from [Dem10] p.19) The multiset ordering denoted as >mul is defined as M1 >mul M2

if N being the maximal multiset such that M1 = N ] N1, M2 = N ] N2 for all e2 ∈ N2 there is e1 ∈ N1,
e1 > e2. The relation >mul is well founded.

The idea when using this measure is that if the array is split then the size of the original array is
necessarily bigger then the size of the two resulting arrays. Any subtraction rules require at least one strict
inequality, which means that at least one element of the set will result into strictly smaller elements.

We addM as a member of the set which determines the size of an entailment in Definition 14. Additionally
we also have to add the number of 7→ in order to treat the normalization rules.

Definition 17 (Extended Size) The size of an entailment φ ` φ′ is the set of:

1. the triple given in Definition 14;
2. M(φ ` φ′) as defined above;
3. the number of 7→ in the entailment.

Lemma 18 In
φ1 ` φ′1
φ2 ` φ′2

the size of φ1 ` φ′1 is strictly smaller than the size of φ2 ` φ′2.

Proof. − If the entailment does not use any rule on the arrays, the size strictly decreases as shown
in [BCO05b]. Note that, since the size is a set, the first elements have priority in deciding between
two sets which is the smaller. Therefore the elements that we add to the extended size do not influence
the termination proof of the rest of the proof system.

− If the entailment uses the first two normalization rules on the arrays, then there is one less array
predicate in φ, and therefore the length of the entailment decreased, according to element 3 of the set of
the Definition 14.

− If we have the last two normalization rules on the arrays, we can apply case 3 of Definition 17.
− If the entailment uses the subtraction rules then M decreases. We only treat the first rule, as the rest

are similar.
We have that φ ∗ array(x,E′

1, E
′
2, E3) ` φ′ ∗ array(x,E1, E2, E3) with M1 = {E′

2 − E′
1;E2 − E1} and

M2 = {E1 − E′
1;E′

2 − E1;E′
2 − E1;E2 − E′

2}. In this case N = ∅.

e2 = E1 − E′
1 ⇒ e1 = E′

2 − E′
1( from E1 < E′

2)

e2 = E′
2 − E1 ⇒ e1 = E′

2 − E′
1( from E′

1 < E1)

e2 = E2 − E′
2 ⇒ e1 = E2 − E1( from E1 < E′

2).
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4 Implementation

We return to the example of section 3.1 in which we are now using the rules for arrays. We also show the
states at each step of the program. We then briefly present the mechanism beyond Heap-Hop, in which the
arrays were coded.

4.1 Example in Heap-Hop

The issue in the example of section 3.1 was that we needed a way to store information about the values
sent. To this end, we introduced the parameters. Therefore, in the new version of the example we change
the message’s footprint to

message rands [array(x, val1, val2, 10)]

message result [array(x, param1, param2, 10)]

We define the function nextparam(E,E′, r, val , param) = val for both parameters. In the following, we
show within brackets how the internal state is modified by Heap-Hop. In the function server, the process
receives back the array, along with the computation’s result. Thanks to the parameters it is now able to
verify that its indeed the same array and not a smaller one.

server(s1, s2) [s1|-> C{start},p:(O, 5) * s2|-> C{start},p:(5, 10) * array(x, 0, 10, 10)]{

local i1, j1, i2, j2, y, z;

/* [s1|-> C{start},p:(O, 5) * s2|-> C{start},p:(5, 10) * array(x, 0, 10, 10)] */

/* [s1|-> C{start},p:(O, 5) * s2|-> C{start},p:(5, 10) *

array(x, 0, 5, 10) * array(x, 5, 10, 10)] * 0 = 0 * 5 = 5 */

send(rands, s1, x, 0, 5);

/* [s1|-> C{compute},p:(O, 5) * s2|-> C{start},p:(5, 10) *

array(x, 5, 10, 10) * 5 = 5 * 10 = 10] */

send(rands, s2, x, 5, 10);

/* [s1|-> C{compute},p:(O, 5) * s2|-> C{compute},p:(5, 10)]*/

y = receive(result, s1);

/* [s1|-> C{end},p:(O, 5) * s2|-> C{compute},p:(5, 10) * array(x, 0, 5, 10) ] */

z = receive(result, s2);

/* [s1|-> C{end},p:(O, 5) * s2|-> C{end},p:(5, 10) * array(x, 0, 5, 10) * array(x, 5, 10, 10) ] */

/* [s1|-> C{end},p:(O, 5) * s2|-> C{end},p:(5, 10) * array(x, 0, 10, 10) ] */

res = (y + z)/2; /*the final result*/

/* [s1|-> C{end},p:(O, 5) * s2|-> C{end},p:(5, 10) * array(x, 0, 10, 10)]*/

} [s1|-> C{end},p:(O, 5) * s2|-> C{end},p:(5, 10) * array(x, 0, 10, 10)]

}

In the function worker, the process receives the array and makes the necessary computations, which,
as explained before, do not modify the logical state. Due to the constraints on parameters imposed by the
message footprint, the process has to send the entire array back to its peer.

worker(w) [w|-> ~C{start}, pr:_e, p:(sindex, eindex)]{

local i, j;

/* [w|-> ~C{start}, pr:_e, p:(sindex, eindex)] */

(i, j) = receive(rands, w);

/* [w|-> ~C{compute}, pr:_e, p:(sindex, eindex) * array(x, i, j) * i = sindex * j = eindex ] */
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/* [w|-> ~C{compute}, pr:_e, p:(i, j) * array(x, i, j) ] */

m = j -i; n = 0;

for (k = i; k++; k<j)

if ((x[k].x)^2 + (x[k].y)^2 < 1) n++;

res = n/m;

send(result, w, res);

/* [w|-> ~C{end}, pr:_e, p:(i, j)] */

}[w|-> ~C{end}, pr:_e, p:(i, j)]

4.2 Implementation details

In order to use Heap-Hopa program has to be annotated with preconditions, post-conditions and loop in-
variants. We briefly present the file structure of the tool, and highlight the changes that took place in order
to support arrays.

− The program is first parsed and an abstract syntax tree is generated. The predicate array was added
to the assertion’s language and the constructs E[F ], E = new(F ) and dispose(E) introduced in the
Heap-Hop’s input language.

− The annotations are then grouped in order to form Hoare triples. This step is called verification condition
generation.

− The next step consists of generating a symbolic AST in which the predicates and the data structure are
stored in a normal form.

− Finally, the symbolic execution takes place. In {P} C {Q}, it starts with P and then symbolically execute
C.

− After executing P on C, the procedure has to verify that the newly obtained state P ′ entails Q. Moreover,
loop invariants and operations like send are using frame inference. Both are treated in this step, in which
the entailment rules are coded.

5 Conclusions and Future Work

During this internship we tried to enlarge the usage of the program prover Heap-Hop. Arrays are, as we have
shown in our examples, a necessary data structure, difficult to replace with other structures. However, the
input language of Heap-Hopis still restrictive for a proper programming language. As future work there are
other data structures one could try to integrate.

The new proof system, integrating the arrays and the parameters, preserves the properties of soundness
and decidability of the proof system of [Vil11]. We believe that it also preserves completeness, which states
that any valid entailment is provable. However, its proof can be part of a future work.

In the current implementation, the programmer is responsible for writing the arrays and the parameters
in the annotations. A possible improvement is to automatically discover the values of the parameters or
automatically construct the arrays when such data structure are needed.
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6 Appendix

6.1 Proof of the normalization rules on the arrays

φ ` φ′

φ ` φ′ ∗ array(x,E,E,E′)

Proof.

− φ⇒ φ.

− φ′ ⇒ φ′ ∗ array(x,E,E,E′). Similar as above, from array(x,E,E,E′) ≡ emp.

φ ∗ array(x,E,E + 1, E′) ` φ′

φ ∗ x[E] 7→ F ` φ′

Proof.

− φ ∗ x[E]⇒ φ ∗ array(x,E,E + 1, E′). From the definition, x[E] ≡ array(x,E,E + 1, E′).

− φ′ ⇒ φ′.

φ ` φ′ ∗ array(x,E,E + 1, E′)

φ ` φ′ ∗ x[E] 7→ F

Proof.

− φ⇒ φ.

− φ′ ∗ array(x,E,E + 1, E′)⇒ φ′ ∗ x[E]. Similar as above.
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6.2 Subtraction rules for the arrays

φ ∗ array(x,E′
1, E1, E3) ∗ array(x,E1, E2, E3) ∗ array(x,E2, E

′
2, E3) ` φ′ ∗ array(x,E1, E2, E3)

φ⇒ E′
1 < E1 φ⇒ E2 < E′

2

φ ∗ array(x,E′
1, E

′
2, E3) ` φ′ ∗ array(x,E1, E2, E3)

φ ∗ array(x,E′
1, E

′
2, E3) ` φ′ ∗ array(x,E1, E

′
1, E3) ∗ array(x,E′

1, E
′
2, E3) ∗ array(x,E′

2, E2, E3)
φ⇒ E1 < E′

1 φ⇒ E′
2 < E2

φ ∗ array(x,E′
1, E

′
2, E3) ` φ′ ∗ array(x,E1, E2, E3)

φ ∗ array(x,E′
1, E2, E3) ∗ array(x,E2, E

′
2, E3) ` φ′ ∗ array(x,E1, E

′
1, E3) ∗ array(x,E′

1, E2, E3)
φ⇒ E1 < E′

1 φ⇒ E2 < E′
2

φ ∗ array(x,E′
1, E

′
2, E3) ` φ′ ∗ array(x,E1, E2, E3)

φ ∗ array(x,E1, E
′
2, E3) ` φ′ ∗ array(x,E1, E

′
2, E3) ∗ array(x,E′

2, E2, E3)
φ⇒ E′

2 < E2 φ⇒ E1 < E′
2

φ ∗ array(x,E1, E
′
2, E3) ` φ′ ∗ array(x,E1, E2, E3)

φ ∗ array(x,E′
1, E1, E3) ∗ array(x,E1, E2, E3) ` φ′ ∗ array(x,E1, E2, E3)

φ⇒ E′
1 < E1

φ ∗ array(x,E′
1, E2, E3) ` φ′ ∗ array(x,E1, E2, E3)

φ ∗ array(x,E1, E
′
2, E3) ∗ array(x,E2, E

′
2, E3) ` φ′ ∗ array(x,E1, E2, E3)

φ⇒ E2 < E′
2

φ ∗ array(x,E1, E
′
2, E3) ` φ′ ∗ array(x,E1, E2, E3)

φ ∗ array(x,E′
1, E2, E3) ` φ′ ∗ array(x,E1, E

′
1, E3) ∗ array(x,E′

1, E2, E3)
φ⇒ E1 < E′

1

φ ∗ array(x,E′
1, E2, E3) ` φ′ ∗ array(x,E1, E2, E3)
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