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1 Statistical Prerequisites

1.1 Announcements

O�ce Hours: Mondays 11am-noon at HKS library.

1.2 Goals of the Review Section

The review sections will be designed to synthesize and interpret the material Professor Diamond presented
in class. We’ll try to get behind the math by using numerical examples when possible. Sections may also
be used to help translate theoretical material to applications in STATA or to go over di�cult sections of
previous problem sets. Note, I will not be giving answers to problem sets or provide “detailed hints” in
section before the problem sets are due. The sections are not mandatory and you should use your discretion
in determining whether or not you need to attend.

1.3 Why is the mean interesting?

Everyone knows how to calculate the mean of a sample. But why is the mean an interesting statistic from
an analytic point of view? Why do we spend so much time on the mean? On Tuesday, Professor Abadie
argued that the mean is interesting because it is the point the minimizes the mean square error. Let’s prove
to ourselves that this is true.

Imagine that we have data on weight from a sample of 20 people. Now someone emails you and asks
you to guess their weight. You have no other information on this person (you can’t see them, you don’t
know their gender, etc). What is your best guess of this person’s weight? It turns out that the mean of
weight in your sample is the best estimate of the mystery person’s weight. In what sense is this the best
guess? It is the best guess in the specific sense that it minimizes the expected error. Whatever you guess
you’ll be wrong. But on average (imagine several people email you asking you to guess their weight), you’ll
be the least wrong if you guess the mean.

First let’s look at the mathematical notation from class, then we’ll turn to a numerical example that
makes it clearer. The type of error we are minimizing is called the mean square error. It’s the average
deviation of an observation from the statistic, squared. Why do we square it? Why not just minimize
the average deviation from the statistic? Because then a positive deviation and a negative deviation would
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cancel each other out suggesting your statistic is better than it actually is. We square it to make sure all
the deviations are positive and then minimize this function.

MSE = E
h
(Y � c)2

i
=

1
n

nX

i=1

(Yi � c)2

and it turns out that the mean is the statistic (function of our data) that minimizes the mean square
error:

arg min
c

E
h
(Y � c)2

i
= E [Y ]

or alternatively:

E
h
(Y � E [Y ])2

i
 E

h
(Y � c)2

i

for any other function of the data, c.

Let’s go to the excel spreadsheet to see how this works out in practice. (Look at the first worksheet
labeled “Mean” in the Workbook “Review 1.xls”). In the first column we have our data on weight. Below
that we’ve calculate the mean and the minimum from our data. I also had excel choose a random number
for weight. What I want to show you is that the mean, minimizes the mean square error. So in the next
three columns, I calculated the mean square error for each of our three statistics. It’s clear that the MSE is
minimized when we use the mean as our statistic. We’re still fairly wrong using our simple weight guessing
game. Even using the mean the average squared error is 1555 pounds which is equivalent to an error of 39
pounds. But using the other two statistics we are even more wrong, by an average of 81 and 65 pounds
respectively.

Now that we believe this result is true from the numerical example. Let’s revisit the proof so that you
know I didn’t trick you by coming up with some weird example. Let’s start with:

MSE = E
h
(Y � c)2

i

add and subtract E [Y ] to the equation

E
h
(Y � c)2

i
= E

h
{((Y � E [Y ]) + (E [Y ]� c))}2

i

= E
h
(Y � E [Y ])2

i
+ E

h
(E [Y ]� c)2

i
+ 2 · E [(Y � E [Y ]) (E [Y ]� c)]

Let’s look at the last term first:

2 · E [(Y � E [Y ]) (E [Y ]� c)] = 2 [(E [Y ]� E [y]) (E [Y ]� c)]

= 2 (0) (E [Y ]� c)

= 0
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Let’s look at the middle term:

E
h
(E [Y ]� c)2

i

This is a quadratic (square) and any quadratic has to be non-negative.

E
h
(E [Y ]� c)2

i
� 0

The only time this second term will be equal to zero is if c = E [Y ] . Then we’ll get

E
h
(E [Y ]� E [Y ])2

i
= 0

Otherwise the term is always positive. So let’s go back to the full equation substituting in what we
know:

E
h
(Y � c)2

i
= E

h
(Y � E [Y ])2

i
+ something non-negative

E
h
(Y � c)2

i
� E

h
(Y � E [Y ])2

i

with strict equality if and only if c = E [Y ]

1.4 Why is the conditional mean interesting?

Now imagine that we have more money so we go back and get more data on the 20 people in our sample.
In particular we collect information on gender. So now for each person we know their gender and their
weight. Someone emails you and tells you their gender and wants you to guess their weight. On Thursday,
Professor Abadie argued that the conditional mean would be the best estimate that you could give them.
Again, by “best” we mean the estimate that minimizes the mean square error. Let’s see how that works,
first with the math, then with a numerical example.

MSE = E [Y � h (X)]2

where now your statistic is a function of the covariate of interest. In this case our statistic (or our guess)
is a function of gender. The conditional mean, E [Y |X] will be the statistic that minimizes the MSE.

arg min
h(X)

E [Y � h (X)]2 = E [Y |X]

or alternatively:

E
h
(Y � E [Y |X])2

i
 E

h
(Y � h (X))2

i

for any other function of the covariate, h (X) .

Let’s go to excel to look at a numerical example and convince ourselves that this is true. Look at the
worksheet called “Conditional Mean.” Then we’ll do the proof again, just for fun. In this workbook the
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first column has the data on weight. The second column has the data on gender. We’ll code gender such
that 0=female and 1=male. The third column gives us weight conditional on being male and the fourth
column gives us weight conditional on being female. At the bottom, I’ve calculated the average weight for
the whole sample, the average weight conditional on being male and the average weight conditional on being
female. I also calculate the minimum (min) for both groups and had excel pick a random number from the
distribution for each group. For each group I calculated the mean square error using the conditional mean,
the conditional min, and the conditional random number. Again, you can see clearly that the mean square
error for each group is minimized when we use the conditional mean as our statistic.

Before we turn to the mathematic proof that the conditional expectation minimizes MSE, let’s use the
numerical example to illustrate the Law of Iterated Expectations (LIE). Recall that LIE says:

E {E [Y |X]} = {E [Y |X] |X} = E [Y ]

Recall from our sample that E [Y |X = 0] = 136 and E [Y |X = 1] = 194. So now, what’s the mean (or
expected value) of the conditional expectations? It’s just:

E {E [Y |X]} = E [Y |X = 0] · pr (X = 0) + E [Y |X = 1] · pr (X = 1)

In our sample there are 10 men and 10 women so pr (X = 0) = pr (X = 1) = 0.5 so:

E {E [Y |X]} = (136 · 0.5) + (194 · 0.5) = 165 = E [Y ]

Now that we’re convinced the conditional mean is the best estimate of Y given X and we have a better
sense of what the LIE is, let’s look at the proof to verify that this extends to the case of more than one
variable.

E [Y � h (X)]2

Now add and subtract E [Y |X].

E
h
{(Y � E [Y |X])� (h (X)� E [Y |X])}2

i

expanding the quadratic yields:

E
h
(Y � E [Y |X])2 + (h (X)� E [Y |X])2 � 2 (Y � E [Y |X]) (h (X)� E [Y |X])

i

Let’s look closely at the last tirm using LIE:

E [(Y � E [Y |X]) (h (X)� E [Y |X])] = E [E [(Y � E [Y |X]) (h (X)� E [Y |X]) |X]]

= E [(E [Y |X]� E [Y |X]) (h (X)� E [Y |X])]

= 0

Note that the second term is again a quadratic and must be non-negative. It will be equal to zero if and
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only if h (X) = E [Y |X]. Thus:

E [Y � h (X)]2 = E (Y � E [Y |X])2 + something non-negative

E [Y � h (X)]2 � E (Y � E [Y |X])2

with strict equality if and only if h (X) = E [Y |X] .

1.5 Connection between Regression and Conditional Mean

1.5.1 Interpreting Regression coe�cients, standard errors, and t-stats

So far we have shown that the mean and conditional mean are interesting statistics because they are the
“best” predictors in the sense that they minimize the mean square error of our estimate. But Professor
Abadie also asserted that a regression is simply a conditional mean. That may have some intiutive appeal
to you because in a previous life you learned that an OLS regression was a best linear predictor and we just
proved that the conditional mean was the best predictor. What is the relationship between a regression,
like you might run in STATA, and the conditional mean?

Let’s go back to our numerical example in Excel to investigate this. Recall that

E [Y |X = 0] = 136

E [Y |X = 1] = 194

Because our explanatory variable was binary (0,1) we didn’t need a regression to calculate this. We
just ordered our data by gender and took the average for the respective sub-sample. But we could have
obtained these same results using an OLS regression. The OLS regression is just a linear approximation to
the conditional mean. You might also hear people refer to it as a linear parameterization of the conditional
mean function. By a linear approximation (or parameterization) we mean that OLS estimates parameters
↵,� such that:

E [Y |X] = ↵ + �X

Without looking ahead to the next worksheet what would a regression predict for the parameters ↵ and
� for our weight and gender data?

Okay, now look to the worksheet called ”Regression” and you’ll see that you were right. The regression
gives us an estimate of ↵ = 136 and � = 58. Notice that for any new person, plug in their gender and the
regression will give you their expected weight conditional on being of that gender. So the whole regression
function is equivalent to (or an approximation of) the conditional mean. What is the interpretation of each
of the parameters. The parameter ↵ in this case tells us the average weight for women and the parameter
� tells us how much the average weight increases if the subject is male.

The regression results also display the results of some hypothesis tests for us. In particular we might
be interested in determining if the mean for men is di↵erent from the mean for women. To see if this is
the case, we can look at the standard error and the t-statistic for the gender variable. Notice that the
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t-stat is 3.64 > 1.95 so we can reject the null hypothesis that the mean weight for men and women are the
same. This is good, because I actually generated these data from two di↵erent samples. In particular, I
told Excel to draw the men’s data from a uniform distribution over the interval 150-300 and the women’s
data from a uniform distribution over the interval 80-200. Normally we don’t know the actual distribution
of the data. Here we do and we can see that with only 10 observation we did pretty well estimating the
mean for women which we estimated at 136 when the true mean was 140. For the male sample we didn’t do
so hot, we estimated a mean of 194 and the true mean is 225. If we increased the sample size, our precision
on both estimates would increase and both would converge to their true mean. To see this look at the next
worksheet called ”sample size.” Here I generate data for men only, using the uniform distribution on the
interval 150 to 300. Notice that at about 60 observations the sample average really starts to converge on
the true population average. Any ideas why the convergence might have ocurred more quickly for women?

1.5.2 Minimizing Mean Square Error versus Minimizing Sum of Squared Residuals (Errors)–

What is OLS doing?

But wait a minute? We showed that the conditional mean was a useful statistic because it minimized the
mean square error. You probably learned that an OLS regression was the best linear predictor because it
minimized the sum of squared residuals (or the sum of square errors). Aren’t these di↵erent? The answer
is that yes, the mean square error and the sum of square errors are di↵erent. But the parameter that
minimizes one, minimizes the other. Let’s look at that.

MSE = E [Y �Xb]2 =
1
n

nX

i=1

(Yi �Xib)
2

SSE =
nX

i=1

(Yi �Xib)
2

Notice that the di↵er only by the 1
n . Assume that b⇤ minimizes MSE, that is:

1
n

nX

i=1

(Yi �Xib
⇤)2 <

1
n

nX

i=1

(Yi �Xib)
2

for any other b. You can simply multiply both sides of the inequality by n and get

nX

i=1

(Yi �Xib
⇤)2 <

nX

i=1

(Yi �Xib)
2

so b⇤ must also minimize SSE. Thus the OLS estimator is a best linear predictor because it minimizes
MSE and also because it minimizes the sum of squared residuals. So what you learned before is not wrong.
It’s just another term for the same thing.

1.5.3 Multi-covariate case

But this was a simple case where we only had one control variable and it was binary. What if we have a lot
of variables or one variable that is continous? Then we basically have to impose some parametric functional
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form on the conditional expectation and use a statistical package to estimate the parameters of interest. In
general we will impose a linear function form. Let’s derive the regression estimator for this case.

The linear predictor for the conditional mean with K covariates is given by E [Y |X] = X 0� = �0 +
�1X1 + �2X2 + ... + �KXK . We want to choose an estimate of vector of parameters � = (�0, �1, �2, ...,�K)
that minimizes the mean square error.

� = arg min
b

E
h
(Y �X 0b)2

i

= arg min
b

1
n

nX

i=1

(Yi �X 0
ib)

2

= arg min
b

nX

i=1

(Yi �X 0
ib)

2

This is a minimization problem. If it weren’t for the fact that X is a matrix and b is a vector we’d
know how to solve this problem We would take the derivative with respect to b and set it equal to zero
and solve. Well let’s not be thrown o↵ too much by the matrices and vectors and just go ahead and expand
the square and take the derivative. If you aren’t familiar with vector optimization, you might want to look
over the linear algebra review notes, or come to my o�ce hours. However, it’s most important that you can
basically follow along, even if you aren’t quite sure why some variables have the prime and get reversed in
order. You won’t have to recreate this on a test.

arg min
b

nX

i=1

(Yi �X 0
ib)

2 = arg min
b

(Y1 �X 0
1b)

2 + (Y2 �X 0
2b)

2 + .... + (Yn �X 0
nb)2

arg min
b

�
Y 2

1 � 2b0X1Y1 + b0X1X
0
1b
�

+
�
Y 2

2 � 2b0X2Y2 + b0X2X
0
2b
�

+ .... +
�
Y 2

n � 2b0XnYn + b0XnX 0
nb
�

FOC : �2X1Y1 + X1X
0
1b� 2X2Y2 + X2X

0
2b� ....� 2XnYn + XnX 0

nb = 0

�2
nX

i=1

XiYi + XiXib = 0

b =

 
nX

i=1

XiXi

!�1 nX

i=1

XiYi

This is what STATA is doing to estimate the parameters of the linear regression. All of the parameters
together give the conditional mean. Each individual parameter tells you how much the mean changes when
that variable changes holding all other variables constant. The estimates of this regression are the best
linear estimates because they were constructed to minimize the mean square error (or the sum of squared
errors).
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2 Notes from Section
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