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Abstract
This paper proposes a novel unsupervised document embedding based clustering 
algorithm to generate clinical note templates. We adapted Charikar’s SimHash to 
embed each clinical document into a vector representation. We modified the tradi-
tional K-means algorithm to merge any two clusters with centroids when they are 
very close. Under the K-means paradigm, our algorithm designates the cluster repre-
sentative corresponding to the document vector closest to the centroid as the proto-
type template. On a corpus of clinical notes, we evaluated the feasibility of utilizing 
our algorithm at the individual author level. The corpus contains 1,063,893 clini-
cal notes corresponding to 19,146 unique providers between January 2011 and July 
2016. Our algorithm achieved more than 80% precision and runs in O(n) time com-
plexity. We further validated our algorithm using human annotators who reported 
it is able to efficiently detect a real clinical document that can represent the other 
documents in the same cluster at both the department level and the individual clini-
cian level.
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1 Introduction

Free-text clinical notes are a rich source of information about the patient state [1] 
and physician experiences. Traditionally, the creation and maintenance of tem-
plates pose an inherent challenge: templates not adapted to the nuances of the 
clinical situation/workflow and individual authors may be less efficient and thus 
suffer from reduced adoption rates, while manual adaptation of the template to 
meet the specific needs of the clinician may be cost-prohibitive. Auto-generating 
clinician personalized templates would allow an automated method to contribute 
clinical documentation to the electronic health record (EHR) system. Supervised 
machine learning approaches require labeling of the unstructured clinical notes in 
order to make use of them, however label creation is often an expensive and tedi-
ous process. In contrast, clustering is an unsupervised learning approach to find 
patterns in unlabeled data by exploring the structure of the data [2]. Tasks such as 
information retrieval, duplicate detection, and document summarization tasks can 
make use of clustered clinical notes to support patient care and medical research.

A clustering task consists of creating groups of data objects that have high 
intraclass similarity and low interclass similarity [2, 3]. Put another way, similar-
ity can be thought of as a measure of the closeness of the relationships amongst 
data (i.e., how much alike a set of data are). The approach to determining similar-
ity can be viewed as transforming the data into a similarity space and then per-
forming the analysis on the relationships in the data [4, 5]. In this case, similarity 
is the measure of the degree to which two (or more) clinical documents share 
content, which is different from classification as an exact match is not required. 
Prior research [6–8] suggests that there is value in examining the structure of the 
text and the overall similarity of content within a corpus before implementing an 
information extraction system, as these may have an impact on performance and 
efficiency. Current methods to identify similarity within a corpus using global 
alignment techniques fall apart when the sequence of content changes. This deg-
radation in performance can be partially mitigated using a sliding window, how-
ever, this enhancement is somewhat inefficient and adds computational complex-
ity. One similar study [9] used the sliding window global alignment technique 
to detect redundancy and validated their approach using 178 complete patient 
records of highly similar patients. However, it’s unclear whether such an approach 
scales to a large diverse corpus of clinical texts. Additionally, local alignment 
techniques are unsuitable as it is challenging to produce an aggregate measure 
of information similarity for a document. A gap in research is in identifying an 
efficient, scalable algorithm for finding similar clinical documents within a large 
corpus.

Existing document clustering techniques [10] typically rely on a bag-of-words 
model to extract text features. Thus, the calculation of the similarity between 
free-text documents has traditionally been hindered by the curse of dimensional-
ity [11]. In calculating similarity, the raw documents have to be abstracted, i.e. 
represented by a set of properties (called features) and manifested as a vector 
where each feature is a dimension. The variable nature of free-text leads to an 
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increasing quantity of features and dimensions used to represent the documents. 
There is a tradeoff between local representation accuracy and overall performance 
across a diverse corpus.

A possible solution to the curse of dimensionality problem might be to use 
hash embeddings. These embeddings can be used to see if two objects positions 
are close to each other in a lower finite-dimensional vector space as they com-
press the vector of features using a hash function. One simple but efficient hash 
embedding for free-text documents is Charikar’s SimHash [12]. SimHash maps 
a high-dimensional vector to a fingerprint (i.e., a 64-bit vector) that is smaller 
spatially and yet still preserves the relative distance between the original vectors 
[12, 13]. However, SimHash uses a brute-force pairwise fingerprint distance com-
parison to find similar documents with a known time complexity of O(n2), which 
is impractical for use on a large corpus.

A variety of available clustering methods, including partitioning [14], hierar-
chical [15], density-based [16], grid-based [17], model-based [18], and constraint-
based [1] methods are available for document clustering; of which, agglomerative 
hierarchical clustering and K-means are the two most commonly used techniques. 
K-means is often used because of its efficiency.

Although promising from a theoretical perspective, it is unclear whether Sim-
Hash combined with clustering can be adapted to the clinical domain and how 
effectively it can be applied. We aim to facilitate template creation for reducing 
the workload of medical professionals, which belongs to the task of data entry 
optimization in EHR systems. Our goal is to efficiently identify the highest yield-
ing clusters of interest.

2  Materials and Methods

As an overview, our proposed clustering algorithm has the following steps 
(Fig.  1): in step 1, we adapted SimHash to hash each clinical document into a 
64-bit fingerprint vector; in step 2, we used all fingerprint vectors as input into 
K-means clusters calculated using the Hamming distance. Our output is cluster 
centroids that can be utilized as prototype clinical note templates.

Fig. 1  Overview of our clustering algorithm to identify the prototype templates
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2.1  Our Corpus

We retrieved 1,063,893 free-text clinical documents corresponding to 32,682 
unique patients and 19,146 unique providers from the research patient data repos-
itory at Partners Healthcare created between January 2011 and July 2016. Each 
extracted document contained a header listing the patient ID, physician name and 
associated medical degrees, creation date, and document type. Overall, 127,789 
document types, both system pre-defined types and clinicians’ free-text entries, 
were found in the corpus. About one-third of documents used system pre-defined 
types, such as clinical note, patient note, result manager letter, phone call, office 
note, patient letter, progress note, hospital clinic visit, and urgent care visit. The 
“clinical notes” document type is the highest frequency document type consisting 
of 137,259 documents corresponding to approximately 12.9% of the entire cor-
pus. Authorship is unevenly distributed, with a small proportion of the clinicians 
responsible for a large proportion of notes. This study was approved by Partners 
Institutional Review Board (IRB).

2.2  Pre‑processing

We assumed that an input corpus of clinical notes C has n documents 
Di, i ∈ [1,… , n] and its entire vocabulary set is W. We applied standard text pro-
cessing techniques including tokenization (e.g., part-of-speech tagging & filter-
ing) and stop-word removal on each document to abstract the document into a 
set of words Wi ⊆ W  . We then employed TF-IDF (i.e., term frequency—inverse 
document frequency) [19] to acquire TF-IDF score matrix Stfidf

i
 . The total number 

of rows of Stfidf
i

 equals Wi (i.e., the number of words in Di ). Each line of Stfidf
i

 rep-
resents a word. The total number of columns is 2 and the second column in the 
matrix represents the TF-IDF score of the word. The TF-IDF score [20] is com-
puted by the frequencies of the individual words in the document (i.e., TF) mul-
tiplied by the inverse frequencies of words in entire collection (i.e., IDF). Each 
word in the final output of the pipeline is considered a feature, where the weight 
of the feature is the TF-IDF score. Thus, we represent each document as Wi pairs 
of (feature, weight) converted from the matrix Stfidf

i
 . Note that we only calculate 

TF in our experiments to save computing computation power for large corpora of 
clinical notes.

Figure 2 shows the features abstracted from a sample clinical document.

Fig. 2  An example of features 
extracted from a sample clinical 
document
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2.3  SimHash with Its Employment

SimHash is a cosine similarity-based locality sustentative hashing (LSH) scheme. 
A general LSH scheme is defined as follows [21]: for a given function �(x, y) 
and family of hash functions F  operating on a universe of objects U such that 
� ∶ U2

→ [0, 1] , a locality sensitive hash function is a distribution on F  such that 
x, y ∈ U and h ∈ F :

where F  is called a hash function family for a given function �(x, y) like Jaccard or 
cosine similarity.

SimHash works as follows [12, 13, 22]: for a collection of vectors in d dimen-
sions, a random hyperplane defined by a normal unit vector r is chosen from a 
d-dimensional Gaussian distribution to hash an input vector u into h

r
 such that 

h
r
(u) = 1 if r ⋅ u ≥ 0 , and h

r
(u) = 0 otherwise. For two input vectors u and v , the 

hashing scheme has the property [12]:

where � is the angle between the vectors u and v . Since the hashing produces a single 
bit for every hash function, it indicates that the probability of matching two vec-
tor’s signatures in different bit locations is directly proportional to the cosine of their 
angle.

The interesting advantage of SimHash [22, 23] lies in two special properties it 
possesses: (a) the fingerprint of a document is a “hash” of its features thus there is 
no need to create a dictionary beforehand; and (b) the Hamming distance between 
two document fingerprints is small if the cosine similarity between their feature 
vectors is high (and vice versa).

2.4  Document Embedding Clustering

The K-means paradigm aims to partition all data points into K clusters, in which 
each object is assigned to the nearest cluster. Further, the cluster has no inherent 
pre-defined semantic structure (e.g., it is not restricted to grouping documents by 
the same document type or by the same author). We adapted Charikar’s SimHash 
[12] to embed all clinical notes as 64-bit fingerprint vectors as a pre-processing 
step prior to clustering with K-means. We implemented the fingerprint step of 
SimHash in Java SE 8. We modified the traditional K-means algorithm to merge 
any two clusters with center points that are very close. Thus, the final number of 
clusters depends on calculated results and thus may be less than our specified K 
(though our approach still requires an initial K and randomized cluster centers).

(1)Prh∈F
[

h(x) = h(y)
]

= �(x, y)

(2)Pr
[

h
r
(u) = h

r
(v)

]

= 1 −
�

�
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One of the trickier tasks in clustering is determining the appropriate number of 
clusters. Too many clusters (big K) and you end up with an outline, whereas too few 
clusters (small K) and you end up with dissimilar clusters. Domain-specific knowl-
edge is always best, but there are a number of heuristics for getting at the likely 
number of clusters in our data. While having modified the traditional K-means algo-
rithm to make the final number of clusters it produces automatic, an initial value K 
is still required. We utilized the heuristic strategy of parametric bootstrap and exam-
ined all cluster densities (i.e., the number of clusters in the data) under different K to 
determine a suitable initial K.

2.5  Data Analysis and Statistics

The centroid threshold is related to several values, such as the minimum (i.e., the 
Hamming distance between the mathematical centroid for the cluster and its cluster 
representative), the second minimum (i.e., a less stringent centroid threshold than 
the minimum), and the maximum (i.e., in terms of clusters’ critical exponent, this 
is the extreme distance from a cluster centroid to the data point on the outer edge). 
If the distances to the centroid for all clinical documents in a particular cluster are 
above the specified threshold, then this cluster will be empty. We deleted all empty 
clusters automatically to produce refined clusters. In Experiment 1, we utilized a 
subset of the corpus corresponding to the documents of type “clinical notes” with 
the goal of identifying the centroid threshold that has the highest yield of clusters of 
interest.
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To evaluate the performance of our algorithm on the metrics of precision and 
efficiency, we conducted two additional experiments: the first was conducted to find 
cluster representatives as prototype templates for clinical document authors (Experi-
ment 2) and the second was to test the complexities of the algorithm (Experiment 3). 
In Experiment 2, we selected notes signed by the ten individual clinicians holding a 
Doctor of Medicine (MD) degree (i.e., clinical note authors) who signed notes most 
frequently. In Experiment 3, we calculated the computational time complexity of 
our algorithm as a function of run time versus number of document clustered. We 
sampled about 20% of the corpus (i.e., a total of 193,581 clinical notes) to test the 
time complexity of our proposed algorithm. We compared two ways to generate the 
embeddings: one is to hash an entire document and the other is to horizontally cut 
the document into two equal pieces.

We invited a panel of 4 annotators: 2 authors (CT, ZZ), and 2 independent 
researchers (1 with a Master of Public Health (MPH) and 1 with a Master of Soft-
ware Engineering (MSE)) to review the clusters. For all three experiments, we sug-
gested that annotators compare a document identified through random sampling to 
the cluster centroid. Our annotators were asked whether “the sampled documents 
in a cluster are similar to the cluster representative or not”. We believe that random 
sampling a subset of documents from larger clusters, and only looking at several 
randomly selected clusters should be sufficient to demonstrate the feasibility of our 
approach. Hence, the annotators each randomly sampled 20 clinical documents from 
the largest refined clusters, examined the entirety of four selected smaller clusters 
and scored the corresponding documents in each cluster on a 3-point scale: 0—Irrel-
evant, 1—Relevant, 2—Similar. To measure precision (the fraction of retrieved clin-
ical document), the average normalized score for each cluster was calculated as the 
sum of the scores of the sampled documents divided by the total number of sampled 
documents. Since the degree of consensus and homogeneity in judgments amongst 
annotators is an important measure of the reliability of our study, we computed 
Fleiss’ Kappa [24] to measure the inter-rater reliability in judgments on the subset of 
clusters investigated.

3  Results

3.1  Examining Refined Clusters

In Experiment 1, a total of 115,685 fingerprints were generated by SimHash from 
137,259 clinical notes. In experimentation to determine the initial K, we found that 
not all of the clinical notes were clustered even when K is large (e.g., 1000). After 
having tested multiple K (e.g., K = 10, 100, or 1000) to determine cluster densities 
under different K, we pre-specified the number of clusters K as 100.

The minimum and second minimum centroid threshold values in all 100 clusters 
were 0 and 1, respectively. Figure 3a shows the median interval of the 100 clusters’ 
critical exponents (i.e., the maximum centroid threshold value), with the majority 
falling between 30 and 35, and a range from 20 (for cluster #12) to 40 (for #90). 
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Figure 3b shows the critical exponent value (i.e., the most extreme data point’s dis-
tance from the cluster centroid) for each of the 100 clusters generated.

Finally, we executed our modified K-means algorithm (with initial K = 100), and 
it resulted in 26 refined clusters. Figure 4 shows the cluster size distribution after fil-
tering; revealing that cluster size is uneven. For example, the largest box labeled #76 
has a cluster size of 308, while the middlebox contains 10 clusters of size 2 (labeled 
#5, #13, #20, #35, #41, #42, #51, #55, #78, #83, #85, and #99). Annotators ran-
domly sampled 20 clinical notes for each of the two largest clusters (#2 and #76) and 
examined the entirety of clusters #8, #22, #33, and #66. The overall average score 
was 1.60, indicating a precision of 80.0% (Table 1). Our overall Fleiss’ Kappa for 
this evaluation was of 0.721 (Table 3 in “Appendix”), indicating substantial agree-
ment [25].

Annotators found that several hospital departments designed templates were 
being used by clinicians to support quality and performance improvement initia-
tives. For example, the largest two clusters—#2 (having 67 clinical notes) and #76 

Fig. 3  Box plot (a) and line chart (b) of the critical exponents for initial 100 clusters

Fig. 4  Tree diagram of the critical exponents for 26 refined clusters
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(having 308 clinical notes), contain letters meant to entice patients with overdue 
colonoscopy screenings to schedule one, the difference being the amount overdue 
(i.e., #2 is a month overdue, #76 is more than two months overdue).

3.2  Identifying Prototype Templates

The ten clinicians holding an MD degree with the largest volume of signed clinical 
documents are all internists, and three of these focus on geriatrics. Of the ten, eight 
are women. These ten physicians together account for 115,584 (10.9% of the corpus) 
clinical documents. Among our algorithm’s outputs, only one physician (MD#6) 
was left without any clusters. For the remaining 9 physicians, the average overall 
score was 1.77, corresponding to a precision of 88.5% (Table 2). Overall, we had a 
Fleiss’ Kappa of 0.838 for this task (Table 4 in “Appendix”), indicating almost per-
fect agreement [25].

Annotators found high utilization of centroid representatives in the “patient note” 
and “result manage letter” document types that were templated or would be suitable 
as templates. MD#2’s “result manage letter” cluster consists of 106 similar clinical 
documents. Similarly, MD#3’s “urgent care visit” cluster has 6 documents.

A centroid representative on “patient note” (of which the refined cluster’s critical 
exponent is 6) as shown in Fig. 5 captures the author’s (i.e., MD#5) writing style 
and habits (e.g., frequent use of: question marks, a space before a colon, the arrow 
symbol “⇢”), as well as common section headers (e.g., problem list, vital signs, 
laboratory values, medications, allergies, diagnoses). The “patient note” document 
type contained less template-driven components compared to other document types 
(e.g., follow-up evaluations, test results notifications) based on clustering results for 
these ten physicians. We use incremental updating of cluster centroids after each 
assignment of a clinical note to a cluster instead of after all clinical notes have been 
assigned to the clusters. While incremental updates are slightly more computation-
ally expensive, using them can guarantee that (a) empty clusters are not produced 
since all clusters start with a single clinical note, and (b) the clusters with the closest 
centroids are merged to reduce the sum of squared errors (SSE) [1]. The output of 

Table 1  The average normalized 
score after filtering

Clusters 
(labeled by 
algorithm)

Annotator Average of 
each cluster

1 2 3 4

#2 1.50 1.50 1.55 1.50 1.51
#8 1.71 1.85 1.85 1.71 1.78
#22 1.50 1.50 1.75 1.63 1.60
#33 1.14 1.42 1.57 1.42 1.39
#66 1.60 1.60 1.80 1.60 1.65
#76 1.70 1.65 1.75 1.65 1.69
Average of 

each anno-
tator

1.53 1.59 1.71 1.59 1.60
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our algorithm is a cluster representative, which is the clinical document that is the 
nearest-neighbor of each cluster centroid.

3.3  Time Complexity Analysis

As shown in Fig. 6, the two embeddings exhibit linear time complexity.

4  Discussion

We established the feasibility of utilizing our clustering algorithm based on docu-
ment embeddings for the task of detecting prototypical documents in a corpus of 
clinical notes. Our algorithm achieved 80.0% and 88.5% precision and linear time 
complexity in identifying the similarity of documents from the most common docu-
ment type and documents from the ten clinicians with the greatest volume of signed 
clinical documents, respectively. The differences in agreement were mostly between 
whether a document was relevant or irrelevant and thus annotators at that point had 
agreed they were not similar and only the degree of dissimilarity was disputed.

Adjustment of hyperparameters (i.e., the initial number of clusters K) for a par-
ticular task may be necessary and are best examined through experimentation on 
each individual corpus. In our experiments, we used a very strict cluster centroid 
threshold to examine the similarity amongst all fingerprints generated from clinical 
documents. This cluster centroid threshold value may be adjusted based on the appli-
cation and the granularity required for the task. Similarly, the K-means algorithm 
could be substituted for another clustering framework (e.g., agglomerative hierar-
chical clustering) based on application need. For example, automatic generation/

Table 2  Similarity of prototype 
templates for the top 10 
clinicians by number of signed 
clinical documents

a The 10 physicians who have the largest volume of signed clinical 
documents

Authora Annotator Average of 
each cluster

Ranking Refined 
clusters

1 2 3 4

#1 2 2 2 2 1 1.75
#2 6 1.67 1.5 1.5 1.83 1.63
#3 6 1.67 1.67 1.67 1.83 1.71
#4 1 2 2 2 2 2
#5 4 2 2 1.75 2 1.94
#6 0 – – – – –
#7 2 2 2 2 2 2
#8 3 1.33 1 1 1.67 1.25
#9 2 2 2 2 2 2
#10 4 2 1.25 1.25 2 1.63
Average of each annota-

tor
1.85 1.71 1.69 1.81 1.77
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Fig. 5  An example of centroid representatives on patient notes
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identification of clinical sublanguages can be accomplished by utilizing a hierarchi-
cal clustering algorithm in place of K-means.

Algorithms can be compared heuristically based on the standard properties that 
define advanced algorithms: efficiency and accuracy. Using these criteria, when 
compared to a dynamic programming aliment algorithm utilizing a sliding window 
[9], our algorithm minimized manual work as no labeling was required, and reduced 
time complexity.

Based on annotator feedback regarding a comparison of the clusters identified in 
experiment 2 at the clinician level, it was evident that authorship is potentially rec-
ognizable based on the writing style and habits exhibited in and across clusters. We 
would not be surprised if author–author relationships (e.g., mentor–mentee, same 
clinical department) were discoverable via our algorithm. For example, cluster #84 
includes 43 clinical notes that were all written for patient visits conducted at the 
same dermatologic surgery center. As the focus of our research is to demonstrate 
feasibility of our algorithm, it is appropriate that we have included these types of 
templated documents in our corpus. Given that future documentation will likely be 
highly templated, demonstrating that our tool can capture these templated texts as 
being similar is valuable. Application of our tool may help assess the impact of a 
template and inform template management, as it can give us a way to quickly assess 
template utilization for templates that are already created by a department, as well as 
to identify templates that are not hard coded into the system, but which exist within 
the brains of clinicians.

Document similarity identification and clustering can be applied to various clini-
cal informatics tasks. For information retrieval, similarity and clustering can be used 
to find and retrieve similar documents, e.g. in searching the patient chart or by look-
ing up clinically similar cases. In knowledge management, it may allow detection 
of latent patterns. Similarity identification and clustering documents can facilitate 

Fig. 6  A comparison of running total between the two embeddings
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the relabeling of document types (e.g., custom or ambiguous document types can 
be mapped to more appropriate and/or distinct types). Integrating our method into 
EHR systems may: (a) enhance retrievability of cases for case-based learning; (b) 
detect the use of copy/paste functionality; and (c) allow for the reclassification of 
patients based on the contents of the clinical document. Certainly, interpretation of 
the centroid is useful for some of these applications and would need to be done man-
ually; however, for many of these applications, we may not even need to interpret 
the cluster as our method can instead be implemented as a pre-processing step in the 
pipeline of another process. Another potential extension of our method would be to 
devise a metric that provides a way of assessing inter- or intra-corpus similarity.

4.1  The Practice of Auto‑Generating Clinical Note Templates

Our algorithm can be used as a pre-processing step for the tasks of data entry opti-
mization or auto-generating personalized templates for individual physicians. For 
the task of data entry optimization, clustering documents and finding a representa-
tive document for each cluster can facilitate template creation by revealing latent 
patterns of author preferences at varying level of granularity. Auto-generating clini-
cal documentation templates (used to facilitate documentation in known and well-
defined clinical situations) presents an interesting task that can be enhanced through 
detection of highly similar documents [26]. Templates allow clinicians to store and 
process information in the environment (i.e., the clinical workflow) [27]. Using tem-
plates to structure clinical documents allows clinicians to manage their physical and 
spatial surroundings in ways that fundamentally alter the information-processing 
task [27]. Although documentation templates have been shown to have “the ability 
to create and manage definitions for various concepts, such as diseases, drugs, con-
traindications, and complications, [14]” the current process of creating and main-
taining templates often lies in the hands of a committee at the institution. Kashyap 
et al. focused on the creation of clinical documentation templates utilizing a seman-
tic-based approach that is limited by its reliance on extensive manual input due to 
high utilization of prior explicit manually curated knowledge, resulting in templates 
that are structured around the manually defined sections [28].

Finding a cluster representative of each cluster will facilitate the generation of 
prototype templates. As these prototype templates are representative documents, 
they may contain patient-specific data that needs to be removed via manual interven-
tion or through post processing with an automated text de-identification tool [29]. In 
this study, we used a strict cluster centroid threshold (i.e., 1) to maximize similar-
ity in order to generate just a few centroid representatives for each clinician. In the 
future, we plan to balance threshold specification between the centroid threshold and 
the number of clusters via advanced learning techniques.
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4.2  Limitations

Our work was based on a single organization, Partners Healthcare, using a single 
language, English, and therefore might not be generalizable to other organizations 
that use different documentation policies, procedures, or documentation systems 
leading to different documentation patterns.

5  Conclusion

We established the feasibility of and validated a novel, scalable, and data-driven 
approach for document similarity calculation, clustering, and centroid representa-
tive detection. Our algorithm can be readily applied to assist in a variety of infor-
matics related tasks such as detection of clinical sublanguages, or the automated 
generation of prototype templates.
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Table 3  Values for Table 1 as 
Fleiss’ Kappa = 0.721 (N = 67, 
n = 4, k = 3)

Clusters nij Similar Relevant Irrelevant Pi

#2 1 4 0 0 1.000
2 4 0 0 1.000
3 4 0 0 1.000
4 4 0 0 1.000
5 4 0 0 1.000
6 4 0 0 1.000
7 4 0 0 1.000
8 4 0 0 1.000
9 4 0 0 1.000

10 4 0 0 1.000
11 4 0 0 1.000
12 4 0 0 1.000
13 4 0 0 1.000
14 4 0 0 1.000
15 3 1 0 0.500
16 0 0 4 1.000
17 0 0 4 1.000
18 0 0 4 1.000
19 0 0 4 1.000
20 0 2 2 0.333

#8 21 4 0 0 1.000
22 4 0 0 1.000
23 4 0 0 1.000
24 4 0 0 1.000
25 4 0 0 1.000
26 4 0 0 1.000
27 0 2 2 0.333

#22 28 4 0 0 1.000
29 4 0 0 1.000
30 4 0 0 1.000
31 4 0 0 1.000
32 4 0 0 1.000
33 4 0 0 1.000
34 0 1 3 0.500
35 0 2 2 0.333

#33 36 4 0 0 1.000
37 4 0 0 1.000
38 4 0 0 1.000
39 4 0 0 1.000
40 0 2 2 0.333
41 0 3 1 0.500
42 0 2 2 0.333
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Table 3  (continued) Clusters nij Similar Relevant Irrelevant Pi

#66 43 4 0 0 1.000

44 4 0 0 1.000

45 4 0 0 1.000

46 4 0 0 1.000

47 0 1 3 0.500
#67 48 4 0 0 1.000

49 4 0 0 1.000
50 4 0 0 1.000
51 4 0 0 1.000
52 4 0 0 1.000
53 4 0 0 1.000
54 4 0 0 1.000
55 4 0 0 1.000
56 4 0 0 1.000
57 4 0 0 1.000
58 4 0 0 1.000
59 4 0 0 1.000
60 4 0 0 1.000
61 4 0 0 1.000
62 4 0 0 1.000
63 4 0 0 1.000
64 2 1 1 0.167
65 0 1 3 0.500
66 0 0 4 1.000
67 0 1 3 0.500

Total 205 19 44 59.832
Pj 0.765 0.071 0.164
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Table 4  Values for Table 2 as 
Fleiss’ Kappa = 0.838 (N = 27, 
n = 4, k = 3)

Note that MD#6 had zero clusters remaining

Top ten MDs nij Similar Relevant Irrelevant Pi

MD#1 1 3 1 0 0.5
2 3 1 0 0.5

MD#2 3 4 0 0 1.000
4 4 0 0 1.000
5 4 0 0 1.000
6 0 3 1 0.500
7 0 1 3 0.500

MD#3 8 4 0 0 1.000
9 4 0 0 1.000
10 4 0 0 1.000
11 4 0 0 1.000
12 0 2 2 0.333

MD#4 13 4 0 0 1.000
MD#5 14 4 0 0 1.000

15 4 0 0 1.000
16 4 0 0 1.000
17 3 1 0 0.500

MD#7 18 4 0 0 1.000
19 4 0 0 1.000

MD#8 20 4 0 0 1.000
21 0 1 3 0.500

MD#9 22 4 0 0 1.000
23 4 0 0 1.000

MD#10 24 4 0 0 1.000
25 4 0 0 1.000
26 0 2 2 0.333
27 0 2 2 0.333
Total 81 14 13 21.999
Pj 0.75 0.130 0.120
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