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Abstract
Disparate treatment occurs when a machine learning model yields different decisions for individuals
based on a sensitive attribute (e.g., age, sex). In domains where prediction accuracy is paramount,
it could potentially be acceptable to fit a model which exhibits disparate treatment. To evaluate the
effect of disparate treatment, we compare the performance of split classifiers (i.e., classifiers trained
and deployed separately on each group) with group-blind classifiers (i.e., classifiers which do not use a
sensitive attribute). We introduce the benefit-of-splitting for quantifying the performance improvement
by splitting classifiers. Computing the benefit-of-splitting directly from its definition could be intractable
since it involves solving optimization problems over an infinite-dimensional functional space. Under
different performance measures, we (i) prove an equivalent expression for the benefit-of-splitting which
can be efficiently computed by solving small-scale convex programs; (ii) provide sharp upper and lower
bounds for the benefit-of-splitting which reveal precise conditions where a group-blind classifier will
always suffer from a non-trivial performance gap from the split classifiers. In the finite sample regime,
splitting is not necessarily beneficial and we provide data-dependent bounds to understand this effect.
Finally, we validate our theoretical results through numerical experiments on both synthetic and realworld datasets.
Index Terms— Trustworthy machine learning, fairness, domain adaptation, f -divergence, converse bounds.
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Introduction

A machine learning (ML) model exhibits disparate treatment [1] if it treats similar data points from distinct
individuals differently based on a sensitive attribute (e.g., age, sex). In applications such as hiring, the
existence of disparate treatment can be illegal [2]. However, in settings such as healthcare, it can be legal
and ethical to fit a model which presents disparate treatment in order to improve prediction accuracy [3–5].
For example, the Equal Credit Opportunity Act (ECOA) permits a creditor to use an applicant’s age and
income for analyzing credit, as long as such information is used in a fair manner (see 12 CFR §1002.6(b)(2)
in [6]).
The role of a sensitive attribute in fair classification can be understood through several metrics and
principles. When a ML model is deployed in practice, fairness can be quantified in terms of the performance
disparity conditioned on a sensitive attribute, such as statistical parity [7] and equalized odds [8]. In domains
where the goal is to predict accurately (e.g., medical diagnostics), non-maleficence (i.e., “do no harm”) and
beneficence (i.e., “do good”) [9] become more appropriate moral principles for fairness [10–12]. Accordingly,
a ML model should avoid the causation of harm and be as accurate as possible on each protected group.
The relationship between achieving the above-mentioned principles and allowing a classifier to exhibit
disparate treatment is complex. On the one hand, using a group-blind classifier (i.e., a classifier that does
not use the sensitive attribute as an input feature) may cause harm unintentionally since model performance
relies on the distribution of the input data [10, 13–15]. This probability distribution can vary significantly
conditioned on a sensitive attribute due to, for example, inherent differences between groups [13], differences
in labeling [16], and differences in sampling [17]. On the other hand, training a separate classifier for each
protected group—a setting we refer to as splitting classifiers—does not necessarily guarantee non-maleficence
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