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Abstract. �is paper develops a model of costly information acquisition, focusing on
an application to scienti�c research. When research protocols are not fully transparent,
scientists are incentivized tomake their experiments more susceptible to false positives,
even though they obtain higher surplus from more informative experiments. On the
other hand, non-transparency can induce a scientist to undertake a costlier but more
informative experiment if it also enables her to commit to acting scrupulously. Our
analysis suggests, counterintuitively, that policies establishing greater transparency in
scienti�c methodology might therefore ultimately lead to some scientists undertaking
research that is worse for those interested in the results.
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Any analysis that relies upon statistical inference inevitably risks arriving at an incorrect
conclusion. Nevertheless, as argued in Ioannidis (2005), there are compelling reasons to believe
that mistakes in published research cannot be explained by statistical error alone, and in fact arise
due to bias in experimental design and conduct. �is observation raises questions as to what
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might incentivize scientists to introduce bias in their experiments, and how policymakers should
evaluate the e�ects of policies which seek to remove this bias.

In response to the perceived high degree of wastefulness in biomedical research, partially due
to the prevalence of false positives, the prestigious academic medical research journal �e Lancet
published a series of articles in January 2014 asking how to improve the e�ciency of funding
decisions.1 While the series highlighted many potential problems in the publication and funding
process for biomedical research, it also discussed several concrete policy recommendations. One
issue highlighted by the series is the lack of documentation requirements regarding research
protocols, which some authors argued contributes to the incidence of false positives. In particular,
one of these papers, Ioannidis et al. (2014), advocated for more widespread use of pre-registration,
whereby scientists describe all of their planned research steps prior to experimentation. �eir
explicit policy recommendation is to “make publicly available the full protocols, analysis plans or
sequence of analytical choices, and raw data for all designed and undertaken biomedical research.”
While transparency requirements di�er across disciplines, researchers in a variety of �elds have
pushed for similar policies. Indeed, some have even considered the e�ects of such policies in
economics and social science (Miguel et al. (2014), Co�man and Niederle (2015), Olken (2015)). A
natural question is whether such policies will lead to be�er research being pursued.

To help answer this question, this paper formally analyzes the connection between trans-
parency requirements and the incidence of false positives, or type I errors. In our model, a scientist
(she) chooses an experiment with an observable outcome (success or failure) that is seen by a
developer2 (he). �e experiment imposes a cost on the scientist, but provides information on
whether the developer might be able to successfully develop a drug (which would yield a bene�t
to both players) by exerting costly e�ort, or whether such e�ort will be futile.

We utilize a reduced form view of how the scientist chooses an experiment. In practice, a
scientist may need to decide how many observations to collect, which regressions to run, how to
describe their research to a funding agency, and so on. However, there are two aspects of each
possible scientist action that we believe are most �rst order given the policy debate:

• Does an action increase informativeness, or does it increase the probability of a positive
result (irrespective of the validity of the hypothesis)?

• Is the action something that is (at least in principle) observable to outsiders, or is it necessarily
observable (or unobservable)?

1�e biologist Ed Wilson wrote a le�er in response that, while praising the series in general, speci�cally lamented the
lack of involvement from economists.

2We use “developer” here in order to make our story more concrete. However, for interpretation purposes, we can
think of this person as someone intrinsically interested in the results of the scientist’s experiment, for whatever
reason.
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�is paper focuses on two kinds of decisions that di�er in these respects. �e �rst kind
are research proposals, which can be parameterized by their informativeness and are necessarily
observable. A description of the experiment design, for instance, must be observed by a funding
agency for a variety of institutional reasons, and the funding agency may be interested in gleaning
something that indicates the informational content of the experiment. For instance, this may
involve a description of how much data to collect, or a tentative timeframe for the scientist to
complete the experiment.

�e second kind of decisions are protocols, which can be parameterized by their propensity for
false positives (which we refer to as “bias”), and may be observable or unobservable. �e exact
speci�cations (or number of) for the regressions, or the level of e�ort employed to ensure that
the experiments are uncontaminated, fall into this category. Certainly, as the above discussion
indicates, there are steps that could be taken to cut down on “p-hacking” or prevent scientists
de-biasing, but may not necessarily be required.

�e upshot of classifying experiments in this way is that we will be able to avoid making
functional form assumptions on experiments. Other papers have assumed that experiments,
for instance, have a cost equal to the expected reduction in uncertainty (as in Gentzkow and
Kamenica (2014)), or that it represents the number of successes of a Bernoulli random variable
(as in Argenziano et al. (2016)). �is is not to say that this paper is more general than these
papers in every respect (it is not); rather, we simply highlight that our goal is to deliver general
policy recommendations that depend on qualitative features of scienti�c experimentation, and are
independent of the speci�c parameterization used.

We assume that the scientist receives a positive bene�t if the developer is successful. We also
allow for the scientist’s payo� to depend on (1) whether her experiment produced a positive result,
and (2) the belief that her hypothesis is true. We show that under this speci�cation, the scientist
has an incentive to perform a more informative experiment, provided the desire for a positive
result in itself is not too strong. We will be interested in the question of whether the scientist and
the developer share the same preferences over information structures.

Our �rst result addresses whether false positives can be a�ributed to the lack of transparency
requirements over research protocols. We show that non-transparency incentivizes the scientist to
follow biased protocols even when they are no less costly, despite the aforementioned preference
for more informative experiments. Bias is encouraged due to the fact that the choice of protocol
cannot in�uence the perceived informativeness under non-transparency, and yet higher signal
realizations still yield higher payo�s ex-post.

We then address whether transparency over research protocols is optimal for the developer.
Since non-transparency induces false positives, onemight be tempted to conclude that transparency
is always optimal. However, we show otherwise. �is result is similar to those on the optimality
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of “money burning” that can arise in delegation se�ings (for instance, as in Ambrus and Egorov
(2014)). �e idea is that transparency requirements make less informative but easier experiments
less worthwhile for the scientist. Instead, scientists are incentivized to undertake ambitious
projects (e.g., with a large amount of data that are costly to collect) for which the concern about
biasing may be less signi�cant. However, this conclusion is only true if the scientist’s preference
for developer success is su�ciently important, since otherwise non-transparency will not have
this bene�cial e�ect.

From a theoretical perspective, the model is similar to a version of Kamenica and Gentzkow
(2011) with limited sender commitment (although there are other di�erences, such as restricting
the set of feasible experiments). While we, like them, are interested in cases where the sender
is incentivized to undertake experimentation, we are focused on how this interacts with the
commitment problem introduced by distortition. �is introduction of signal distortion is remi-
niscent of the career concerns literature (as studied by the classic papers of Holmstrom (1999)
and Dewatripont, Jewi� and Tirole (1999)). �e main di�erence is that in our se�ing, the agent’s
(scientist’s) preferences over informational content—as opposed to just the outsider’s posterior—is
an important driver of incentives and in�uences the optimality of transparency. Incentives for
information acquisition is represented by the convexity of the scientist’s expected payo�s as a
function of the developer’s beliefs. On the other hand, the marginal bene�t from distorting can be
most clearly seen by studying the slope of the expected payo� conditional on the state (i.e. the
truth of the hypothesis).

A key contribution, then, of this paper is to highlight that the result on non-transparency
arises due to the preference for information acquisition. In particular, we highlight that it would
not arise in the “pure career concerns” model, where the scientist is exclusively concerned with
the outsider’s belief that the hypothesis is true. �is result is in the spirit of Dewatripont, Jewi�
and Tirole (1999), who ask when observing a second signal increases an agent’s incentives to exert
e�ort. �ey do this by stating conditions on the information structures, instead of on preferences
as we do here.

We contribute to the aforementioned policy debate by clarifying the connection between
the underlying preferences of scientists and the merits of transparency requirements. �ere are
two key features of the model which drive our conclusions: First, scientists care about follow
on research, and second, di�culty or costs associated with experiments in�uence experiment
choice. �is suggests that debates over transparency requirements should take these incentives
into account. For instance, new researchers may be preoccupied with making tenure or developing
a reputation in the discipline, while established researchers may be in�uencing drug companies
directly and want to ensure that their research is useful. If this is indeed the case, our analysis
would suggest that transparency requirements should be imposed on younger researchers, but
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may be counterproductive for older researchers.
We proceed as follows. We highlight the main features of the model with an example in Section

1, and proceed to introduce the model and its assumptions in Section 2. In Section 3, we consider
the scientist’s equilibrium behavior in the case where her research methodology is fully observed
and the case where it is not. �is section shows when false positives are more prevalent due
to the lack of transparency over research protocols. In Section 4, we use this analysis to give
interpretable conditions under which drug developers are be�er o� when scientists do not face
transparency requirements. We proceed to consider a number of alternate speci�cations for the
analysis in Section 5, review the literature in Section 6, and conclude in Section 7. All proofs are
in the Appendix.

1. A SIMPLE EXAMPLE

Our main insights can be illustrated by the following simple example.3 �e scientist is endowed
with a hypothesis, the validity of which is given by a state θ ∈ {T, F}. �e scientist’s prior that
θ = T is p0 = 1/4, and the scientist chooses an experiment, with some cost, which induces a
(state-dependent) distribution over a signal y ∈ {0, 1}. We interpret y = 1 as the event that the
scientist’s experiment produces a signi�cant result, and y = 0 as the event that no such result
was obtained. Assume that the scientist �rst decides whether to perform an experiment of type I1
or type I2, and then chooses which protocols to follow. Call a protocol d, with d ∈ {0, 1/6}, and
suppose the probability distribution on results is as follows:

PI1(d)[y = 1 | T ] = 2/5 + (3/5)d, PI1(d)[y = 1 | F ] = d,

PI2(d)[y = 1 | T ] = 1, PI2(d)[y = 1 | F ] = 0,

where Pe denotes the probability measure when experiment e is chosen. One can check that as d
increases, the experiment a(d) becomes less informative in the sense of Blackwell (note that d
does not a�ect the informativeness of an experiment with proposal I2, which perfectly reveals
the state θ).

An interpretation of the experiment type {I1, I2}, for example, might be the number of
observations collected, with I1 being a small sample or I2 being a large sample. In contrast, d could
be the aggressiveness of applying a treatment, or the number of speci�cations the experimenter
might plan on testing. While such speci�cations for dmight not precisely yield experiments of the
above form, the key point is that �rst, these actions might make an experiment susceptible to false
positives, while on the other hand, a positive result is already very likely when the hypothesis is
3Relative to the general model, here we suppose the scientist cares exclusively about informational content, and look
at a parameterized version of experiments.
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true, the dataset is large, and the experiment is unbiased. For simplicity, we suppose a large data
set guarantees a success if the hypothesis is true.

�e scientist cares about the beliefs of an interested observer, namely a drug developer who
learns about the viability of a drug from the experiment. �e developer sees y and updates his
belief that θ = T from p0 to p̂(y). Suppose that the scientist receives a payo� of 1 with probability
p̂(y) if θ = T and 0 if θ = F .4 Hence the scientist receives a higher payo� if the developer is more
optimistic when the hypothesis is true, and receives no payo� if the hypothesis is false. Finally,
suppose an experiment of type a costs 0, but an experiment of type b is costly.

Suppose the developer sees the complete experiment chosen by the scientist—that is, whether
I1 or I2 was chosen, as well as the distortion parameter d. If an experiment of type I2 is chosen,
the posterior jumps to 1 if θ = T , and 0 if θ = F , and hence the expected payo� (gross of the cost)
from this experiment is just the prior, in this case 1/4. Le�ing πS(I1(d)) be the expected payo�
from choosing experiment I1(d), one can calculate that πS(I1(0)) = 1/8 and πS(I1(1/6)) = 1/12.
Since I2 is more informative than I1(0), which in turn is more informative than I1(1/6), we
verify that the scientist strictly prefers more informative experiments. Still, due to costs, she may
not choose b.

Now suppose that the developer cannot distinguish between the scientist’s choice of I1(0) or
I1(1/6), but can observe whether or not I2 was chosen. In this case, if the scientist picks I1(d), it
will never be an equilibrium to set d = 0. To see this, simply note that, as long as I1(d) is chosen,
the scientist’s expected payo� is always higher following a signal of y = 1 than a signal of y = 0.
On the other hand, the developer cannot distinguish I1(0) and I1(1/6), and so in equilibrium his
belief will not change with the choice of d. Since I1(1/6) generates a higher probability of y = 1

when θ = T , it cannot be that I1(0) is chosen in equilibrium.
Does this mean that the experiment the scientist chooses is less informative when d is un-

observed? Not necessarily. To see this, suppose the cost of a type I2 experiment is c2 = 3/20.
�en the payo� from choosing this experiment is πS(I2(d)) − c2 = 1/4 − 3/20 = 1/10. So,
the payo� from I2 is less than πS(I1(0)) = 1/8, and larger than πS(I1(1/6)) = 1/12. So if the
developer sees d, the scientist will choose I1(0), as this gives her the highest payo�. But the
previous paragraph argued that if d is unobserved, d = 0 cannot be chosen in equilibrium. Hence
when d is observed, I1(0) is chosen, but when d is unobserved, I2 is chosen. So even though
making the distortions unobserved prevents the scientist from choosing I1(0), she ultimately
chooses a more informative experiment in equilibrium.

�e example highlights three main messages which are useful for understanding our main
results. First, the scientist exhibits a strict preference for more informative experiments.5 Speci�-
4�is is a reduced form of a more complete set-up in which the developer chooses higher e�ort–thereby increasing
the probability of a success in the drug development stage–when his beliefs regarding the state are more optimistic.

5�is does not follow immediately from Blackwell’s �eorem, since the scientist is not the decision maker who uses
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cally, the above calculations veri�ed that the scientist would always prefer a more informative
experiment if the extra information were free. We explain why this is the case formally in Section
3, and indeed such a formal description will be necessary in order to reconcile this observation
with the aforementioned incentives for distortion. Notice, however, that the scientist does not
gain anything if the developer’s beliefs are unduly optimistic when θ = F , and in fact strictly
prefers that the developer have correct beliefs when θ = T . Furthermore, the more informative
the experiment, the higher beliefs are (in expectation) when θ = T . We will explain below how the
state dependent nature of the scientist’s payo� as a function of beliefs translates into an incentive
for information acquisition, which will allow us to distinguish these incentives from the incentives
for distortion.

Second, despite this preference for more informativeness, when d is unobserved the scientist
loses credibility for scrupulousness. Since beliefs do not respond to the choice of distortion, and
since the posterior rises if and only if y = 1, increasing d increases the probability that p̂ is higher
when θ = T . Hence even though the scientist would like to set d = 0, she cannot commit to doing
so when d is unobserved, since the developer will realize that it is pro�table for her to deviate to
d = 1/6. We also study this idea formally in Section 3 and highlight some of the subtleties in the
extensions.

�ird, despite the loss of credibility for scrupulousness under non-transparency, the scientist
compensates by exerting costly e�ort which is ultimately bene�cial for the developer. Since the
scientist has a preference for more information, the only reason a scientist would choose a less
informative experiment over a more informative one would be on account of costs. So by making
it impossible to commit to I1(0), the scientist is induced to take a costly action which proves
her scrupulousness, which in this case takes the form of choosing an even more informative
experiment. In other words, the scientist needs to exert more costly e�ort in order to prove that
the experiment is actually informative. �is illustrates an argument against pre-registration—by
not having pre-registration requirements, the incentives of researchers are shi�ed toward choosing
experiments for which bias is less likely to be problematic. �ese experiments, in turn, may be
more bene�cial to those who are interested in the outcomes of scienti�c research.

In our model, we implicitly assume that the scientist cannot credibly make d observable on her
own. �e conditions under which this assumption holds are beyond the scope of this paper. Still,
there are many reasons why this could be the case—for example, without a formal mechanism
for doing so, credibly demonstrating that the protocols followed were scrupulous might impose
prohibitive costs on the scientist. If there is no way to verify or certify the experiment a�er the
experiment concludes, then this would be a reasonable assumption. In our model, we abstract away

the information. See Kim (1995) for a discussion of the use of Blackwell informativeness in a principal-agent model
with moral hazard.
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from this, assuming that only an external agency would be able to impose such requirements, and
taking the incentives of this agency as either irrelevant or aligned completely with the developer.
Still, the extent to which these kinds of actions could be credible is an intriguing question for
future empirical work.

Our model in Section 2 di�ers in three respects. We �rst allow for richer preferences of the
scientist, to illustrate what these e�ects rely upon. Additionally, we substantially generalize the
set of information structures that the scientist chooses her experiment from, thereby clarifying
the features of the information structure which are necessary for the results. Finally, we introduce
explicit preferences for the developer in order to provide a microfoundation under which the
scientist’s preferences will take the form described above. Doing so makes the model a sender-
receiver game, and will allow us to relate this analysis to the application more directly and describe
welfare in a meaningful way (since, in the current framing, non-transparency is purely costly).

2. MODEL

In what follows, technical assumptions are made as the relevant notation is introduced, and
restrictions on how the paper restricts informational content and costs are labeled assumptions.
�ese assumptions on information will be discuss at the end of the paper (speci�cally, Section 7.1).

A scientist is endowed with a hypothesis whose validity is given by θ ∈ {T, F}, drawn by
nature. �e scientist is able to conduct an experiment, the results of which are of interest to a
drug developer.6 All players share a common prior on θ, with P[θ = T ] = p0. We will always take
p0 to be interior, and we will think of T as being the “good” state, and F as the “bad” state.

An experiment consists of two components—a research proposal, denoted by α ∈ A, and a
protocol, denoted by d ∈ [0, d]. We think of α as part of the experiment that the researcher would
need to describe to a funding agency, whereas the methodology consists of other details which
are determined in the lab. We allow each experiment (α, d) to have an associated cost, which we
will denote cα(d). We outline the assumptions on the cost function below.

For greatest simplicity we focus on the case where there are two possible research proposals;
that is, A = {α1, α2}. As in other sender-receiver games, we assume that the drug developer
cannot dictate the experiment choice of the scientist.7 �e experiment produces an outcome
y ∈ {0, 1} according to a distribution that depends on θ and (α, d). �is outcome y ∈ {0, 1} is
observable to the developer, and we will refer to the event y = 1 as a “positive result,” and y = 0

as a “negative result.” A false positive occurs when y = 1 and θ = F . De�ne:

6�e scientist can be thought of as a sender, or an agent, and the developer as being a receiver, or a principal.
7In practice, a funding agency may be able to do this, but may still have limited ability to do so for a variety of reasons.
We return to this point in the conclusion.

8



False Positives 9

hθ,i(d) := P[y = 1 | θ, αi, d],

and assume this function is continuous (in order to ensure the existence of a pure strategy
equilibrium when d is unobserved) with bounded derivatives.

A�er observing y, the developer updates his prior from p0 to p̂(y). We will assume for most
of the paper that the developer observes α, but we are interested in comparing the case where
he also observes d to the case where he does not. Since the developer’s beliefs will depend on
equilibrium behavior, we will typically suppress the dependence of the posterior p̂(y) on the
experiment choice of the scientist, but occasionally we will make this dependence explicit when
the choice is known by denoting the posterior p̂(α,d)(y).

We will refer to the “transparency” regime as the one in which d is observed by the developer
and the “non-transparency” regime as the one where d is not observed but α is. In Section 4.1, we
consider the case where α is not observable as well, although view this as more of a theoretical
exercise due to our interpretation of α as something that is necessarily observable for institutional
reasons.

�e developer chooses a level of e�ort e ∈ [0, 1] at cost cR(e) = k
2
e2. �is determines the

realization of a random variable x ∈ {0, 1}, the distribution of which is given by:

P[x = 1 | θ = T, e] = e, P[x = 1 | θ = F ] = 0.

We think of x = 1 as the event that a drug is developed, and x = 0 as the event that it is not. If
the drug is developed, the developer obtains a payo� of b > 0, and the scientist obtains a payo� of
λx. We also suppose the scientist receives two additional payo�s; �rst, a bene�t of λp · p̂ when
the public belief is p̂ at the end of the game, and second, a bene�t of λy · y. We assume that
λx, λp, λy ≥ 0. So the scientist receives an additional payo� when the result is positive (namely
λy), and may also exogenously prefer for people to believe that her hypothesis is more likely to be
true. Hence �nal payo�s for the scientist are

λx · x+ λy · y + λp · p̂− cα(d),

whereas for the developer, they are
b · x− k

2
e2.

In order to ensure that e�ort is never equal to 1 (and hence always strictly increasing in beliefs),
we assume b < k.

�e following is our �rst assumption on information structures:

Assumption 1 (Truth and bias make positives more likely). Positive results are (weakly) more
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likely when the hypothesis is true. �at is, hT,i(d) > hF,i(d). Additionally, hθ,i(d) is increasing in d,
for all d and θ.

Notice in particular that since hT (d) > hF (d), we also have p̂(1) > p̂(0) whenever α1 is
chosen. �is assumption holds for the information structure in the example, where d is a garbling
parameter. But the key feature of the example is that the distortive actions increase the probability
of a signi�cant result both when the hypothesis is true and when it is false.

Next, we will make the following assumption on the scientist’s costs:

Assumption 2 (More informative research is always harder). �e research proposal α2 is more
costly for the scientist than proposal α1, no ma�er which value of d is chosen—that is,

min
d
cα2(d) > max

d
cα1(d).

So, for example, if α2 involves collecting a larger amount of data, it makes sense that this
would be more costly for the scientist, if only due to the greater di�culty.8 It is this assumption
that is the main source of con�ict between scientist and developer. Since the developer does not
incur the costs of the experiment, he would prefer that the scientist simply choose the one that
is most informative. But if there are experiment costs, then she may not necessarily choose the
developer’s favorite option, even if she prefers more information (as we will show to be the case).

2.1. Measuring Uncertainty

A substantial literature provides mathematical formalism to the intuitive idea that one experiment
is more informative than another—for instance, Blackwell (1953), Ely, Frankel and Kamenica (2015),
Gentzkow and Kamenica (2014). Since Assumption 1 allows for a large degree of generality over
information structures, in principle developers may prefer a higher incidence of false positives.
While it is certainly interesting to consider conditions on the environment under which this would
be the case, we will instead focus on cases where this is assumed to be the case. While restrictive,
this does appear to be the assumptions of the relevant policy literature.

De�ne πR(p̂(y)) to be the developer’s utility when her belief is p̂(y), and observe that:

πR(p̂(y)) = max
e
bRp̂(y)e− cR(e),

One can check that p̂(y)πR(1)− πR(p̂(y)) is a measure of uncertainty as discussed in Ely, Frankel
and Kamenica (2015) and Gentzkow and Kamenica (2014).9 In these papers, this de�nition was in
8Notice that Kamenica and Gentzkow (2014) make an assumption on costs which is signi�cantly more restrictive
than ours (though they also allow for any information structure to be chosen in principle, which we disallow).

9Indeed, this expression is 0 at p̂(y) = 0 and positive at p̂(y) = 1. Whenever cR(e) is strictly convex in e with
c′R(0) = 0, we have that e(p̂) is strictly increasing and πR(p̂(y)) is strictly convex as well.
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turn motivated by Blackwell (1953), since a more informative experiment in the sense of Blackwell
always reduces uncertainty. Notice that, for a �xed experiment (α, d), since E(α,d)[p̂(y)] = p0, we
have the expected uncertainty is p0πR(1)− E(α,d)[πR(p̂(y))].

So, if we call p0πR(1)− E(α,d)[πR(p̂(y))] the developer’s measure of uncertainty, the following
assumption states that increasing d increases the developer’s uncertainty. Since cR(e) = k

2
e2,

stating the the developer prefers experiments with higher posterior variance is formally equivalent
to stating that a higher incidence of false positives increases his uncertainty:

Assumption 3 (Developers dislike bias). Increasing d decreases the variance of the developer’s
posterior, E(α1,d)[p̂(y)2]− p20.

2.2. Examples of Information Acquisition Technologies

To illustrate the analysis, we provide two stories behind information acquisition technologies
which satisfy the assumptions of the model. �ese are meant to demonstrate a tighter link between
what the model captures and the kinds of scientist behavior practitioners tend to be concerned
about.

Example 1 (p-hacking). Suppose the scientist chooses a number of times to run an (iid) experiment
and a precision α, where:

P[Success on an experiment | θ = T ] = P[Failure on an experiment | θ = F ] = α.

�e resulting informativeness (as measured by the posterior variance) is plo�ed for α = 2/3 and
p0 = 1/2 in Figure 1. While it increases at �rst, eventually it decreases until the experiment is basically
uninformative given a high enough number of experiments. Hence this �ts the model (at least under
some speci�cations) taking d to be the amount of p-hacking and α to be the informativeness of the
underlying experiment.

Example 2 (Lying). Again suppose that α parameterizes the underlying experiment as in the p-
hacking example. However, now suppose that d is the probability that the scientist changes a result
of y = 0 to a result of y = 1. �is is a Blackwell garbling of the underlying signal technology, and
hence decreases the informativeness for any informativeness measure, not just the relevant one for the
developer (i.e. the posterior variance).

3. SCIENTIST’S EQUILIBRIUM BEHAVIOR

�is section describes the experiment choice of the scientist, and how they depend on preferences
and the transparency over research protocols (i.e. d). Along the way, we will provide more
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Figure 1: Posterior Variance for the p-hacking speci�cation, where N is the number of trials.

economic and geometric intuition behind the scientist’s preferences. We follow Kamenica and
Gentzkow (2011)’s method of describing the scientist’s preferences over experiments in terms of
the developer’s posterior beliefs.

�e scientist takes the e�ort choice of the developer as given, and the expected payo� from
an experiment is a function of the posterior belief of the developer following y, denoted by p̂(y).
Payo�s are therefore:

p0E[λxe(p̂(y)) | θ = T ] + λpE[p̂(x, y)] + λyP(α,d)[y = 1]− cα(d) (1)

Whereas the scientist only cares about the developer’s belief conditional on θ = T , the
developer chooses e�ort a�er taking an expectation over the state. His payo� is proportional to
the expected variance of the posterior, and this does not involve taking a conditional expectation.
�e following rewrites the payo�s of the scientist without conditioning on the state:

Lemma 1. In any pure strategy equilibrium where the experiment is correctly inferred as (α, d), the
scientist’s payo�s can be wri�en as:

λpp0 + E(α,d)[λxp̂(α,d)(y)e(p̂(y)) + λyy]− cα(d) (2)

We explain some intuition for this lemma. Notice that the λx term in equation (1) �rst takes
an expectation over signal realizations conditional on the state, and then takes an expectation
over the state. In contrast, equation (2) �ips this order, �rst taking an expectation over the state,
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conditional on the signal realization, and then takes an expectation over signal realizations. Hence
whereas p0 multiplies λxe(p̂(y)) in (1), p̂(y) multiplies this term in (2). �ese two perspectives are
equivalent because the scientist and the developer share the same information following each
signal realization.

Most importantly, equation (2) clari�es that λx generates preference for information acquisition.
It is well understood that convexity of payo�s in beliefs can generate incentives for information
acquisition, but it is hard to see how to apply this intuition directly from looking at equation (1).
But if we do not condition on the state, as in (2), the payo� from the developer’s action is λxp̂e(p̂),
and pe(p) is convex whenever e is increasing and not too concave, as is the case here.

3.1. Choices under Transparency

We now describe the scientist’s choices in the transparency regime (i.e. observable d). �e �rst
result states that when incentives to produce positive results are not too large, there is no incentive
to introduce bias:

Proposition 1. Suppose d is observable to the developer and c′α(d) > ε > 0. �en there exist λy
such that when λy < λy, d = 0—that is, distortions are minimized.

We brie�y discuss the role of Assumption 3 for this result, and how the analysis would change
if it were replaced. �is proof relies upon the fact that for the cost function we have chosen
for the developer, the developer’s cost, bene�t and pro�t are all proportional to one another. In
fact, this alignment of preferences would hold so long as cR(e) = ken for some n > 1, and the
analysis would be unchanged had we assumed this functional form for the developer (though
as mentioned earlier, Assumption 3 would be di�erent). �e analysis would be similar for more
general functional forms as well, though one would need an additional assumption in order for
both the developer’s payo� and the scientist’s payo� to be decreasing in d, and we do not do so to
avoid placing assumptions on endogenous objects.

We contrast this result to what happens when y is all that ma�ers:

Proposition 2. �ere exist λp,x, p and λy such that when λx, λp < λp,x and λy > λy , d > 0 in any
equilibrium.

Lastly, note that when the belief about the hypothesis is all that ma�ers—i.e.λx = λy = 0 and
λp > 0—then the scientist has no incentives to take the distortive action. �is result is identical to
the career concerns literature, as in Holmström (1999) or Dewatripont, Jewi� and Tirole (1999),
although the model here is for binary signals and states (as opposed to continuous signals and
states) Hence λx induces state-dependence in the utility function, whereas λp does not in�uence

13
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the incentives for information acquisition at all. �ese ideas underlying the scientist’s preferences
over information when λy = 0 are illustrated graphically in Figure 2.10

3.2. Choices under Non-transparency

We now turn to the case where d is unobserved. Even though the payo� in equilibrium can be
wri�en as an expectation over signal realizations, the gain to having higher values for d is indeed
state dependent—even though increasing d increases the probability of y = 1 in the state θ = F ,
the developer’s belief is more important for the scientist if θ = T .

Our �rst result shows that an equilibrium exists and helps provide conditions under which it
involves distortions:

Lemma 2. Suppose that cα(d) is weakly convex in d and hT (d), hF (d) are weakly concave in d.

(1) A Perfect Bayesian equilibrium in pure strategies exists when d is unobserved. In this equilibrium,
if d is interior we have:

c′α(d) = λy(p0h
′
T (d) + (1− p0)h′F (d)) (3)

+λx(e(p̂(1))− e(p̂(0)))p0h
′
T (d) (4)

+λp(p̂(1)− p̂(0))(p0h
′
T (d) + (1− p0)h′F (d)) (5)

whereas if the le� hand side is always smaller we have d = 0 and if the right hand side is
always smaller we have d = d.

(2) If either convexity of cα(d) or concavity of hT (d) is strict, there is no equilibrium in mixed
strategies.

In the appendix, we prove this theorem for more general cost function of the developer.11

Fixing the choice of α, the condition on equilibrium behavior states that the scientist equates
marginal bene�ts and marginal costs when choosing d. While the former simply depends on
cα(d), the marginal bene�t is the sum of three terms, where each term depends on one of the
three variables in�uencing the scientist’s payo� (namely, y, x, and p̂). While such a condition is
intuitive, the complication is that the marginal bene�t depends on beliefs, which are endogenous.
Additionally, this intuition requires the existence of a pure strategy equilibrium, which our theorem
provides. In fact, if the scientist were mixing, then she would have private information on the
informativeness of the experiment (knowing the realized value of d), and hence the developer and
10Note that when λy > 0, the scientist’s payo�s are no longer convex in the posterior since it involves a jump at the
prior.

11As stated previously, we do not adopt more general cost functions in order to avoid placing assumptions on
endogenous objects.
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Figure 2: Graphical illustration of the model when λy = 0 (in particular, Lemma 1). All graphs
express the scientist’s payo� as a function of the developer’s belief. �e top row considers the
model where λp = 0, and the bo�om row considers the model when λp > 0, where were normalize
the ex ante payo� when p̂ = 1 to 1 for both cases. �e le� column displays payo� of the scientist
from the ex-ante perspective, taking an expectation over the state. Notice that the line is more
convex—and hence there are more incentives for information acquisition–when λx is relatively
larger than λp. In contrast, the right column writes the scientist’s payo� conditional on each state.
Lemma 1 relates the le� column and the right column. Notice also that 3 is clari�ed from this
picture, since the payo� line conditional on θ = F is �at (i.e. 0) in the upper right picture, but
upward sloping in the bo�om right picture.
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scientist would not share the same beliefs following each signal realization.12 On the contrary, our
theorem guarantees that the scientist and developer share the same distribution over posterior
beliefs. �e second part of the lemma provides a condition for this to be the unique equilibrium.

A key feature of this theorem is that hF,i(d) does not enter into (4), the bene�t the scientist
receives when the developer is successful—this only ma�ers insofar as hT,i(d) and hF,i(d) both are
increasing in d. Even when the scientist only cares about the developer’s sucess, as in Section 1,
an incentive to increase d still arises because doing so increases the probability that a true positive
occurs. On the other hand, informativeness decreases because it also increases the probability of a
false positive, and hence this is costly for the scientist. When the state is not fully revealed when
θ = T , there is an incentive to increase d, because higher signal realizations lead to higher payo�s.

It should not be surprising that λp in�uences incentives for distortion and not information
acquisition, given the previously mentioned connection to the career concerns literature. However,
we note that the incentive to bias is also in�uenced by λx. Both terms increase the slope of the
scientist’s payo� as a function of the developer’s posterior, although the extent to which they do
di�ers (e.g., for low posteriors, the slope on the λx term is small, whereas it is constant over all
posteriors for the λp term).

Proposition 3. Suppose λy = 0, h′T (d) = 0, h′F (d) > 0 and c′α(0) > 0. �en d = 0 for all λx if λp
is su�ciently small. In contrast, d > 0 if λp is su�ciently large.

If λp = 0—that is, if the scientist were purely motivated by the developer’s success—then
distortion only occurs if it increases the probability that y = 1 when θ = T . In contrast, if λp > 0

and the scientist cares about the belief that the hypothesis is true, then the prospect of increasing
the probability that y = 1 when θ = F drives the incentives for distortion.

We conclude with the following immediate corollary which is helpful for the following section.

Proposition 4. If c′αu(d) ≤ 0, then when d is unobserved and αi is chosen, d = d in equilibrium.

To summarize: the incentives for information acquisition arise due to the state dependence of
the scientist’s payo� as a function of the developer’s posterior, since the convexity of this line is
what generates incentives for information acquisition. But the loss of credibility occurs due to the
positive slope of the scientist’s payo� conditional on θ—that is, because the payo� is still higher
when the developer’s belief is higher. By devloping this model and comparing the in�uence of λp
and λx, we have also shown why the forces highlighted are distinct from others that have been
proposed, most notably in the career concerns literature.

12We will return to this point in Section 5.1.
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4. TRANSPARENCY OR NOT?

�is section compares transparency and non-transparency from the perspective of the developer
(noting that transparency is always preferred from the perspective of the scientist). Whereas
the previous analysis holds α �xed and considers the scientist’s choice of d, here we consider
how transparency a�ects the choice of α. We recall that transparency may not be optimal for
the developer due to the third feature of the example—namely, since the lack of credibility over
scrupulousness leads to compensation by choosing the more costly proposal. Our theorem clari�es
the forces which this conclusions relies upon.

We �rst demonstrate a simple benchmark under which transparency coincides with non-
transparency. It follows from simply comparing Lemma 2 and Lemma 1:

Proposition 5. Suppose λx = λp = 0 and λy > 0. �en the scientist’s choice of (α, d) is the same
under transparenc or non-transparency.

�e intuition for this result is straightforward—if the scientist is purely interested in producing
a success, then how the developer updates his belief is completely irrelevant. Since transparency
only in�uences how the developer updates his belief, we have that the behavior is exactly the
same in the two regimes. With this corollary in mind, we will henceforth suppose λy = 0, as it
should be clear that a pure preference for positive results is not relevant to whether there should
be transparency over d.13

For the rest of this section, we will assume cα(d) does not depend on d, which by Proposition
4 implies that when α = α1 is chosen and d is unobserved, d = d. For greatest clarity, we
will take cα1 = 0 with cα2 > 0, and we will also assume that α2 is fully informative, though
the underlying messages are not sensitive to these assumptions. Under non-transparency, by
sacra�cing some informativeness of α = α1 in a way that could align the incentives of the scientist
and the developer.

Recall that πR(p̂(y)) = maxe bRp̂(y)e− cR(e) is the developer’s utility with belief p̂(y). We
have the following theorem:

�eorem 1. Let λx = βλ and λp = (1 − β)λ, se�ing λy = 0. Take cR(e) = 1
2
e2, and assume

experiment costs are constant in d and α2 is fully informative. Non-transparency is strictly optimal for
the developer if cα2 is signi�cant but not prohibitive (that is, in a range [c, c] with 0 < c < c <∞),
and drug development is important for the scientist (i.e. β > 0).
13�is may be a surprising observation at �rst, since a common justi�cation for transparency is that it makes it easier
to know how to interpret theoretical results. As also recognized by Glaeser (2006), however, in any pure strategy
equilibrium, protocols should be inferred correctly, and therefore such an explanation is only compelling of there is
uncertainty over which protocols are available. We do consider this extension in Section 5.1, but as we will see, this
speci�cation is much less straightforward to analyze.
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�is theorem is proved assuming that the high cost experiment is only possible with some
probability qα2 , for some qα2 < 1. So long as this probability is su�ciently high, non-transparency
would be strictly harmful. Hence, one feature of this theorem is that given the other parameters
of the model, there are always values for β and cα2 such that non-transparency is optimal.

Noting that β = 0 corresponds to the case where only belief and not informativeness ma�ers
(i.e., the pure career concerns case, as highlighted in the introduction), we see that in order for
non-transparency to be strictly preferred, the preference for information acquisition must be
su�ciently strong. If this is not the case, then the scientist may not �nd it worth it to take the
action that commits to acting scrupulously (i.e. se�ing α = α2). While the assumptions on the
cost function are meant to direct the analysis at this tradeo� explicitly, we remark that one should
be able to obtain a similar theorem with more general cost functions and information structures,
as long as there is a channel through which our compensation e�ect can arise. A preference for
information acquisition is the crucial feature which allows this force to arise.

4.1. What about complete non-transparency?

Our main counterfactual regarding the transparency over d is primarily due to the relevance for
our application, but in general we should emphasize that the type of non-transparency ma�ers
for the conclusion of the above theorem. We illustrate this idea heuristically, showing that partial
non-transparency can outperform full non-transparency as well. Imagine that the developer
could observe neither the research proposal α, nor the protocol d, but would need to infer both
in equilibrium. Suppose momentarily that β = λ = 1. Again taking α2 to be fully informative,
notice that in order for this to potentially be optimal, this must induce the scientist to undertake
the fully informative experiment, and for this to be an equilibrium we would need:

p0 − cα2 ≥ p0hT (d). (6)

Compare the right hand side of this equation to the rightmost side of (9), which we can write as:

p0
(
hT (d)e(p̂(1)) + (1− hT (d))e(p̂(0))

)
.

We consider conditions under which (6) implies (9), which will be true whenever

hT (d) > hT (d)e(p̂(1)) + (1− hT (d))e(p̂(0)).

To help interpret this expression, suppose (α1, d) is barely informative. �en e(p̂(1)) ≈ e(p̂(0)) ≈
p0, and we have

hT (d) & p0 (7)
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Now we are able to provide a sense in which partial non-transparency will typically be be�er
than complete non-transparency. If α1 is very uninformative when fully biased, and either hT (d)

is high or the prior that θ = T is low, then partial non-transparency will be no worse than full
non-transparency and strictly worse for some cα2 . We therefore maintain our insistence that
partial non-transparency is an important benchmark.

5. EXTENSIONS

�is section discusses the robustness of the aforementioned results. While we have sought to
rigorously clarify the mechanisms underlying the three features of the main example, it is still
natural to ask how the conclusions might change were we to use alternate speci�cations. We do
so in this section. We focus on the case where λy = 0 in order to highlight the issues raised by
each extension most clearly.

5.1. Private Information on Distortability

In the version of the model presented in Section 2, whether or not distortions are feasible is
common knowledge. �is is a sensible assumption if, for example, the research proposal fully
characterized the set of methodologies which the scientists would have access to. On the other
hand, if the scientist has specialized knowledge about the experiment in the �rst place, then they
may also have private information information regarding the set of possible d. �is extension
shows how private information changes the geometric intuition from the previous sections.

We augment the model by giving the scientist some additional private information. Speci�cally,
we suppose that with probability t, the scientist can choose any d ∈ [0, d], and with probability
1− t, they are forced to choose d = 0. �e model presented in the Section 2 is a special case of
this more general model, when t = 1.

Figure 3 illustrates this situation, focusing again on the case with costless choice of d. �ere
are two features which distinguish this version from the previous analysis. First, under non-
transparency, the developer’s beliefs need not form a martingale from the perspective of the
scientist, when the experiment α1 is chosen—that is, for the scientist, E[p̂(y)] 6= p0. To see this,
note that with probability t, the scientist chooses d > 0 when choosing α1, and with probability
1− t the scientist is forced to set d = 0. Hence the probability that y = 1 is larger for the scientist
who is allowed to distort than it is for the scientist who cannot. But the developer cannot observe
whether the scientist is able to distort, and his beliefs are a martingale from his perspective. �e
result is that if the scientist can pick d > 0, then E[p̂(y)] > p0, but if the scientist cannot, then
E[p̂(y)] < p0, emphasizing again that p̂(y) is the probability the developer, and not the scientist,
assigns to the event that θ = T .
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Figure 3: Illustration of the extension in Section 5.1. �e dashed line corresponds to experiment
α2, with scientist payo�s given by point A. �e do�ed lines correspond to the experiment α1: �e
higher do�ed line corresponds to the case where the developer assumes the scientist will choose
α2 whenever it is available, and the lower do�ed line corresponds to the case where he assumes
she will choose (α1, d) if possible, even if α2 is available. �e expected belief of the developer
will depend on the scientist’s private information, and will therefore no longer be a martingale
from her perspective, in contrast to the baseline model. �e points C and E represent expected
payo�s if distoritons are feasible (hence to the right of the prior), and points B and D represent
expected payo�s if distortions are infeasible (hence to the le� of the prior). If the cost of α2 moves
the payo� from A to a point lower than C but higher than E, then the equilibrium behavior will
involve mixed stratgies.
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To see the second di�erence, notice that when considering the informativeness of an experi-
ment, we were able to treat the experiment choice as given and then ask which level of distortions
would be picked. In this case, however, the informativeness of the signal α1 will depend on
whether a player who is able to distort would prefer to choose α2 or α1. If the scientist chooses
the proposal α = α1 when distortions are available, then the experiment is less informative than
it would be if she were to choose α = α2 when distortions are available. When t = 1, these two
cases are the same, but in general they need not be. While it is still true that the scientist distorts
whenever possible when α1 is chosen, the point is that in this extension, whether α1 is chosen
because α2 is unavailable or because distortions are possible depends on equilibrium behavior.

�emain di�culty in this extension arises because there need not be a pure strategy equilibrium,
and the scientist who can choose α2 or distort might mix between (α2, 0) and (α1, d). Indeed, it
may be the case that, without mixing, if the developer thought the scientist would always choose
α2 if available, the scientist would prefer to choose α1 and set d = d, whereas if the developer
thought the scientist would only choose α2 if distortions were impossible, then the scientist would
always prefer to choose α1. Since these issues seem orthogonal to the main questions of this
paper, we do not develop this case in detail. However, we brie�y remark that one could still
prove an analog of theorem 1 for this case, and that non-transparency would still be optimal,
with similar intuition.14 We remark that several other papers consider principal agent problems
where the agent follows a mixed strategy due to a lack of commitment at the time of contracting;
see, for example, Fudenberg and Tirole (1990). Still, to the best of our knowledge, we believe the
mechanism isolated here for mixed strategies in this se�ing is new.

5.2. Outside Options

�roughout the analysis, we assumed that the outside options of the scientist was su�ciently
low. �is assumption simpli�ed the analysis greatly, because it allowed us to focus on the case
where the scientist always chose one of the two experiments in equilibrium, which allows for the
simplest possible comparison. In practice, however, this is not without loss, so we discuss how
the problem changes with signi�cant outside options. �e analysis is straightforward when the
developer’s outside option is positive, so we focus on the scientist.

Suppose that the outside option of the scientist is uS , and that this greater than her payo�
from choosing experiment (α1, d), but less than her payo� from choosing experiment (α2, 0). In
this case, if the payo� under non-transparency is greater than uS , non-transparency may have the
undesirable e�ect of having the scientist take the outside option, instead of the desired e�ect of
14In fact, it would be optimal even if the funding agency had even more authority than we allowed in our main model,
namely if they were able to limit the set of feasible d available to the scientist. �is is due to the fact that restricting
the set of feasible experiments may prevent the scientist from undertaking any experiment at all, which would be
costly to the developer.
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choosing α = α2. Indeed, this should be expected since non-transparency unambiguously leaves
the scientist worse o�, which is more likely to cause a problem if her reservation utility is higher.
However, we remark that when the outside option is signi�cant, whether transparency is optimal
will depend on whether the outside option can be exercised before the scientist sees the feasible
experiments or a�er. If the scientist can only do so before, then as long as the expected payo� to
the scientist from non-transparency is higher than the outside option, the outside option will not
be chosen. However, If the scientist retains the right to exercise the outside option throughout the
game, then for these values of the outside option (that is, when uS is between her payo� from
(α1, d) and her payo� from (α2, 0)), an extra ine�ciency is introduced from non-transparency
due to the fact that there is a chance that the scientist might choose her outside option instead
of choosing experiment (α1, d). In other words, if the outside option can be exercised a�er the
scientist observes her private information, then it may be be�er for her to do so if she cannot
choose α2. In any case, it may be the case that transparency becomes optimal for a certain value
of the outside option when it was not optimal for lower values.

5.3. Transfers

�ere are many possible interpretations of the bene�ts to the scientist, and in this paper we prefer
an interpretation where these bene�ts are non-monetary. For example, if drug development is
successful, other researchers may view this work as a valuable contribution, and follow-on by
working on similar problems. However, since there are many mechanisms by which monetary
transfers can be introduced, we think it is worth considering the case where the developer is able
to pay the scientist in order to undertake the more informative experiment.

�is scenario is illustrated in Figure 4, which plots the expected payo�s of the developer against
the payo�s of the scientist. In this �gure, we consider a se�ing where the high cost experiment is
only available with probability qα. Each experiment corresponds to a particular developer-scientist
payo� pair. When there are both transfers and transparency, we suppose the developer induces
the experiment (α2, 0) by paying the scientist the di�erence between her utility from α = α2 and
α = α1 with transparency. In this case, the scientist prefers to choose α = α2 when it is available,
and chooses α = α1 otherwise, while still not incurring a loss of informativeness by having d be
observable. �e expected ex-ante payo�s are a convex combination of the payo�s from each of
the experiments, with weight qα on the α = α2 experiment.

On the one hand, it may be the case that allowing for transfers makes the developer be�er o�
under transparency. But ultimately, the conclusion of�eorem 1 remains valid, even with transfers
(though there are cases under which transfers with transparency outperforms non-transparency).
Indeed, when qα2 is large, the cost of devaluingα = α1 is quite small, since under non-transparency
it is unlikely that this experiment is chosen. Still, the size of the payment necessary in order to
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Figure 4: An illustration of the optimality of non-transparency when there can be transfers.
Transfers induce the agent to choose (α2, 0) when it is available under transparency. In this
case, the payo� pro�le under each regime is a convex combination of payo� pro�les under two
experiments, withweight on (α2, 0) of qα2 . �is �gure illustrates that as qα2 → 1, non-transparency
remains optimal. However, there will be a range of values for qα2 for which transparency is optimal
with transfers but suboptimal without transfers.

ensure the scientist prefers α = α2 does not vanish as qα2 approaches 1. Hence transfers with
transparency will still be worse than non-transparency for qα2 su�ciently large.

6. RELATED LITERATURE

�e non-transparency result provided in this paper is similar to a number of others that have
been derived in the literature. Results of this form can be found in Cremer (1994), Prat (2005)
and Bergemann and Hege (2005). In these papers, the intuition behind the optimality of non-
transparency is that it gives the principal additional commitment power which would not be
credible under full transparency. 15 In contrast to these, the present paper obtains non-transparency
as a way of burning surplus in a way that aligns the incentives of the principal and the agent16.
�e presence of another action that is incentivized by this “money burning” is crucial for our
result, and does not have a direct counterpart in these papers. Importantly, this feature relies upon
the high degree of alignment between preferences of scientist and developer.

When framed as a result of money burning, our results are therefore actually closer to Angelucci
15Other papers give conditions under which the principal is be�er o� when the agent is not able to perfectly observe
a state variable, for example, Jehiel (2014) and Ederer, Holden and Meyer (2014).

16As mentioned earlier, we think of the scientist as being a sender, or an agent, and the developer as being a receiver,
or a principal.
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(2014) or Szalay (2005), whereby the principal aligns incentives by taking actions which seem to
hurt both principal and the agent. On the other hand, in these papers, the distortions take other
forms. Ambrus and Egorov (2014) consider cases where money burning is part of the optimal
contract in general principal-agent se�ings, though our counterfactual of non-transparency does
not nest in their framework.

Our model is reminiscent of a Bayesian Persuasion se�ing (a la Kamenica and Gentzkow
(2011)). In fact, the idea of using such models to study scienti�c research is not in itself novel,
as it is also done by Kolotilin (2015). �e main di�erence with these se�ings is (1) we do not
allow all information structures to be feasible, (2) we impose costs that are parameterized with
the information structures, and (3) we consider a case where the sender can only commit to part
of the information structure. �is third point is perhaps the most signi�cant departure. Ho�mann,
Inderst and O�aviani (2014) are also interested in the lack of commitment, but view it as arising
from a disclosure problem. Several papers have consider cases where distortions of information
can take particular forms, such as fraud as in Lacetera and Zirulia (2008), or selective disclosure
as in Henry (2009) and Felgenhauer and Schulte (2014). Other papers have studied information
aquisition and communication, but instead opted to model the communication between sender
and receiver as cheap talk; see Argenziano, Severinov, and Squintani (2014), as well as Pei (2014).

Lastly, this paper is also interested in the literature on academic publication, as in, Aghion,
Dewatripont and Stein (2005), for example. Azoulay, Bona�i and Krieger (2015) empirically study
the e�ect of a retraction on a scientist’s reputation, and document that a retraction causes a drop
in citations consistent with a reputation loss. Andrews and Kasy (2017) provide methods for
determining when publication bias may be an issue, and also suggest a way to debias depending
on the selectivity of publications. Yoder (2016) develops a principal-agent model with transfers,
similarly motivated by Bayesian Persuasion, to describe the optimal incentive system for a research
institution, showing that negative results should be rewarded, which is consistent with this paper’s
recommendations since doing so can align incentives.

Within this literature, we highlight that several papers have also noted that the policy implica-
tions of errors or bias is more subtle than naive intuition—i.e., that it is evidence of a discipline’s
problems—may suggest. Glaeser (2006) in particular also studies the question of the incentives
behind false positives, and similarly argues that it may be socially bene�cial to have some false
positives, though his reasons for this do not directly relate to our overcompensation e�ect, and
he instead focuses on the choice of hypothesis. Kiri, Lacetera and Zirulia (2015) consider the
incentives for fact-checking, arguing that it may be more troubling to not observe mistakes as
it would suggest that veri�cation activities are not taking place. Furukawa (2017) develops a
vote-counting model to show that publication bias may arise naturally when results are only
coarsely interpreted by practitioners, and suggests a way to correct for it. Hopefully these ideas
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will be useful to individuals who make guidelines regarding research policy, and will further
improve our understanding of how to e�ectively structure scienti�c endeavors.

7. CONCLUSION

7.1. Discussion of Model Assumptions

�e assumptions of the model were introduced in order to illustrate the economics forces in the
simplest way possible. We brie�y clarify the role of some of these assumptions in the analysis.
Perhaps most importantly, we have parameterized and limited the set of experiments the scientists
could choose from. It does not seem unreasonable to place some restriction on experiments, and
the additional assumptions—that experiments are one-dimensional and continuous in d—are for
simplicity and tractibility. �e economically meaningful restriction that Assumption 1 imposes is
that hT (d) and hF (d) are co-monotonic in d. �is assumption allows us to focus on the case where
d unambiguously biases the experiment toward positive results, in the spirit of Ioannidis (2005).
In our model, however, the only way the scientist can increase informativeness is by choosing α2

over α1.
We have also expressed the payo�s of the scientists as additively separable and arising from

three sources, which we a�empt to re�ect important incentives driving the scientist experiment
choice. A richer model would potentially allow for interactions between these parameters, or may
allow preferences to depend on other factors (such as the expected d). While such interactions may
arise in practice, we have neglected these considerations, as they complicate the model without
generating additional insights as far as we can tell. As this paper is meant to provide intuition for
why non-transparency encourages false positives but may nevertheless be preferred, we leave the
extent to which such interactions are signi�cant to future empirical work.

7.2. Final Comments

�is paper has shown why a sender’s inability to fully commit to an information structure
may make a receiver be�er o�. While we illustrated the main forces at work through a simple
example, our general model clari�ed which features on preferences and information structures
were necessary for these conclusions. As an application, we have considered whether transparency
requirements should be more widespread in academic disciplines. �e key insight is that non-
transparency on one dimension can induce scientists to exert more e�ort or incur more costs on
another dimension, in a way that ultimately makes those interested in the results be�er o�. In
assessing this conclusion, we have primarily been concerned with the interest of those who use
the results downstream. �is is, of course, a simpli�ed view of welfare, but it is motivated by the
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idea that society invests in scienti�c research so that it produces results which will be useful for
others downstream.

In the main model we assumed that the only policy lever under the designer’s control is
whether the developer observes the scientist’s choice of protocols. For example, a funding agency
may be able to implement pre-registration requirements, but might not have the authority to
dictate speci�c steps that scientists follow. In the extensions we considered what might happen if
transfers were also available at their disposal, and demonstrated that the main conclusion would
not be changed. Still, the main model highlighted the relevant tradeo�s of transparency. On
the other hand, transparency also might have an advantage of allowing for richer punishments,
something we do not consider here, though they are natural places for future work.

As highlighted in the introduction, we have used our theoretical insights to comment on
an active debate on the costs and bene�ts of transparency. Our main model has highlighted
that the policy debate over transparency requirements should consider the extent to which
follow-on research in�uences which experiments scientist choose to perform. In cases where it is
signi�cant, our model shows that scientists have a natural incentive to both add informational
content to their experiments and bias their experiments toward false positives. In this case, non-
transparency encourages scientists to choose experiments which are inherently harder to bias. If
these experiments are particularly di�cult as well, then scientists may not be su�cient motivated
to undertake them under transparency, but if they are more informative then presumably society
is be�er o� if they do.

Finally, we remark that the intuition for many of our results would apply to the research
process more generally, and not just academic publication. While we called the person who acts
a�er the scientist the developer, in general this could be any individual who will use the scientist’s
research, and whose actions the scientist would be interested in in�uencing. We have shown
that in general, a sender might be incentivized to acquire information but not distort a signal, or
conversely. We provided a framework which describes when each will happen, so long as there
is some sense in which these two types of actions can be distinguished. �e observation that
non-transparency can be used as a mechanism for money burning will likely have applications
beyond the focus of this paper, as these concerns are similar to those that have been raised in a
wide variety of contexts in organizational economics.
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8. APPENDIX

8.1. Proof of Lemma 1

�at λpE[p̂(x, y)] = λpp0 follows immediately from the martingale property of beliefs, and clearly
λyE[y] = λyP[y = 1], so we need only consider the last term in the expression for the scientist’s
bene�t. We �nd it useful to demonstrate the following, more general lemma, and simply note that
our claim follows immediately by se�ing t(p) = λxe(p) and f(p) = 0:

Lemma 3. For functions t, f : [0, 1]→ R,

p0Ey[t(p̂(y)) | T ] + (1− p0)Ey[f(p̂(y)) | F ] = Ey[p̂(y)t(p̂(y)) + (1− p̂(y))f(p̂(y))] (8)

Proof. By writing out the de�nition of the conditional expectation, we have:

p0Ey[t(p̂(y)) | T ] = p0
∑
y∈Y

t(p̂(y))P[y | T ]

=
∑
y∈Y

t(p̂(y))

(
p0
P[y | T ]

P[y]

)
P[y]

=
∑
y∈Y

t(p̂(y))p̂(y)P[y] = Ey[p̂(y)t(p̂(y))].

An almost identical argument can be used for the other term in the expression above.

While this lemma is similar in spirit to many arguments that have been made in the persuasion
literature (and is not particularly complicated), we are not aware of (8) having been explicitly
stated or utilized directly.
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Proof of Proposition 1. By Assumption 3, increasing d decreases the developer’s payo�s. Since
cR(e) = k

2
e2, however, the developer’s payo�s are proportional to his revenue bp̂(y)e(p̂(y)) (since

both are proporitional to the square posterior). which in turn is proportional to the scientist’s
payo�s. Now, under experiment α, the gain from distortion due to more positive results is
λyhT,i(d). Since hT,i(d) has a bounded derivative and c′α(d) > ε, it follows that the scientist’s
payo� is decreasing whenever λy < ε

supd h
′
T,i(d)

. Hence d = 0 will hold if d is observed.

Proof of 2. We have P[y = 1] = p0hT,i(d) + (1 − p0)hF,i(d) which is increasing in d. Hence
whenever λy is su�ciently large, the scientist’s payo�s are higher for some d > 0, since costs are
bounded and the impact on informativeness is negligible.

8.2. Proof of �eorem 2

We prove this theorem for any strictly convex cost function for the developer with c′R(0) = 0

(which implies that e(p) is strictly increasing).

Proof. Proof of (1) Fix α. We show that there is some d∗ such that when the developer conjectures
that d∗ is the action of the scientist, the scientist’s best response is to follow action d∗. Since p0 is
interior, the developer always puts non-negative probability on observing y = 0 or y = 1, and
hence forms a belief p̂(1) following signal y = 1 and a belief p̂(0) following a signal y = 0, for
any equilibrium strategy of the scientist.
Let t(p) = λxe(p) + λpp and f(p) = λpp, and de�ne the function φ as follows:

φ(d) = arg max
d′∈D

p0[t(p̂(α,d)(0)) + hT (d′)(λy + t(p̂(α,d)(1))− t(p̂(α,d)(0)))]

+ (1− p0)[f(p̂(α,d)(0)) + hF (d′)(λy + f(p̂(α,d)(1))− f(p̂(α,d)(0)))]− cα(d′)

Taking dn → d, and d̃n ∈ φ(dn) with d̃n → d̃, since beliefs are continuous in d and f(p), t(p) are
continuous as well (by continuity of e(p)), we have t(p̂(α,dn)(1))− t(p̂(α,dn)(0))→ t(p̂(α,d)(1))−
t(p̂(α,d)(0)), and similarly for f . If d̃ /∈ φ(d), then there exists some value δ such that:

p0(hT (δ)− hT (d̃))(λy + t(p̂(α,d)(1))− t(p̂(α,d)(0)))

+ (1− p0)(hF (δ)− hF (d̃))(λy + f(p̂(α,d)(1))− f(p̂(α,d)(0))) > cα(δ)− cα(d̃)
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But since dn → d and d̃n → d̃, by continuity we can �nd some n su�ciently large such that

p0(hT (δ)− hT (d̃n))(λy + t(p̂(α,dn)(1))− t(p̂(α,dn)(0)))

+ (1− p0)(hF (δ)− hF (d̃n))(λy + f(p̂(α,dn)(1))− f(p̂(α,dn)(0))) > cα(δ)− cα(d̃n)

contradicting that d̃n is a maximizer of φ(dn). Hence the map φ is upper-hemicontinuous. Fur-
thermore, φ(d) is nonempty and closed because [0, d] is compact and the objective function in
the expression for φ(d) is continuous. Finally, to see that it is convex, notice that if d1 < d2 both
maximize d, the convexity of cα(d) and the concavity of hT (d), hF (d) means that we must have
p0hT (d′)(λy+t(p̂(α,d)(1))−t(p̂(α,d)(0)))+(1−p0)hF (d′)(λy+f(p̂(α,d)(1))−f(p̂(α,d)(0)))−cα(d′)

constant for d′ between d1 and d2, meaning that φ(d) is convex. Hence by Kakutani’s �xed point
theorem, an equilibrium exists when α is observed.

Now, suppose 0 < d < d and (5) fails. If the le� hand side is smaller than the right hand
side, then increasing d to d+ ∆ with ∆ small yields payo� proportional to the right hand side of
this inequality, whereas the cost is proportional to the le� hand side, and hence this deviation is
pro�table. �e case when the inequality is �ipped is analogous.

To show that there is also an equilibrium without mixing over proposals, suppose the devel-
oper’s beliefs correspond to an equilibrium choice of d∗ when α is chosen with probability 1. In
this case, it is a pure strategy equilibrium for the scientist to place probability 1 on whichever
proposal yields higher payo�s, completing the proof of existence.

Proof of (2) Suppose to the contrary that there is a mixed strategy equilibrium. �en the �rst
order condition in equation (5) must hold for two values of d, say d1 < d2. On the other hand, the
developer’s beliefs do not depend on the choice of d. Keeping the notation from the previous we
have:

c′α(d1) = p0(λy + t(p̂(1))− t(p̂(0)))h′T (d1) + (1− p0)(λy + f(p̂(1))− f(p̂(0)))h′F (d1)

c′α(d2) = p0(λy + t(p̂(1))− t(p̂(0)))h′T (d2) + (1− p0)(λy + f(p̂(1))− f(p̂(0)))h′F (d2)

and subtracting the �rst equation from the second, since p̂(0) and p̂(1) are the same in both
equations,

c′α(d2)− c′α(d1) = p0(λy + t(p̂(1))− t(p̂(0))))(h′T (d2)− h′T (d1))

+ (1− p0)(λy + f(p̂(1))− f(p̂(0)))(h′F (d2)− h′F (d1))
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By the mean value theorem, applied to hT , hF and cα, we have, for some dc, dt and df :

c′′α(dc)(d2 − d1) = p0(λy + t(p̂(1))− t(p̂(0)))h′′T (dt)(d2 − d1)

+ (1− p0)(λy + f(p̂(1))− f(p̂(0)))h′′F (df )(d2 − d1).

But since either hT or hF is strictly concave or cα(d) is strictly convex, either the le� hand side is
strictly positive or the right hand side is strictly negative, with both being at least weakly so, a
contradiction. Hence in equilibrium, there can only be pure strategies.

Proof of 3. By �eorem 2, under the hypotheses of the corollary, the equilibrium condition for
interior d is

c′α(d) = λp(p̂(1)− p̂(0))(1− p0)h′F (d).

So d = 0 if λp ≤ c′α(0)
(p̂(1)−p̂(0))(1−p0)h′F (0)

, and d > 0 otherwise.

8.3. Proof of �eorem 1

Proof. First, note that if β is 0, then the scientist does not have any incentive for information
acquisition, but does have an incentive for distoriton, as per Section 3. Hence if β = 0, non-
transparency only induces a more biased experiment, but does not induce the scientist to undertake
the costlier experiment, and hence is worse for the developer. �erefore, for the rest of the proof
we will assume β > 0.

By corollary 4, when d is unobserved and α = α1, d = d, whereas d = 0 when d is observed
or α = α2. Suppose there are no restrictions on the choice of experiment. Under transparency,
the scientist chooses α = α1. Under non-transparency, by Lemma 4, the scientist chooses d = d

whenever choosing α = α1, and no distortions occur when α = α2.
We can show the precise conditions under which non-transparency is optimal are:

E(α1,0)[p̂(y)e(p̂(y))] ≥ p0 −
cα2

λβ
≥ E(α1,d)

[p̂(y)e(p̂(y))] (9)

qα2 ≥
E(α1,0)[πR(p̂(y))]− E(α1,d)

[πR(p̂(y))]

p0πR(1)− E(α1,d)
[πR(p̂(y))]

(10)

Suppose (9) fails. �en one of two cases must hold: either the scientist still prefers α1 under
non-transparency, or the scientist prefers α2 under transparency. In the la�er case, the scientist
only chooses α1 when α2 is unavailable, and hence non-transparency is suboptimal since it
devalues the experiment α1. In the former case, non-transparency does not induce the scientist to
choose α2, and hence this does not induce a change in the proposal, and only makes the developer
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worse o� if α1 is chosen. Hence without (9), transparency is optimal.
Now suppose (9) holds. Notice that whenever qα2 < 1, forcing the scientist to choose α2 is

strictly worse than non-transparency, since the scientist chooses α2 whenever it is available under
non-transparency, and if it is not, the developer still receives payo� E(α1,d)

[πR(p̂(y))], which is
larger than if the scientist takes the outside option. Hence there are never any restrictions on the
set of permissible experiments in any optimal regime.

By the analysis from Section 3, it follows that the developer’s payo� under transparency with
no restrictions is E(α1,0)[p̂(y)2]. By the analysis from the same section, since α2 is fully informative,
the expected payo� from this experiment is p0πR(1). Hence payo� under non-transparency is

qα2p0πR(1) + (1− qα2)E(α1,d)
[πR(p̂(y))]

which is greater than or equal toE(α1,0)[p̂(y)2] if and only if beliefs are su�ciently high, completing
the proof.
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