Notes on Racial Profiling

1) Lots of criticism has been directed at the practice of racial profiling in law enforcement. The concern is that individuals are unfairly subjected to burdens because they happen to have characteristics that fit a profile of a broad class of individuals who are alleged to be more likely than others in the society to be committing crimes. This seems to deny individuals equal protection of the laws. It is much worse if the profile that is being used relies on racial characteristics. This seems unfair at many different levels. It exposes individuals to burdens on the basis of characteristics they cannot control. It connects to historical and present injustices associated with bigotry and prejudice. It exposes an identity group in the population to the experience of being collectively identified with criminality, thereby giving tacit support to racial stereotypes and racial bigotry. 

2) Yet, in many respects, it is a virtue for law enforcement to be targeted, and selective in the way that it does its work. For example, all the rules of probable cause are similar to profiling. A law enforcement agent has to describe characteristics of a person and a place that make it more likely than not that that particular individual committed a crime. It may be a very specific person and place; and it may be based on action rather than on status of some kind; but the point is that law enforcement intrusions are targeted. That insures that the enforcement burden on individuals will be lessened. It insures that there is a real law enforcement benefit from the intrusion. So, the real question is what is it precisely that distinguishes unacceptable racial profiling from desirable selective targeting.

3) The purpose of this brief note is to set out a very stark, abstract idea of what we might mean by profiling as a law enforcement method, and to construct a scorecard for considering whether an enforcement effort targeted by some kind of profile is acceptable or not; and/or what would constitute improvements in the operations of the system. The aim is both to elucidate the debate about this complex subject, and to set up for the statistical analysis of real law enforcement systems as they operate in the world to learn about their normatively important characteristics.

4) Let’s begin with a very simple model. Imagine a society of 1000 people. Let’s assume that 100 of these people are in possession of drugs. Law enforcement’s task is to find those illegal possessors. Law enforcement has a limited amount of resources to spend – let’s say, the capacity to search 100 people. That is the amount of money, and the amount of intrusion that the society has allowed the police to have to find the drugs. What the police wish they had, of course, was that there was some clearly observable characteristic – call it the Scarlet D – that identified the drug possessors from the others. (That is, all the drug possessors had this characteristic, and none of the others did.) If there were such a characteristic, the police could simply stop everyone who had the Scarlet D and no one who didn’t have that marker. The 100 searches would identify the 100 drug dealers perfectly. Absolute levels of law enforcement effectiveness would be very high because everyone who was possessing was arrested. Overall levels of intrusiveness would be kept at the level set by the society (no more than 100 people searched.) The cost effectiveness of law enforcement would be very high: every search would yield an offense. The precision of the law enforcement would also be very high: everyone who deserved to be searched and arrested would be, and no one who didn’t deserve to be searched and arrested would be. 

5) It is worth contrasting that situation with one in which the police said, “No, it is wrong. The Scarlet D is not drug possession in itself. It is only an indicator of drug use. The Scarlet D is a “profile” of those likely to commit an offense, not the offense. Since it is wrong and unjust for us to use these profiles, we ought to rely on something else to guide our searches.” One option is for us to search only when we can see drug possession. An alternative is to wait for other citizens to call us when they see drug possession. A third option is to pay citizens to tell us when they see drug possession. The problem with the first is that we can’t ever really see drug possession, so we stand there with the capacity to search 100 people, but never use it. In this case, we aren’t very intrusive; but we aren’t very effective either. The problem with the second two is that we are dependent on private surveillance. We don’t really know what motivates the private individuals. They might be outraged citizens with accurate information. Or they could be bigots with bad information. Or they could be drug possessors with scores to settle with others. All these other choices run the risk of contaminating our enforcement operation with the biases of private individuals. 

6) OK, so we have to search proactively, but we don’t want to use the Scarlet D profile. One other option would be to search randomly. That has the problem of imposing searches on people whom we don’t have any reason to suspect, so we don’t have much of an explanation when a person asks, why me? But it has the great virtue of at least excluding bad reasons for the search. What is nice about genuine randomness is that it excludes bad reasons for searching as well as good reasons. If we engaged in randomly directed searches, we can calculate what would happen. We would search 100 people. About 1 out of 10 of these people searched would turn out to be drug possessors, and they would be arrested. About 90 people would be stopped who were not drug possessors. Overall law enforcement effectiveness would be low: only 10 of the 100 possessors would be arrested. Overall intrusiveness would be at the level society authorized. Law enforcement cost effectiveness would be very low; only 1 in 10 searches would yield an offense. Precision would be very bad: 90 innocent citizens would be searched; 90 drug possessors would go undetected.

7) What we have illustrated so far are the following things: 1) if a crime profile directs our attention with great reliability and precision to criminal offenses, it can dramatically improve the efficiency and effectiveness as well as the justice and fairness of enforcement operations; 2) crime profiles are particularly valuable when we cannot rely on citizens to alert the police to the occurrence of crimes (since that is an alternative targeting method that has much to recommend it, but some problems as well); 3) while using the opposite of a profile (e.g. pure randomness) in searching avoids a certain kind of unfairness (i.e. having bad reasons for searching), it does not perform very well as a law enforcement method compared with a profile.

8) Now let’s look at a more common (but equally stylized) situation. Let’s suppose that the Scarlet D is highly but not perfectly correlated with drug possession. That is, let’s suppose that 80 of the 100 drug dealers have the Scarlet D, but the others don’t. Let’s further suppose that 20 of the 900 non drug possessing citizens also have the Scarlet D. Now, the police who were impressed by the analysis of the effectiveness of profiles presented above, decide that they would like to guide their enforcement operations by this good but not perfect profile. They adopt the policy of searching everyone who has the Scarlet D. Now, we can also calculate what would happen. The police, guided by the profile, would conduct 100 searches – as it happens, all those with the Scarlet D. They would find and arrest 80 drug possessors in that 100 searches. They would also search 20 citizens who were innocent. In terms of overall law enforcement effectiveness, this enforcement strategy would be less effective than the perfect profile: only 80 of the 100 would be arrested, but it would be better than the random strategy (in which only 10 were arrested). In terms of overall burden of enforcement, it would be comparable to both the perfect profile and the random strategy, since the police would have searched the same number of people. Cost-effectiveness of law enforcement would be pretty high: 8 of every 10 searches resulted in an arrest. The precision of law enforcement would be pretty high: only 20 offenders would be missed, and only 20 innocent citizens inconvenienced by the search. Obviously, this shows that the higher the correlation between the profile characteristic and the underlying offense, the more efficient and precise a profile led strategy can be. 

9 Now let’s add one more complication. Suppose there are two groups in the society; right handed people on one side, and left handed people on the other. There are 800 right handed people, and 200 left handed people. Let’s suppose further that drug possessors show up in the right handed population and the left handed population in proportion to their numbers. This means that of the 100 drug dealers, 80 are right handed, and 20 are left handed. Let’s assume again that the police decide to have their enforcement operation be guided by the profile. Then, we can again see what will happen. Once again, the police will search 100 people who have the Scarlet D; 80 will be drug possessors, and 20 won’t be. 

Where things get a bit more complex, however, is when we get interested in how the burden of law enforcement falls across the right and left handers in the society. In order to calculate what the experience of right handed and left handed people will be, we need one more piece of information: the correlation between having the trait of the Scarlet D on one hand, and being right or left handed on the other. 

Let’s suppose that the probability of having the Scarlet D is a bit higher for left handed people (regardless of their status of drug possessor) than for right handed people. Specifically, let’s assume that 40 of the people with the Scarlet D are left handed (40 divided by 200 or 20% of left handers have the Scarlet D), while 60 of the people with the Scarlet D are right handed (60 divided by 800 or about 7% of the right handers have the scarlet D). (Recall that we have assumed that the likelihood of displaying the Scarlet D given that one is a drug possessor is the same for both right handers and left handers. This means that those with the Scarlet D who are in fact drug possessors compared with those who are not is the same between right handers and left handers. This means that 4/5 of the right handers with the Scarlet D will be drug possessors (48) and 1/5 will be non drug possessors (12); and that 4/5 of the left handers with the Scarlet D will be drug possessors (32), and that 1/5 will be non drug possessors (8). 

With this information, we can calculate what will happen not only to the overall character of the enforcement effort, but how it will fall on and be experienced by right and left handers in the society. 100 people (all those with the Scarlet D) will be searched. Of those searched, 60 will be right handed, and 40 left handed. This means that the right handed people face a (60 divided by 800) or 7% chance of being searched, while the left handed people face a (40 divided by 200) or 20% chance of being searched. The left handed people may feel that the burden of law enforcement has fallen unevenly on them, as it has, but not because they are left handed; it is because more of them have the Scarlet D which is known to be correlated with drug possession. That may not make them feel any better about the situation; they still feel burdened by the profile. But the law enforcement folks can say that they are not really biased against left handers, they are following a profile that directs them fairly reliably to drug possessors. 

One other calculation is interesting. We can ask whether the searches of left handers are equally productive of arrests than those of right handers. The intuition here is that it would be particularly unfair if one portion of the population had to endure an unfair portion of the searches, and that those searches were not as productive as the searches of other groups. We can calculate this number by looking at the number of correct drug possession searches compared with all searches for left handers; and comparing that with the same ratio of successful searches to all searches for right handers. The calculation is the following:


Number of left handers searched = 40


Number of drug possessors found= 8


Number of right handers searched = 60


Number of right drug possessors found= 
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First column is a function of correlation between profile characteristic and population characteristic.

Second column is a function of correlation between profile characteristics and criminality.

The way that an enforcement regime operates with respect to criteria below is a function of these two different correlations (which do not themselves have to be highly correlated.)

Criteria to use in evaluating enforcement regimes:

Law Enforcement Effectiveness



Total Number of Crimes Cleared

Law Enforcement Intrusiveness



Number of People Searched

Law Enforcement Cost-Effectiveness



Number of Crimes found Per Search

Law Enforcement Discretion



Searches Conducted/ Searches Authorized

Law Enforcement Compliance



Searches Conducted within Profile/ All Searches Conducted

Law Enforcement Suspect Uses of Discretion

Gross Fairness Among Groups in Distributing the Burden of Enforcement



Probability Group A Searched/Probability Group B Searched

Fairness in Yield of Search



True Positives Group A


True Positives Group B



All Searches Group A



All Searches Group B

[If searches of group A are less productive than searches of group B, one can argue that group A is being inappropriately burdened relative to B]

Objections that a group could have: 


Genuinely biased


Uses characteristics over which individuals don’t have control


Uses suspect characteristics


Unfairly burdened by search due to correlation


Correlation could have been socially produced; and that is unfair


Pay a big price and don’t get benefit

