HOW FEDERAL RESERVE DISCUSSIONS RESPOND TO INCREASED TRANSPARENCY1
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We analyze how the behavior of the Federal Open Market Committee changed
after the statutory enforcement of transparency laws in 1993. To do this, we develop techniques to describe how language use changes over time. For a set of
widely used vector space metrics, we demonstrate how to decompose aggregate
changes into each individual dimension’s contribution (such as a particular word’s
influence). Our approach can be generalized to account for associations between
document dimensions (such as word definitions or meanings). Using various documents released by the Federal Reserve from 1976–2007, covering both years in
which the FOMC knew its deliberations would eventually be made public, and
years in which it believed no records were kept, we find that FOMC deliberations became more similar to the always-public press releases in the transparency
regime. FOMC members shifted their comments towards popular economic subjects, such as “inflation” and “growth,” and away from personal opinions, like
“think.” In this setting, the observed changes are not purely substitution across
words with the same meaning, as the results are robust to accounting for semantic relations.
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1. INTRODUCTION
“People think reading the raw transcripts is a way of learning things; I would suggest that if they
spend six or eight months reading through some of this stuff, they won’t like it.”
—Alan Greenspan, 1993
“Quicker and more complete disclosure already has changed the nature of the Committee’s deliberations. I am for the disclosure that we do, but we should not mislead ourselves about how it has
changed the nature of these proceedings. I recall participating in routine, vigorous, and freewheeling debates in this room before we decided to release transcripts. Now, most of us read prepared
remarks about our Districts and the national economy and even our comments on near-term policy sometimes are crafted in advance. Prepared statements were the rare exception rather than the
rule until we started to release transcripts.”
—Ed Boehne, President of the Philadelphia Federal Reserve Bank, June 1998 Transcript

We study the effects of transparency on the deliberations of the Federal Reserve Open
Market Committee (FOMC). In 1993, the FOMC switched from a regime where their meetings were thought to be secret to a regime where it was known that the public could read
what was said. We find that transparency caused FOMC members to adjust their speech,
and develop new methods which allow us to show that this change is due to a shift to more
“public-friendly” language.
Text data are well-known to be difficult to use in a systematic and replicable manner.
There are thousands of words in the English language, which leaves researchers with an
almost overwhelming number of potential choices to make in analyses like ours. Furthermore,
different words often have related meanings: just because two documents use literally different
words does not mean that they are truly about different topics. To overcome these obstacles,
a variety of strategies have been developed in the quantitative text analysis literature, which
range from analysis on words identified ex-ante to using modern clustering methods and
“latent variable” models to reduce the dimensionality of the research setting.
In this paper we develop new and widely applicable methods to evaluate the evolution of
language over time, which allow us to identify the words and topics in Federal Reserve deliberations most affected by a transparency reform. Starting in 1976, archivists at the Federal
Reserve kept recordings of FOMC meetings, without the knowledge of most of the participants. The Federal Reserve publicly denied the existence of those recordings (Auerbach,
2011), and the only public information about the meetings were short summaries. When the
2

existence of the recordings was discovered in 1993, the Federal Reserve agreed to release all
of the transcripts from the earlier meetings. Furthermore, the FOMC agreed to continue to
release summaries soon after meetings, and to begin releasing full meeting transcripts with
a five year lag—an arrangement which still continues.
Each meeting corresponds to one public summary and one transcript. Comparing the
documents over time allows us to uncover the effect of transparency, since the summaries
have always been public, and the deliberations were only known to be transparent after the
policy change. For our comparison, we extend a commonly-used vector space measure known
as “cosine similarity” (e.g., Salton and McGill, 1986; Hoberg and Phillips, 2010, 2015), which
measures the cosine of the angle between two vectors. In our context, each word is a separate
dimension. 1 We find that the similarity of the documents increased by around 20% after the
policy change.
In order to uncover the sources of similarity increases, we extend the method in two directions. First, we develop a first-order decomposition from the change in similarity over time
into changes in behavior at the word-document level. We show that each word’s contribution
to the growth in similarity is the product of two terms: the word’s own growth over time,
and a term which measures the “gap” between that word’s usage in each document in the
pre-period. For a given gap, increasing a word’s growth over time will increase the magnitude
of that word’s contribution to the change in aggregate similarity. Furthermore, the change
in similarity is fundamentally related to the covariance between the growth in the usage of
each word and its associated gap.
In order to uncover the sources of aggregate changes in similarity, our decomposition does
not require specifying particular words in advance: it uncovers each word’s contribution to
overall changes in document similarity, and therefore can create rankings of the words which
are most responsible for these differences. This allows for dimension-reduction—a common
feature of most quantitative text analysis methods. However, unlike the standard in the literature, the grouping is done with the outcome of interest as the goal, instead of first grouping
the data (or using ad-hoc methods to identify ex-ante “interesting” words or phrases) and
then running the analysis on the groups. We find that the increase in similarity after the
1

Two documents would have a cosine similarity of 0 if they contained no overlapping words, and a
similarity of 1 if every word’s proportions were the same in each documents
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policy change is driven by specific language choices in the deliberations. Furthermore, very
few of the words—around 5 percent—are responsible for 90 percent of the change in similarity after transparency. The words most responsible for the change tend to be economically
meaningful, such as “inflation” and “growth.” Furthermore, words commonly used in ordinary conversations—words that convey personal opinions and thoughts, such as “think” and
“say”—were used substantially less in the meetings following transparency reforms, consistent with qualitative evidence that FOMC members began to prepare speeches after the
transparency reform.
Our second contribution addresses the issue that words can have overlapping meanings.
We leverage the fact that the purpose of dictionaries is to relate words to each other through
definitions. We use the relationships of words in the Oxford Dictionary of Economics to create
a measure of how similar words’ meanings are to one another. 2 The ODE allows us to develop
the meaningful measures of semantic similarity for the kind of technical language utilized in
Federal Reserve Discussions. 3 We show how to adapt standard measures of similarity, which
traditionally treat each dimension (or word) as orthogonal, to account for these weights.
This allows us to distinguish a change in word choice from an actual change in content. The
increase in similarity of the private and public texts after transparency reforms remains even
when accounting for words’ meanings.
The change in behavior as a result of transparency does not suggest unintended negative
consequences. In Appendix D, we develop a framework to capture features relevant to FOMC
members, and demonstrate that a change in language usage is not sufficient for determining
if transparency is welfare enhancing or degrading. This is because topics may be discussed
more either due to a reallocation of effort or an increase in overall effort. Our result is
consistent with the mixed predictions in the existing theoretical literature on transparency. 4
Our results do suggest that FOMC members care about what the public will think, and they
make language choices as a function of the transparency of their meetings.
Our paper contributes to a growing literature studying FOMC deliberations. Many authors
2

See Lesk (1986) for another approach for using dictionaries to estimate for semantic relations. Other
strategies for generating measures of semantic similarity include using Wordnet (Miller et al., 1990; Resnik,
1995; Miller, 1995) or a thesaurus (McHale, 1998).
3
This strategy is applicable to a wide variety of settings outside of economic policy discussions, as there
are over 300 Oxford Reference Dictionaries, including ones for medical, legal, and musical language.
4
See, for example, Fama (1980), Holmstrom (1979), Dranove et al. (2003), and Prat (2005).

4

use FOMC transcripts in order to understand other trends in the economy. 5 Furthermore,
a growing body of research discusses effects of central bank transparency reforms. 6 In the
paper most similar to ours, Hansen et al. (2014) revisit Meade and Stasavage (2008) by first
generating “topics” in the FOMC transcripts, and discussing topic usage over time. We add
to this line of research by focusing on the relationship between the private transcripts and
the language that the FOMC always chooses to release publicly.
The structure of this paper proceeds as follows. In Section 2, we describe the historical
context of the policy and our data sources. In Section 3, we describe the core similarity metric
used in our analysis, its word-level decomposition, and our empirical strategy. In Section 4,
we show our empirical estimates of the effects of transparency, and Section 5 concludes.
2. HISTORICAL BACKGROUND
2.1. Data availability
The Federal Open Market Committee, formed in 1935, has publicly released “Records
of Policy Actions” for most of its existence; these were at first released only once a year.
The Committee also maintained private records called “Minutes,” which contained, for each
meeting, details on attendance, discussions, and decisions. In 1967, the Records of Policy
Actions started to be released roughly ninety days after each meeting. The Minutes were
split into two parts, with the new second document, called the “Minutes of Actions,” made
available to the public; the other document, called the “Memorandum of Discussion,” was
kept private. The delay on the release of the public documents was further cut to 45 days in
1975. Our data starts in 1976, when the delay was decreased further to 30 days (although
this deadline was not always met).
These summaries were called “Records of Policy Action” prior to 1993, and “Minutes”
thereafter. 7 The official names of the documents over time are presented in Figure 1.
5

See, for example, Romer and Romer (2004), Schonhardt-Bailey (2013), Rotemberg (2013), and Fligstein
et al. (2014).
6
See, for example, Mittermaier and Dolan (2012), Meade and Stasavage (2008), Bernanke and Kuttner
(2005), and Geraats (2002).
7
Despite having different names, Records of Policy Action and Minutes are “functional equivalents,”
according to the Federal Reserve. See, for example, Danker and Luecke (2005). The results of our later
analysis, where we decompose observed changes in aggregate similarity between documents, provide further
evidence to this claim.
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In 1976, Congress passed the Government in the Sunshine Act which said that government
agencies “shall make promptly available to the public, in a place easily accessible to the
public, the transcript, electronic recording or minutes of the meeting.” In a 10–1 vote, the
FOMC voted to discontinue the keeping of transcripts, to make it impossible to release any
information publicly (Auerbach, 2009).
In 1993, the House Banking Committee, led by former United States Representative Henry
B. Gonzalez (D-Texas), discovered that recordings of the meetings existed. An agreement
was reached where the FOMC would release lightly edited transcripts with a five-year lag. On
a conference call four days before the meeting, Alan Greenspan made it clear that he would
try to prevent Congress from learning about the transcripts (Auerbach, 2011). The new
transparency rules were recognized in the popular press (Friedman and Schwartz, 1993), and
it was well-known to members of the FOMC that the transcripts would be read by critical
citizens.
There are generally 19 FOMC members, who meet 8 times a year (4 meetings is the
statutory minimum). There is a chairperson, who typically serves for about a decade, and 6
other Governors based in Washington, DC. Furthermore, there are 12 regional banks, who
send their President to the meetings. Although all of the members speak, only a subset of
the regional presidents have voting power. 8 While being on the FOMC is a highlight of any
career, some of the members are only there for a short period of time (many academics only
serve until their universities threaten to pull their tenure), while others end up advancing
through the Fed—all of the FOMC chairpersons during the authors’ lifetimes were first on
the FOMC. While there were several FOMC members whose tenure spanned both sides of
the transparency reform, we do not constrain our analysis to just those members.

2.2. Data
The data for our analysis consist of 268 publicly available transcripts from 1976 to 2007
with their corresponding public summaries. 9, 10
8

The President of the New York Fed always has a vote, the Chicago and Cleveland presidents each vote
every other year, and the rest of the members rotate in to vote for one out of every three years.
9
See http://www.federalreserve.gov/monetarypolicy/fomchistorical.htm
10
We used the OCR software ABBYY FineReader to convert these documents into machine readable text
files.
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3. METHODOLOGY
We follow the standard in the text analysis literature by using a “bag of words” approach.
We convert all transcripts and public summaries into vectors of word counts; then we “stem”
the words and remove “stop” words.

11

Having generated the vectors, we introduce measures

for describing the effect of a policy change on language choice. In particular, we leverage the
two types of documents released by the FOMC, and focus on how similar those documents
are to each other, and how that relationship evolves over time. We begin by describing
properties that we would like a similarity metric to satisfy, and then propose a particular
metric, “generalized cosine similarity,” which is the first method (that we know about) that
satisfies those properties.

3.1. Notation
Following standard terminology, we let w ∈ D = {w1 , . . . , wD } denote a word for a given
dictionary D, and δ = (d1 , . . . , dN ) denote a document. We then denote a collection of
documents, called the corpus, by C = {δ1 , ..., δM }. We let nji denote the number of times wj
0
denote the document-term vector for document i.
appears in δi , and di = n1i , . . . , nD
i
Define Ω to be a D × D matrix capturing the relationship of words for a given dictionary
D, where ω ij ∈ [0, 1] is the relationship between words wi and wj . As words become more
related, ω ij is increasing; in particular, ω ii = 1. We impose symmetry on the relationship
DΩ
is the similarity metric between documents di and
between words, so that ω ij = ω ji . Rij

dj using dictionary D and relationship matrix Ω. We drop the superscripts for clarity except
when they are needed.

3.2. Similarity Metric Axioms
In this section we present desirable axioms for a similarity metric to satisfy, in the spirit
of Tversky (1977), Frankel and Volij (2011), and Bloom et al. (2013).
Scale
1. Scope: Rij ∈ [0, 1].
11

We use the set of Snowball stop words, and the Porter (1980) stemming algorithm.
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2. Identity: ∀dj , di , Rij ≤ Rii , Rii = Rjj = 1, and Rij = Rji . Documents should be
maximally similar with themselves.

3. Orthogonality: If ∃ wk such that min nki , nkj > 0, then Rij > 0. Documents with at
least some overlap should have a positive similarity.
4. Unitless: R(c1 di , c2 dj ) = R(di , dj ) for positive constants c1 and c2 . Often in the text
context (including the one in this paper), documents are of varying lengths. We do not
want our similarity measure to be mechanically changing as a function of document
length.
Rank Preserving
DΩ
DΩ
1. Addition: For document-term vectors di , dj , dk , dl where Rij
≥ Rkl
, if we add a word

wD+1 , not contained in any of the relevant documents, to our dictionary to form D0 ,
0

0

Ω
Ω
≥ RD
then RD
ij
kl . Document similarity should not be a function of the dimensions

that they commonly do not have. Constraining our dimension space to the words which
appear in the documents (instead of all words that have ever appeared in any language)
should not change similarity rank.
2. Monotonicity: ∀αi , αj > 0, min (R(αi di + αj dj , di ), R(αi di + αj dj , dj )) ≥ R(di , dj ),
with equality if and only if R(di , dj ) = 1. 12 Moving “towards” the comparison document should increase the underlying similarity.
3. Within-word similarity: For documents di and dj , which are identical but for word
wk , then Ri` < Rj` iff ||di − d` || < ||dj − d` ||. If the distance for all word but one is
held constant, then increasing distance along that dimension should correspondingly
decrease similarity.
4. Cross-word similarity: Suppose we have documents di and dj , two weight matrices
0

DΩ
Ω and Ω0 which are identical but for ω kl > ω 0kl , and Rij
< 1. This implies that


0
DΩ
DΩ
Rij
≥ Rij
, with equality iff min nki , nlj + min nli , nkj = 0. This is the analogue

for within-word similarity, but taking into account semantic similarity.
5. Synonym invariance: For documents di and dj for which nri = nrj ∀r ∈
/ {`, m}, if
`
m
`s
DΩ
DΩ
n`i + nm
= ω ms ∀s, then for any third document dk , Rik
= Rjk
.
i = nj + nj and ω

When comparing two documents, replacing one word with its synonym should not
12

Egghe (2010) suggests a weaker property, that R (di + dj , dj ) ≥ R (di , dj ) .
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change the similarity.

3.3. Cosine Similarity and Generalized Cosine Similarity
3.3.1. Cosine Similarity
For two document-term vectors d1 and d2 , the cosine similarity of d1 and d2 is defined as
CS(d1 , d2 ) =

< d1 , d2 >
||d1 || · ||d2 ||

This similarity metric is simple to calculate and satisfies all axioms other than cross-word
similarity and synonym invariance. We present a brief proof for Monotonicity, as the rest
are straightforward. Without loss of generality, we need to show that CS(αi di + αj dj , dj ) ≥
CS(di , dj ), with equality only if CS(di , dj ) = 1. CS(αi di + αj dj , dj ) =
triangle inequality, CS(αi di + αj dj , dj ) ≥

2

αi <di ,dj >+αj kdj k
,
(αi kdi k+αj kdj k)kdj k

<αi di +αj dj ,dj >
.
kαi di +αj dj kkdj k

By the

which in turn is weakly larger

than CS(di , dj ), and strictly larger if CS(di , dj ) < 1.
3.3.2. Generalized Cosine Similarity
For two document-term vectors d1 and d2 , the generalized cosine similarity of d1 and d2
is defined as
CSΩ (d1 , d2 ) =

< d1 , d2 >Ω
||d1 ||Ω · ||d2 ||Ω

For symmetric, nonnegative, positive definite Ω, this similarity metric satisfies all of the
axioms. We present a brief proof for synonym invariance, as the rest are straightforward.
It is sufficient to show that for documents di and dj for which nri = nrj ∀r ∈
/ {`, m}, if
`
m
`s
ms
n`i + nm
∀s, then for any document dk , < di , dk >Ω =< dj , dk >Ω .
i = nj + nj and ω = ω

This condition will give equality for the numerator of the cosine similarity, and also give
< di , di >Ω =< dj , di >Ω =< dj , dj >Ω , letting dk be di or dj . This is equivalent to showing
that < Ωdi , dk >=< Ωdj , dk >, for which it is sufficient to show that Ωdi = Ωdj . For element
P
P
P
s, we have that t ω st nti = ω s` n`i +ω sm nm
ω st nti = ω s` (n`i +nm
ω st ntj =
i +
i )+
t∈{`,m}
/
t∈{`,m}
/
P st t
ω s` n`j + ω sm nm
j =
t ω nj , which completes the proof.
9

3.3.3. Extensions of Cosine Similarity

There are many measures of measuring similarity. A commonly used measure, the symmetric Atkinson Index (Atkinson (1970), Frankel and Volij (2011)), is
X  pj
P
A (p, q) =
j

k

 12 
pk

qj
P
k qk

 12
.

 1 1
1
We can rewrite this measure 13 as CS p 2 , q 2 , where p 2 denotes taking the element-byelement square root of the p vector. 14 We can further extend the cosine similarity as
ECS = (pm , q m )
where m mediates the weight on more-populated elements. The extended cosine similarity
measure is useful because it allows for a diagnostic on the role that sparse words play in
the evolution of similarity. If the growth of similarity is driven by relatively commonly used
words, then the extended cosine similarity will be increasing in m. If there is no movement
on the extensive margin, then there will be no change in the extended cosine similarity for
m = 0.

3.4. Growth in Cosine Similarity

In much of our analysis, we focus not only on the overall similarity of the public and
private documents, but also decompose the change in similarity into word-level changes.
Given CS(d1 , d2 ) =

<d1 ,d2 >
,
||d1 ||·||d2 ||

the growth rate of the similarity measure can be decomposed

13

The Atkinson index is often used to study inequality, and therefore written as 1 − A (p, q) so that an
increase in the index indicates more inequality instead of more similarity.
1 1
PD
 1 1
pj2 qj2
14
CS p 2 , q 2 = PD j=11 P
1 = A (p, q) .
2
( j=1 pj ) 2 ( D
j=1 qj )
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\
\
\
to CS(d
1 , d2 ) = < d1 , d2 > − kd1 k · kd2 k. Some algebra yields
2 #
nj1
nj1 · nj2
−
<
d
,
d
>
kd1 k2
1
2
j=1
"
 #
D
j 2
j
j
X
n
n
·
n
1
2
+
− 2 2 .
nbj2
<
d
,
d
>
kd2 k
1 2
j=1

D
X
\
CS(d
,
d
)
=
nbj1
1 2

(1)

"

For generalized cosine similarity,

"
#
 PD
D
j
j PD
i
i
X
·
ω
n
n
n
·
ω
n
i=1 ij 1
i=1 ij 2
\
CS(d
nbj1 1
− 1
1 , d2 )Ω =
<
d
,
d
>
kd1 k2Ω
1 2
Ω
j=1
"
#
 PD
D
j
j PD
i
i
X
n
ω
n
·
ω
n
n
·
ij
ij
2
2
i=1
1
i=1
.
+
nbj2 2
−
2
<
d
,
d
>
kd
1
2
Ω
2 kΩ
j=1
Similarly, for extended cosine similarity,


 #
j
j m
j 2m
n
·
n
n
1
2
m m
\
m · nbj1
CS(d
− 1m 2
1 , d2 ) =
m m
<
d
,
d
>
kd1 k
1
2
j=1
"

 #
D
j
j m
j 2m
X
n
·
n
n
2
1
+
m · nbj2
− 2m 1 .
m m
<
d
,
d
>
kd2 k
2
1
j=1
D
X

"

As a result, the change in similarity can be decomposed into the growth rates of the
respective words. For notational clarity, we focus on the Cosine Similarity measure; the
2
(nj )
nj ·nj
intuition is the same for the other measures. Define wdj 1 ≡ <d11 ,d22> − kd 1k2 . This corresponds
1

to the “gap” in usage of word j between documents d1 and d2 . wdj 1 is positive if and only if
word j is relatively overrepresented in document d2 . As a result, if and only if wdj 1 is positive
will increasing the usage of word j in document d1 increase CS(d1 , d2 ).
For any similarity mapping, it is theoretically possible to run numerical counterfactual
simulations to discuss the effect that each word’s evolution has on the aggregate change. For
the cosine similarity measures, the word-level derivatives are analytically straightforward,
relate to a clear intuition, and would be an exact decomposition in continuous time. If a
11

word’s use in a document increases, this leads to an increase in similarity if and only the
word had previously been relatively underrepresented in that document. The magnitude of
the effect is increasing in the magnitude of the under-representation.

3.4.1. Covariance of Gap and Growth

The total growth of similarity is deeply related to the covariance of the growth rate of
P (nj )2
P nj ·nj
P (nj )2
each of the words and their respective gaps. Since j <d11 ,d22> = j kd 1k2 = j kd 2k2 = 1,
1

2

< 1, wd1 >=< 1, wd2 >= 0. As a result,

\
CS(d
b1 , wd1 > + < nb2 , wd2 >
1 , d2 ) = < n
= < nb1 , wd1 > + < nb1 , 1 >< 1, wd1 >
+ < nb2 , wd2 > + < nb1 , 1 >< 1, wd2 >
(2)

=D (Cov (nb1 , wd1 ) + Cov (nb2 , wd2 )) .

where D is the total number of words in the dictionary. Multiplying the growth rates of
the words therefore will have no effect on the growth rate of similarity (given that cosine
similarity is unitless, this is intuitive). The only way to increase the growth rate is for the
growth rate of the individual words to positively covary with their ex-ante gaps.

3.4.2. Growth in Cosine Similarity in the Data

In the data, we are less interested in growth from period to periods, and more interested in
the growth from the pre to post transparency regime. We therefore approximate the growth
rates in similarity (which in Equation 1 is in continuous time) using a discrete approximation
following Davis and Haltiwanger (1992). In particular, for private statements p and press
12

releases q, we calculate

(3)

2 [CS(qk , pk ) − CS(q0 , p0 )]
\
CS(q
k , pk ) ≈
CS(qk , pk ) + CS(q0 , p0 )
!
D
X 2 njp − njp
 j 
0
k
≈
wp0
njp0 + njpk
j=1
!
D
X
 j
2 njqk − njq0
+
wq0 .
j
j
n
+
n
q
q
0
k
j=1

This allows us to determine the effects of transparency for each word-document dyad; q0 and
p0 are calculated as the average word shares for the respective documents in the pre-period,
and we explore robustness to different windows.
Gentzkow et al. (2015) argue that analytic methods for measuring similarity are biased
downwards when there are many covariates and relatively short documents. In Appendix
C, we find that those concerns are present in our context, but do not drive our results. 15
In Figures 11 and 12, we present evidence that our document lengths are not driving our
results.

3.5. Constructing the Term-Relationship Weight Matrix
We also want to see if changes in language use are due to fundamental changes in meaning.
We do this by developing a new method for measuring semantic similarity —a specialized
dictionary-based approach—as the natural successor to conceptual word lists commonly used
in psychology and linguistics applications (e.g., Stone and Hunt, 1963). Instead of relying
on experts to categorize words as being part of certain topics or relating certain sentiments,
we use words’ dictionary definitions in order to determine how they relate to each other. We
use the Oxford Dictionary of Economics, which contains 3,423 entries (Since many of the
entries are n-grams, there are 4,798 corresponding stems. 4,032 of them appear in the FOMC
documents). 16 An alternative approach could be to generate topics in the dictionary using
the Latent Dirichlet Allocation (Blei et al., 2003), which we discuss further in Appendix A.
For example, the entry for inflation is
15

One important difference may be that they study over 700,000 bigrams, whereas we focus on 4,032
unigrams.
16
To make our Cosine and Generalized Cosine similarity results directly comparable, we normally use only
those 4,032 stems in all of our analysis. Including all of the FOMC stems for the Cosine similarity barely
changes the results.

13

A persistent tendency for nominal prices to increase. Inflation is measured by the proportional
changes over time in some appropriate price index, commonly a consumer price index or a GDP
deflator. Cost inflation is started by an increase in some element of costs, for example the oil
price explosion of 1973–4. Demand inflation is due to too much aggregate demand. Once started,
inflation tends to persist through an inflationary spiral, in which various prices and wage rates
rise because others have risen. Hyperinflation is extremely rapid inflation, in which prices increase
so fast that money largely loses its convenience as a medium of ex change.

The intuition behind our approach is that words which appear in the same entries are
likely to be similar. For instance, price index is used to define inflation, and vice-versa.
Furthermore, both are used to define income. In order to construct our weight matrix, we
start with the ODE document-term matrix, where each entry is a row and the columns
consist of all of the words used any definition.17 Ωij is constructed by taking the cosine
similarity of columns i and j (so it is symmetric by construction). 18
4. RESULTS
In this section, we discuss the effects of the transparency reform on the similarity of the
transcripts and public documents. For the most part, we do so graphically, plotting over time
how similarity evolves.

4.1. The Evolution of Language after Transparency
A natural starting place for observing the effect of transparency is to compare the transcripts with the public documents over time, using the similarity measures derived in the
previous sections. The two types of documents becoming more similar over time is evidence
for an effect of the transparency reform. The left panel of Figure 2 shows that the similarity
of the deliberations and their corresponding public summaries increased following the unexpected enforcement of the Sunshine Act. The middle panel uses only the stems which match
to an entry in the dictionary. 19 In the right panel, we incorporate semantic similarity using
17

A word is considered part of its own definition
Ω is not constructed to be positive-definite, but that is needed to bound the Generalized Cosine Similarity. For instance, one applied concern is Sylvester’s criterion for positive-definiteness, which requires that
all of the off-diagonal entries must be less than one. To solve this issue, we rescale the off-diagonal elements
by dividing by ten.
19
The correlation in meeting similarity for all of the words or just the ones which match the dictionary is
0.998.
18
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our term-relationship weight matrix, and, while there is a slightly higher overall similarity,
we again see a rise in similarity following late 1993. This suggests that the effect of the policy
reform was not merely through language choice.
In all cases, the increase in similarity after the transparency reform is not immediate, but
gradual, taking several years before reaching a new steady state. The transcription process
changed after the reform, but the gradual change contradicts suggests that the observed effect
is due to changes in measurement. The gradual increase is, for instance, consistent with a
transition path, as the FOMC may not have immediately known its preferred response to
transparency.
The increase in similarity per se is not informative about its underlying cause. One explanation could be that the meeting changed, as FOMC members adjusted their language
to be more public-friendly, in the same way that the press releases were always designed
with the public in mind (while the press releases remained unchanged). An unrelated story
would be that the discussions stayed the same, but that the press release had previously
not been a complete representation of the FOMC discussions and changed after it became
ex-post verifiable. A well-known issue with vector similarity has been researcher’s inability
to distinguish between these two types of stories, which we overcome with the decomposition
derived in the previous section.
4.1.1. Estimating “treatment” effects
We explore several models in order to estimate the “effect” of the policy change on document similarity. It is clear from Figures 2 and 5 that the FOMC transitioned to a new
equilibrium after the policy reform, but for the most part we abstract from this, and focus
on the difference on the average effect before and after the transparency reform.
For our main results, we focus on the first-order approximation to similarity growth,
following Equation 3. In Table I we explore how the size of the effect varies as we adjust
the sample window (which documents before and after are used to estimate the effect of the
policy) and the baseline (which documents before the policy change are used to measure the
growth rates of each word). Each cell represents a different regression of the form

Ŝapprox,t = β0 + β1 Postt + t
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reporting both the effect of post reform, as well as the standard error of the estimated effect.
Figure 5 corresponds to the both a sample and the benchmark window of {1 − 50}, which is
the specification we use for the rest of the picture. As is consistent with the transition path
shown in Figure 5, increasing the sample for longer after the policy change also increases the
estimated treatment effect. However, the estimated coefficients are insensitive to the choice
of benchmark window. All of the coefficients are statistically significant at the 1% level.
For the main specification, the average growth rate of 0.2 corresponds to an increase (in
levels) of similarity of 0.125. The observed difference in levels is 0.105.
In Figure 3, we compare the approximate growth in cosine and generalized cosine similarity,
using Equation 3, against the true growth in the respective measure. The correlation between
the approximation and truth is close to 0.9. The approximation is very close to the truth
and we are therefore comfortable analyzing its decomposition.
We also explore sensitivity to the weight placed on more-common words. In Figure 4, we
explore how the treatment effect of the main specification varies as we put different weights
on the words (decreasing m puts more weight on sparse terms). The solid line represents
the coefficient on post-reform, and the dashed lines represent the 95% confidence interval.
Increasing m is associated with increased similarity, suggesting that the “treatment” effect
is not driven by changes among the rarely-used words.
4.1.2. Decomposition by Document Type
In Figure 5, we decompose the change in similarity at the document level. We consider
how the relationship between the documents would have changed if only the transcripts (blue
line) or public statements (red line) evolved (holding fixed the other document). Both within
the unweighted economics words (left panel) and including the semantic similarity weights
(right panel), it is clear that almost the entirety of the increase in similarity comes through
changes in the transcripts, and not changes in the public statements. With generalized cosine similarity the result is qualitatively similar, although somewhat scaled down (given the
additional information about cross-word relations).
Another way to generate inference on our results is through permutation tests, which
relax assumptions about the form of the sampling distributions of our test statistics. For
each permutation, we preserve the actual distribution of word changes and gaps for each
16

document, but randomly match them together. Each gray dot in the left panels of Figure 6
represents the counterfactual change in similarity relative to the true baseline. The black dots
represent the true change. Since the gaps are constant in the whole range (with the exception
of the leave-out baselines for the 50 meetings right before the policy shock), this is a way
to visualize the distribution of word-growths over time. It is clear that the distribution is
stable over time; the sets of potential growth over time looks much like a rectangle. The right
panels show a kernel density plot of the counterfactual “average treatment effect” for all of the
permutations. Even though the range for any particular meeting is much larger in magnitude
than the true observed change, in 5000 iterations the counterfactual overall average effect
in the transcripts is never as large as the true treatment effect. In the public statements,
21.6% of the permutations are larger than the true effect for the cosine similarity, and 16.1%
are larger using generalized cosine similarity. Note that, analytically, the expected permuted
treatment effect is zero, since the expected value of the covariance between permuted word
changes and gaps is zero.
4.1.3. Decomposition by Word
Our growth decomposition allows us to specifically identify the most important words to
the observed change in similarity. Figure 8 shows that most of the total change in similarity
comes from a relatively small number of words, where for each word we subtract that we
subtract each word’s average contribution to growth in the pre-period from that from the
post-period. For the transcripts’ contribution to similarity, roughly one hundred words are
responsible for 90 percent of the total negative change in similarity, and roughly one hundred
words are responsible for 90 percent of the total positive change in similarity. These words
have their color bolded in Figure 8. The positive change in similarity is about five times
greater than the negative change, leading to the net change of approximately 0.2. Relative to
the transcripts, the net change in similarity contributed by the public documents is negligible.
In Figure 9, we show the 20 words with the greatest positive and negative contributions to
the growth in similarity in the transcripts and public statements, calculated using Equation
1. We also distinguish words whose use declined from those whose use increased. The top
panel shows the results using the cosine similarity measure, the bottom panel adds in the
weights for the generalized cosine similarity measure. As shown in the previous figures in
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this section, it is clear that the majority of the change is coming from the transcripts.
Furthermore, there are a few words which are substantially responsible for the change. The
words responsible for positive changes in similarity and whose usage increased were mostly
related to economics, such as “growth,” “market,” and “price” (in other words, before the
reform “growth” had been underused in the transcripts relative to the public statements).
The words responsible for positive changes in similarity but whose usage declined were
mostly not related to economics, such as “think,” “say,” “that,” and “don’t.” Our use of
the generalized cosine similarity measure (that accounts for cross-word similarities) does
not meaningfully change which words are the major contributors to similarity growth over
time. 20
The decline in the word “think” is consistent with anecdotal evidence that the FOMC
meetings became less of a conversation after transparency, with members bringing in speeches
of their own. The increase in common economics words suggests that the type of language
that FOMC members decided to prepare was much more in line with the public statements
along certain identifiable dimensions.
5. CONCLUSION
We develop two novel textual methods to examine how the sudden enforcement of the
Sunshine Act in 1993 affected communication in FOMC meetings. Our goal is to identify a
few words or dimensions that were most responsible for the change. Instead of first grouping the language into a few clusters, and then focusing our analysis on those clusters (as
is increasingly popular in computational linguistics research, e.g., Hansen et al. (2014)), we
instead group the data by how much it was affected by the policy change, and find that a
few words were primarily responsible for the changed behavior after transparency reform.
Furthermore, we develop methods that allow researchers to adjust for semantic similarity
across words, which we implement using the definitions in the Oxford Dictionary of Economics. We use our measure to show that the change in language also corresponded with a
change in meaning more broadly.
In particular, we find that transparency led the previously private FOMC meeting conver20

“Think” shows up in the ODE twice: first in the definition of “Club of Rome” (which is a think tank),
and “bad debt” (whose definition includes a discussion of what creditors might think).
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sations to become more similar to the always-released public statements. In our setting, we
found that the proportion of speech related to economics increased after the policy change for
both the chair and the non-chairs. To uncover the dimensions of this change, we decomposed
the change in cosine similarity of the public and private documents into word level contributions. We found that most of the change in behavior came from FOMC members shifting
their speech towards popular economic topics, such as “inflation” and “growth,” and away
from hedging language such as “think.” These results are robust to restricting our analysis
to terms in the Oxford Dictionary of Economics, and to allowing our similarity metric to
account for cross-word similarities with a relationship weight matrix. Our proposed methods
extend and add robustness to any analysis considering the similarity of agents over time.
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APPENDIX A: TOPIC MODELING WITH A DICTIONARY
In this section we consider generating economics clusters (or “topics”) in the dictionary,
as another way of identifying what types of language was most responsible for the increase
in similarity. Running our analysis at the dictionary level allows our results to be replicated
in other settings, since the particular set and order of topics will not change. It also has the
benefit of not building a measure of word relations that is sensitive to the specific equilibrium
of a study sample.
To supplement the analysis found in the main body of our paper, we implement a variant of Latent Dirichlet Allocation (Blei et al., 2003) on the ODE document-term matrix
constructed from the dictionary’s definitions. Numerous extensions to LDA have been used
extensively in the text analysis literature to estimate “latent” topics from a set of documents
given observed colocations between words in documents. The generic model has latent topics
that are chosen with probabilities following a Dirichlet distribution, and multinomial choice
probabilities for word choice conditional on a topic. The estimated model gives us, among
other things, the multinomial probabilities for all words within each topic, as well as the
posterior distribution of topics conditional on a certain word. More precisely, the setup from
Blei et al. (2003) has the corpus C, the number of words N in a document be Poisson(ξ), the
latent topic probabilities θ be Dirichlet(α), the topics zn be Multinomial(θ), and the words
wn be Multinomial(β), conditional on zn . Then, with M documents, they have the likelihood

p(C|α, β) =

M Z
Y

p(θd |α)

d=1

Nd X
Y

!
p(zdn |θd )p(wdn |zdn , β) dθd

n=1 zdn

Difficulties arise in estimating parameters from this model, and we follow suggestions in line
with Blei (2013) for computation.
We estimate a relational topic model (RTM) on the document-term matrix assembled from
the Oxford Economic Dictionary—a method introduced in Chang and Blei (2009, 2010).
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Unlike LDA, the RTM assumes there a network structure to the documents in a corpus,
and that “links” (or “edges”) between documents are reflective of underlying similarity in
document content. The observed document-network structure is used as a part of a “link
prediction” problem (e.g., Liben-Nowell and Kleinberg, 2003). Documents are first created
in line with the LDA data-generating process. Pair-wise links are then modeled as logistic
regressions conditional on the posterior topic distributions in each document. We point
readers to Chang and Blei (2010) for additional detail on this procedure.
In our applied context, we estimate the RTM using 20 topics, with both of the model’s prior
concentration parameters set to 0.1. Each entry in the ODE—e.g., the definition for the word
inflation—is treated as an individual document, and links between documents are determined
by observed cross-references between dictionary entries. With 20 topics estimated in the
ODE, the 10 most “indicative” words, as well as a suggested category title, are presented
in Figure 10. For each word stem present in the ODE, this procedure yields a vector of
posterior topic probabilities given an occurrence of that word. We utilize this collection of
estimated posterior topic probabilities an alternative approach to the construction of the
weight matrix Ω. To generate the weights using results from the RTM, we set each diagonal
entry of Ω to 1, we define each off-diagonal entry Ωij = (pi · pj )/10, where pi is the vector
of (estimated) posterior topic probabilities given word i. The dot-product of these vectors
has a natural interpretation given the generative model: it is an estimate of the probability
that a random occurrence of i and random occurrence of j are drawn from the same latent
topic. We down-weight this quantity further to adjust for the fact that even if two words are
always drawn from the same topic, this does not imply that the words are perfect substitutes
or synonyms.
The core results of our analysis do not meaningfully change when the word-to-word weight
matrices are constructed with the procedure described in this section. This is not ex post
surprising because there is a strong, positive association (correlation ≈ 0.99) between GCS
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values at the meeting level generated using our two methods of calculating semantic similarity. We leave improvements to the generation of this matrix—such as how to aggregate
specialized dictionaries with existing lexical taxonomies, such as WordNet—as a task for
future research.

APPENDIX B: A BOUND ON BIAS IN SIMILARITY WHEN TRIMMING VECTORS
In this section, we provide a proof that dropping rare words will have a limited effect on
our results, while increasing computation efficiency substantially. As a supplement to the
results presented in Figure 2, this bound justifies our ex ante dimension reduction in the
analysis (i.e., moving from over 34,000 word-stems present in the original public and private
documents, to the study sample of 4,030 stems that intersect with the ODE).

Proposition 1: Suppose x = (x01 , x02 )0 and y = (y10 , y20 )0 are vectors in Rn+ , where ||x|| ≥
||x1 || ≥ c||x|| and ||y|| ≥ ||y1 || ≥ c||y||. Then |CS(x, y) − CS(x1 , y1 )| ≤ 1 − c2 .

Proof: First, note that ||x2 || ≤

√

1 − c2 ||x|| and ||y2 || ≤

p

1 − c2 )||y||. |CS(x, y)−CS(x1 , y1 )| =

<x,y>
<x1 ,y1 >
<x1 ,y1 >
1 || cos(θ1 )
1 )+||x2 ||·||y2 || cos(θ2 )
1 >+<x2 ,y2 >
| ||x||·||y||
− ||x
| = | <x1 ,y||x||·||y||
− ||x
| = | ||x1 ||·||y1 || cos(θ||x||·||y||
− ||x1 ||·||y
|
||x1 ||·||y1 ||
1 ||·||y1 ||
1 ||·||y1 ||
1 ||−||x||·||y||)
cos(θ1 ) +
= | (||x1 ||·||y
||x||·||y||

||x2 ||·||y2 ||
||x||·||y||

cos(θ2 )|

1 ||·||y1 ||)
2 ||·||y2 ||
≤ max{ (||x||·||y||−||x
cos(θ1 ), ||x||x||·||y||
cos(θ2 )}
||x||·||y||

≤ max{(1 − c2 ) cos(θ1 ), (1 − c2 ) cos(θ2 )} ≤ 1 − c2 .

Proposition 2: Suppose x = (x01 , x02 )0 and y = (y10 , y20 )0 are vectors in Rn+ , where ||x1 || = c||x||
and ||y1 || = c||y||. Then |CS(x, y) − CS(x1 , y1 )| = |(1 − c2 )(CS(x2 , y2 ) − CS(x1 , y1 ))|.

Proof: First, note that ||x2 || =

√

1 − c2 ||x|| and ||y2 || =

p
1 − c2 )||y||. |CS(x, y)−CS(x1 , y1 )| =

<x,y>
<x1 ,y1 >
<x1 ,y1 >
1 )+||x2 ||·||y2 || cos(θ2 )
1 || cos(θ1 )
1 >+<x2 ,y2 >
| ||x||·||y||
− ||x
| = | <x1 ,y||x||·||y||
− ||x
| = | ||x1 ||·||y1 || cos(θ||x||·||y||
− ||x1 ||·||y
|
||x1 ||·||y1 ||
1 ||·||y1 ||
1 ||·||y1 ||
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= |(c2 − 1) cos(θ1 ) + (1 − c2 ) cos(θ2 )| = |(1 − c2 )(CS(x2 , y2 ) − CS(x1 , y1 ))|.

APPENDIX C: EFFECTS OF SAMPLE SIZE

In this section, we discuss the mechanical effects that the length of the documents may
have on similarity (Gentzkow et al., 2015). The intuition for the concern is as follows: for a
given document length, as the number of dimensions increase, so too will the variance of the
count for each dimension. This will mechanically lower estimated similarity.
In order to study how important this effect is in our setting, we run two tests. In Figure 11,
we study the observed correlation in the pre-period of document length and similarity. On
the x-axis we plot the (standardized) geometric mean of the length of the public and private
documents, and on the y-axis we plot the similarity. A one standard-deviation increase in
average document length is predicted to decrease document similarity by 0.001. This suggests
that, over the range of document lengths in the sample, more words does not particularly
cause more similarity.
In Figure 12, we undertake simulations under the following thought experiment. Suppose
each document were a draw from an underlying probability distribution for each word, where
each document type in each period has its own multinomial distribution. Each word’s probability comes from its share of usage for its document type in its period. The left panel
plots the mean change in similarity for each meeting, and the right panel plots the change in
the underlying “treatment” effect. For cosine similarity, the standard deviation of estimated
change is 0.002, and the mean is -0.003, so the mean simulated similarity understates the
observed effect by -3%. For generalized cosine similarity, the mean simulation overstates the
observed effect by 0.9%.
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APPENDIX D: THEORETICAL MODEL

In this section, we develop a framework for considering the effects of transparency on
deliberations. We maintain the intuition of Prat (2005) and Ottaviani and Sørensen (2001),
where transparency can lead agents to pool their behavior around public signals. However,
we build on those models by having the public’s interest be of kind, not of degree. 21 We
consider a representative FOMC member, abstracting from “conversation.” We allow for
two types of responses to transparency: a secular increase in effort, and a shift of effort
across topics (e.g., Holmstrom, 1979; Holmstrom and Milgrom, 1991). A change in language
due to combinations of the two will have ambiguous effects on welfare. The welfare effects
of transparency, therefore, will be difficult to sign from just observing a change in language.
In each period, the FOMC undertakes effort in order to be able to say more about each
topic in the meetings. The public cares about having high-effort FOMC members, but also
may care differentially about effort placed on certain topics (such as inflation, as in Lucas Jr,
2000). The FOMC’s utility comes from spending more effort discussing topics which ex-post
were important, and potentially from appearing high-effort to the public. 22 In the public
statements, the FOMC similarly expends effort to discuss each topic in more detail, and
earns credit for spending more time on more important (to the public) topics.
The framework confirms the intuition that if the FOMC puts weight on public opinion,
transparency will lead the FOMC to adjust its speech. In particular, the change of the cosine
similarity between the deliberations and public statements captures will increase captures
the relative amount that the FOMC cares about public opinion.

21

That is to say, the public cares more about some topics, but does not have opinions on appropriate
actions within each topic.
22
In our interviews with central bankers, one concern with transparency was that it might particularly
affect those who are looking to be written about “in the history books.”
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D.1. Framework of FOMC Effort
The FOMC benefits from discussing more important topics more. For each of the I topics,
γi ∈ (0, 1) is the measure of the ex-post importance of topic i, with E (γi ) = pi . τ ∈ [0, 1]
indicates the level of transparency. 23 ei denotes the amount of costly effort that the FOMC
exerts on the topic: in order to discuss a topic in depth, more costly preparation is needed.
The public judges the FOMC member through a weighted average of the total effort, where
P
each topic has weight weights σi , and
σi = 1. β, α, and c mediate the amount that the
FOMC member cares, respectively, about having put forth effort on important topics, public
opinion, and exerting effort. The utility function from the deliberations is therefore:
X

βγi ei + ατ σi ei −

i

1 2
·e .
2c i

The return to the press releases is similar, but with two differences. The first is that
the press releases are, tautologically, fully transparent. Second, the only return to the press
release is through public opinion—the FOMC gains no extra utility from discussing ex-post
P
1
important topics. Utility from their press releases is therefore i σi mi /`m − 2d
· m2i , where
mi is the effort used to publicly speak about issue i.
The optimal effort for each topic in the deliberations is e?i (τ ) = c (βpi + ατ σi ). In the
press release, optional effort is m?i = dσi . To a first order, the growth in similarity from τ0
to τ1 is

X α (τ1 − τ0 )  σ 2
σ
p
i
i
i
c =
CS
− 0
.
0p
β
σ
p
p
i
This implies that if we had a measure of the increase in similarity (τ1 − τ0 ), we would be able
to calculate

α
β

given a change in topic usage. However, we do not observe topics, we observe

23

τ is not necessarily equal to 0 before the policy reform—even though there were no public transcripts,
some information about the deliberations may still have been made public, as in (Friedman and Schwartz,
1963).
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word choices. The generalized cosine similarity approach can connect the two.

D.2. From topics to words
In this subsection, we show that, under reasonable assumptions, there will be an increase
in the cosine similarity of the observed language if and only if there is an increase in the
similarity of the underlying topics. First, suppose that there are is some one-to-one and linear
function f (·) : RI → RD which determines language choice as a function of topics. Second,
suppose that the effort placed on each topic can be expressed as some linear combination of


σ and p. If CS (bp + ad σ, ap σ) < CS b̃p + ãd σ, ap σ , then, by linearity and monotonicity,
 


CS (f (bp + ad σ) , f (ap σ)) < CS f b̃p + ãd σ , f (ap σ) . As a result, a test of the the
effect of transparency on deliberations is the effect of transparency on the cosine similarity
of the words used in the public and private documents.
A way to generate f (·) is through a topic to word matrix T where tij is the number
of times word i is said for one “unit” of topic j, and with linearly independent columns.
From word vectors w0p , w1p , and wm , there are unique vectors α0p , α1p , αm such that w0p = T α0p ,
w1p = T α1p , wm = T αm .
If we use (T (T T 0 )−1 (T T 0 )−1 T 0 ) as a weight matrix for the word vectors, we will find an
increase in the generalized similarity of the word vectors if and only if there is an increase in
similarity of the topic vectors. However, this will not satisfy all of the properties of generalized
cosine similarity, since it is not positive definite, so we leave a full micro-foundation of
semantic similarity measures for future research.
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Figure 1: Naming Conventions of Federal Reserve documents from 1967–2007

Notes: Our study uses documents from 1976 to 2007. We sometimes generically refer to the
summaries as “minutes” and the detailed internal information as “transcripts.” This figure shows
the underlying names that were contemporaneously used by the FOMC.
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Figure 2: Cosine similarity of FOMC transcripts and
corresponding public summaries from 1976–2007

Notes: This figure plots the similarity of each period’s FOMC Transcript and its associated Public
Summary, where each dot corresponds to one period. The first panel includes all word stems in
the raw data (a total of 34,616 stems), the second panel includes the subset of stems that appear
at least once in the Dictionary of Economics (4,032 stems), and the third panel uses the
Generalized Cosine Similarity measure, using the dictionary definitions as weights (4,032 stems).
The vertical line corresponds to the timing of the policy change.
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Figure 3: Approximate and observed growth for cosine and generalized cosine
similarity

Notes: We compare the similarity of the public and private documents in each meeting, relative to
the similarity of the benchmark averages. The y-axis is the true growth of similarity, and the
x-axis is the first-order approximation to growth, following Equation 3. The left panel is the
unweighted cosine similarity, and the right panel uses the generalized cosine similarity, which
takes into account semantic relations. The correlation between the approximation and truth is
close to 0.9. The dashed line is the 45-degree line, and the solid line is a locally weighted
scatterplot smoothing line.
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Figure 4: Extended cosine similarity of FOMC transcripts and
corresponding public summaries from 1976–2007

Notes: This figure plots the “treatment effect” of transparency under different weighting schemes.
We calculate CS (pm , q m ) for various levels of m, where m = 21 corresponds to the Atkinson Index
and m = 1 is Cosine Similarity. The x-axis corresponds to m, and the y-axis is the change in
average similarity before and after the policy change.

33

Figure 5: Decomposition of similarity growth into public and private
contribution

Notes: This figure plots the first-order approximation to the Cosine (left panel) and Generalized
Cosine (right panel) similarity of the public and private documents over time. The blue line
corresponds to the transcripts’ contribution, and the dashed red line to the public statements’.
The vertical line corresponds to the policy change. Both panels suggest nearly all of the observed
change in similarity is attributable to variation in the meeting transcripts after the transparency
reform.
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Figure 6: Permutation tests of the change in cosine similarity

Notes: This figure plots, on the left, the permuted counterfactual change in similarity for the
transcripts (top panel) and public statements (lower panel). Each light gray dot corresponds to
one meeting’s placebo change in similarity for one of the 5000 permutations. The black dots
represent the observed values in the sample. The figures on the right show the distribution of
permuted “treatment effects,” comparing the average difference in similarity for the fifty meetings
immediately before the policy change to the fifty meetings immediately after. The vertical,
dotted-line line represents the observed effect in the data.
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Figure 7: Permutation tests of the change in generalized cosine similarity

Notes: This figure plots, on the left, the permuted counterfactual change in similarity for the
transcripts (top panel) and public statements (lower panel). Each light gray dot corresponds to
one meeting’s placebo change in similarity for one of the 5000 permutations. The black dots
represent the observed values. The figures on the right show the distribution of permuted
“treatment effects,” comparing the average difference in similarity for the fifty meetings
immediately before the policy change to the fifty meetings immediately after. The vertical line
represents the true effect in the data.
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Figure 8: Cumulative contribution of word’s similarity growth

Notes: This figure shows the cumulative change in average similarity. Words (in the transcripts on
the left, and public statements on the right) are ordered on the x-axis according to their
contribution to the aggregate change in similarity of the public and private documents. On the
y-axis is the cumulative sum of similarity until that rank. The dashed lines represent 90% of the
total decrease (left) and increase (right) in similarity.
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Figure 9: Relative contributions by individual words to growth in cosine
similarity and generalized cosine similarity

Notes: This figure plots individual word/document dyad’s contribution to the average change in
Cosine (top) and Generalized Cosine (bottom) Similarity after the policy change. The 20 words
that led to the largest increase and decrease in similarity are represented. The words with a
corresponding up (down) arrow are those whose usage increased (decreased) in that document.
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Figure 10: LDA topics in the ODE
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Notes: This figure shows the 10 most “indicative” entries for each topic using estimates from the
Relational Topic Model algorithm (Chang and Blei, 2009, 2010) on the Oxford Dictionary of
Economics. For illustrative purposes, we labeled the topic titles after inspecting the estimates,
though distinctions between them are often reasonably arbitrary.

39

Figure 11: Close to no association between document length and similarity in
the pretreatment period

Notes: This figure shows the relationship between document length and similarity. Each point
represents one meeting, with the x-axis representing the (standardized) geometric mean of the
lengths of the public and private documents, and the y-axis representing the similarity of the
public and private documents. The solid line is the best fit line (slope = −0.001), and the dashed
line is a locally weighted scatterplot smoothing.
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Figure 12: Simulated change in similarity using documents generated from
observed word proportions

Notes: We simulated 1000 iterations of both private and public documents. For each period, we
took the true length and proportion of each word in each type of document, and used those as the
underlying probabilities for a multinomial distributions, maintaining the true length of each
document. Within each iteration, we then calculated the vector similarity of the counterfactual
documents. In the left panels, we plot the gap between the mean simulated similarity and the
similarity in the data. In the right panels, we show the distribution of the bias of estimated
“treatment effects.”
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Table I: Effect of Transparency on Document Similarity
Cosine Similarity
Benchmark Sample: Sample:
Sample:
Window {1 − 25} {1 − 50} {25 − 75}
0.115
0.221
0.333
{1 − 25}
(0.031)
(0.038)
(0.015)

Generalized Cosine Similarity
Sample: Sample:
Sample:
{1 − 25} {1 − 50} {25 − 75}
0.053
0.113
0.182
(0.015)
(0.018)
(0.008)

{1 − 50}

0.122
(0.034)

0.235
(0.041)

0.35
(0.015)

0.057
(0.016)

0.122
(0.022)

0.198
(0.009)

{25 − 75}

0.109
(0.037)

0.214
(0.04)

0.311
(0.015)

0.056
(0.018)

0.12
(0.022)

0.196
(0.009)

Notes: OLS estimates of the effect of transparency on the similarity of FOMC deliberations and
public statements. The various columns represent different samples, they are always symmetric
(so {25 − 75} means the meetings 25th to 75th meetings both before and after the policy change).
Each row represents a different benchmark for determining the growth rate. The outcome is the
approximated growth rate from Equation 3. Newey and West (1994) standard errors in
parenthesis.
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