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Abstract

We study a model of mechanism design in which the designer cannot force the
players to use the mechanism. Instead they must voluntarily sign away their decision
rights, and if they instead keep their decision rights they act on their own accord.
We ask what social choice functions can be implemented uniquely in this setting. We
show that when there is no incomplete information among the players our analysis
differs little from that of the standard framework. However when there is incomplete
information among the players we identify social choice functions which are uniquely
implementable in the standard framework but cannot be implemented uniquely in ours.
In some cases, simple mechanisms intended to produce desirable equilibria also produce
equilibria with very bad welfare properties. We see this as a caution to applications of
the standard analysis to the design of real markets.

1 Introduction

The standard frameworks in market design, mechanism design, and implementation theory
take the outcome space as given, but afford the mechanism designer the freedom to design the
whole message space and the mapping from messages to outcomes, and these three objects
constitute the entire game form. The motivation of this paper is the assertion made by
Hurwicz (1994) that an important extension of the theory will be to appreciate that there are
aspects of the world beyond the control of the mechanism designer. Often it is more realistic
to take some pre-existing game, with actions and utility functions given, and to assume that
the designer can add a credible mediator to the game that can act on behalf of the players,
but cannot prevent the players from declining to use the mediator and acting on their own.
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This may be a sensible approach for many market design applications. For instance,
hospitals and residents who use the centralized clearinghouse known as the National Residency
Matching Program are committed to follow through with their assigned match.1 However
there is no legal barrier preventing members of either side of the market from declining to use
the mechanism and finding a match and negotiating its terms outside of the clearinghouse.
This was becoming increasingly common in the early 1990s before the clearinghouse was
redesigned to better accommodate couples seeking two jobs.2 Thus, in addition to incentive
compatibility and stability, it is among the onuses of the designer to design a clearinghouse
that he is confident will be used by the desired players. A similar case can be made for the
sensibility of this approach when analyzing school choice and kidney exchange, as in both
instances there are high profile issues of non-participation in the centralized clearinghouse
(in school choice of schools withholding vacant seats and in kidney exchange of hospitals
witholding easy to match patients),3 but conditional on entering the clearinghouse the
outcomes are binding.

Kickstarter is another example of a mechanism that fits this framework nicely. Users
of this crowdfunding platform who would like to fund projects can pledge to finance any
fraction of a project they choose. Users’ pledge amounts are only withdrawn if a project’s
pledge goal is surpassed. However (obviously) agents on both sides of the market are free to
decline Kickstarter’s service and to transact in the traditional fashion. There are many other
marketplaces and mechanisms, broadly construed, which fit squarely within this framework.
These include many auction settings, Tinder,4 and the National Popular Vote Bill.5

What is clear from each of these settings is that in addition to inducing desirable outcomes
conditional on being used, the chosen mechanism must also attract users who could otherwise
decline to use it and act on their own behalf. In game theoretic parlance this is known as
an individual rationality constraint, and the standard analyses often either assume it is an
exogenous minimum utility each agent must be assigned, or abstract from it altogether.

We present a model where not only is the individual rationality constraint endogenous -
determined both by the chosen mechanism and by the behavior of other players - but also it
will in some cases be violated, even when the standard analyses assure us it will be satisfied.
In particular, we ask when there exists a mechanism for a given game that can ensure all
equilibria implement a satisfactory outcome. We show potentially surprising cases for which
there is a range of outcomes that no mechanism can implement uniquely. Our negative
results do not hold when players have complete information about the state of the world
(even if the designer does not), but once players are imperfectly informed, mechanisms can
fail for a variety of reasons. Players can choose not to use the mechanism as a way to signal
their private information, potentially to the detriment of others. Mechanisms can also fail
to achieve their desired outcomes due to a form of adverse selection that discourages “good
quality” users from using the mechanism.

1see http://www.nrmp.org/policies/the-match-commitment/
2see Kojima et al. (2013)
3see Abdulkadiroglu et al. (2005), and Ashlagi and Roth (2014) respectively
4A dating app that allows users to indicate interest in one another, but only reciprocal interests are

communicated to relevant parties.
5An ongoing effort to move the structure of US democracy from the electoral college system to a popular

democracy. See http://www.nationalpopularvote.com/
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Our paper fits into several literatures. Maskin (1999) is the seminal paper in imple-
mentation theory in games of complete information, which now forms a large body of work
asking the question in what settings a social choice function can be implemented uniquely
under a variety of solution concepts. Jackson (1991) finds analogous necessary and sufficient
conditions for implementation in games of incomplete information. One recent paper that
asks which actions in a pre-existing game form can be implemented uniquely is Kar et al.
(2010). We refer interested readers to Jackson (2001) and Maskin and Sjöstrom (2002) for
two surveys of this literature.

Several papers have explored the implementation theoretic agenda while relaxing some of
the canonical model’s assumptions. The most prominent assumption lifted among these is
that agents must accept the mechanism’s proposal even off the equilibrium path. Jackson
and Palfrey (2001) examine a version of the standard model where after the mechanism
suggests an outcome, each player can veto it in favor of an exogenous outside option. Maskin
and Moore (1999) and Segal and Whinston (2002) explore a similar model in which after
the mechanism suggests a Pareto inefficient outcome, players can renegotiate to a Pareto
efficient outcome. Each paper derives fairly permissive conditions similar in spirit to the
original monotonicity condition of Maskin (1999). We are not aware of any paper lifting the
assumption that players must use the mechanism rather than acting on their own accord, as
we do in this paper. In contrast to the previously mentioned papers, we prove a theorem
indicating that permissive results similar to the monotonicity conditions in the literature will
not hold in our setting.

We are not the first to study a model of mechanism design with endogenous individual
rationality constraints. Katz and Shapiro (1986), and Jehiel and Moldovanu (2001) are part
of a literature studying auctions in the presence of externalities, such that one’s willingness to
pay for a good is determined by the goods others are likely to win, and all of these are jointly
determined by the chosen auction mechanism. Tirole (2012) and Philippon and Skreta (2012)
study models of a government designing an asset buyback scheme in which the scheme chosen
(a price in their models) determines what assets remain in the free market, which in turn
determines the price at which the free market clears. In their models the endogeneity derives
from an informational externality from the government purchasing scheme. An informational
externality also drives our results in the incomplete information setting.

Our model closely resembles that of Myerson (1991), Kalai et al. (2010), Ashlagi et al.
(2007) and Forges (2013). These papers characterize the set of (Bayesian) Nash equilibria
implementable via some mediator in a one shot game (the first two in games of complete
information and the latter two in games of incomplete information). Monderer and Tennen-
holtz (2009) ask what outcomes can be implemented in strong Nash equilibrium using some
mediator. All of these ask questions about the existence of an equilibrium outcome, not its
uniqueness. In contrast, we modify the model and solution concept to address the question
of when an outcome can be implemented uniquely via some mediator.

Lastly, there has been a recent interest in applied models in which players can choose not to
participate in particular mechanisms. Sönmez (1999) and Kesten (2012) among others study
a form of manipulation in school choice problems in which schools and students prearrange
their matches prior to use of a centralized mechanism. Ekmekci and Yenmez (2014) study
a model of school choice in which schools may opt out of the central matching mechanism.
They show there is no equilibrium where all schools join some mechanism producing a stable
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match as in this case each would prefer to unilaterally opt out of the central mechanism and
find students in a later stage of the game.

The remainder of the paper is organized as follows. In Section 2 we describe the model
and notation. In Section 3 we analyze the complete information case and make a simple
observation about which outcomes can be implemented uniquely via some mediator. In
Section 4 we analyze games of incomplete information and provide several examples in
which the standard implementation theoretic analysis predicts that good outcomes can be
implemented uniquely. We show that when the mechanisms are viewed as part of a broader
game where agents may opt out and play on their own, not only do they fail to implement
their desired outcomes uniquely but they can also introduce equilibria that are for some
players, worse than all equilibria of the original game. We see this as a caution to the standard
analysis, especially when applied to the design of actual markets. Section 5 concludes.

2 The Model

Let Γ = 〈N, {Ai,Θi, ui}i∈N , q〉 be a normal form game of (potentially) incomplete information,
where N = {1, · · · , n} is the finite set of players, and for every i ∈ N , Θi is a set of types,
Ai is a finite set of actions, and ui : Θ × A → R is a Bernoulli utility function, where
Θ = Π

i∈N
Θi and A = Π

i∈N
Ai. Last, q is a probability distribution over Θ from which each player

derives their conditional beliefs using Bayes law. Mixed strategy action profiles are defined in
the usual way. We assume that agents are expected utility maximizers, and slightly abuse
notation by denoting the linear extension of the Bernoulli utility function by ui. Note that
this formulation nests games of complete information as a special case. We write XS = Π

i∈S
Xi,

and for a vector x we write xi to refer to its i’th component, x−i = (x1, · · · , xi−1, xi+1, · · · , xN )
and xS = Π

i∈S
xi. We denote random variables with a tilde over them.

A mediator is a tuple M = 〈R, (µS)S⊆N〉, where R = Π
i∈N

Ri is a finite message space and

for every subset S ⊆ N , µS is a mapping from messages in RS to outcomes, described more
fully below. With an eye toward practicality, the assumption that Ri is finite should be
unobjectionable (e.g. if we hope to implement the mediator via computer).6

The key novelty in our model is that players are not required (but have the option) to sign
away their decision rights to the mediator, which is akin to participating in the mechanism
in the standard analysis. Those that sign away their decision rights will then specify some
message ri ∈ Ri, which is a designable object, and our analog of the message space in the
standard mechanism design problem.

For each possible set S of players that sign away their decision rights to the mediator,
µS : RS → ∆( Π

i∈S
(Ai ∪ {∅})) is a mapping from instructions that the players in S send the

mediator to a mixed profile on behalf of those players. The mediator does not need to act on
behalf of all players in S. It may return their decision rights to a subset of the players in

6As will be detailed shortly, the solution concept we use is trembling hand perfect equilibrium in the agent
normal form which is defined over finite action spaces. The assumption of finite action and message spaces
can be relaxed considerably with a suitable generalization of trembling hand perfect equilibrium to games
with infinitely many actions (see Simon and Stinchcombe (1995)).
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S, which is denoted by the outcome ∅. These mappings from messages in RS to actions in
∆( Π

i∈S
(Ai ∪ {∅})) are the analog of the mapping from messages to outcomes in the standard

mechanism design problem.
There are two major distinctions in this model relative to the standard model. The first

is that using the mediator is optional, and hence a different outcome function µS must be
designed for each possible set of participants S. The second distinction is that the mediator
can return a player’s decision rights and have them choose their own action in Stage 3.

A note about the functionality of mediators is in order. A mediator is a form of coalitional
commitment and coordination. Players who sign away their decision rights to the mediator
are committed to following through with the mediator’s recommendation, and the mediator
can be used to coordinate players actions when the state is incompletely known by some
players. Finally, our notation implies that mediators can implement correlated distributions
over action profiles. We make this modeling assumption to accommodate general mediators
but none of the results that follow substantively depend on this assumption.

A mediator M applied to Γ induces a three stage mediated game ΓM .

• In Stage 1 each player i ∈ N simultaneously chooses a message mi ∈ {yes, no}. This is
their decision of whether to sign away their decision rights to the mediator. We denote
mixed strategies at this stage by pi : Θi → [0, 1] where pi(θi) is the probability that
player i of type θi chooses mi = yes. Let S̃p = {i ∈ N : mi = yes}. This is the set of
players who choose to use the mediator. Note that the set S̃p is random and determined
by the realization of the players’ potentially mixed strategy profile.

• In Stage 2 each i ∈ S̃ chooses a message ri ∈ Ri. Mixed strategy action profiles are
denoted by ζi : Θi → ∆(Ri). Let S̃ ′p,ζ = {i ∈ S̃p : µS̃p(rS̃p)i 6= ∅}. This is the set of

players for whom the mediator chooses an action. Note that even conditional on S̃p the
set S̃ ′p,ζ is random, both because players can randomize their reports in this stage and
because the outcome function µS̃p may utilize randomization. Players do not observe
which other players delegated their decision to the mediator (i.e. they do not observe
the vector m−i).

• In Stage 3 each player i ∈ N \ S̃ ′ chooses a (potentially mixed) strategy σi : Θi ×Hi →
∆(Ai), where Hi is the set of player i’s potential private histories (i.e. his actions in
Stages 1 and 2). Players do not observe the vector m−i or µS̃(rS̃), but they do observe
whether they are called to act in Stage 3.7

• Payoffs are E(ui(σN\S̃′
p,ζ
, µS̃p(rS̃p)S̃′

p,ζ
, θ)|θi) for player i.

In words our model is as follows. In Stage 1 each player chooses whether or not to sign
away his or her decision rights to the mediator. In Stage 2 each of the players who signed his
or her decision rights to the mediator then sends it an instruction ri from the pre-specified
set of instructions Ri. The mediator then (mechanically) determines whether or not to act
and what action to choose on behalf of each of the players who signed away their decision

7This assumption is without loss of generality as players’ decisions are only payoff relevant if they are
called to act in Stage 3 and thus can always condition their Stage 3 strategies on being called to act.
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rights, as a function of the instructions they all sent. In Stage 3, all players for whom the
mediator did not act (either because they did not sign away their decision rights, or because
after signing away their decision rights the mediator did not act on their behalf) choose their
own actions, potentially conditioning on both their type and their private histories. Then
payoffs are realized.

The solution concept we employ is trembling hand perfect equilibrium in the agent normal
form (hence forth referred to as “equilibrium”). It requires that each player is best responding
to a sequence of totally mixed strategy profiles that converges to the equilibrium strategy
profile, such that “trembles” are independent across stages. More formally, this solution
concept is equivalent to a trembling hand perfect equilibrium of a corresponding game in
which each information set at which a player i is called to act is treated as a separate agent
that shares i’s preferences. (Henceforth we refer to the players i ∈ N as “players”, and their
agent counterparts in the agent normal form as “agents.”)

A few comments about modeling choices are in order. We have chosen a solution concept
with “trembles” because the questions we ask are all related to uniqueness of equilibrium
outcomes. The set of Nash equilibrium outcomes of Γ will always be included in the set
of perfect Bayesian Nash equilibrium outcomes of ΓM , because if no one signs away their
decision rights to the mediator, there is no benefit from unilaterally deviating and signing
away one’s own decision rights. Thus, we require “trembles” to provide non-trivial answers
to questions about uniqueness.

We do not allow players to observe the actions and outcomes of previous stages of the
game. We made this modeling decision for a number of reasons. First, allowing players to
observe what had occured in previous stages of the model would introduce mediators that
enabled the first mover advantage on behalf of select players. While this may be a realistic
economic force in some mechanism design applications, it is not the force we aim to study.
Second, we do not want to take a strong stance on the order of the stages in our model.
In some markets these stages may happen simultaneously, and in other markets they may
happen in an order different from the one we’ve specified. By laying out an order of the stages,
we are able to use a standard solution concept that requires “trembles” to be independent
across the different elements of the decision process. Aside from this independence, however,
we do not make use of the sequentiality of our setup, and thus the stages could be reordered
and nothing substantial in the analysis would change.

We conclude this section with two definitions that will be useful throughout the analysis.

Definition 1. For a simultaneous move game Γ, we write
CE(Γ) = {σ : σ is a correlated equilibrium of Γ}.8
We write THPE(Γ) = {σ : σ is a trembling hand perfect equilibrium of Γ}.

Definition 2. A social choice function (SCF) is a function f : Θ → ∆(A). The SCF f(·)
can be implemented uniquely if there exists a mediator M that induces a mediated game ΓM

whose unique equilibrium outcome is f(θ) for all θ ∈ Θ.9

8The set of correlated equilibria of Γ is the set of Nash equilibria of the game Γ augmented with a public
randomization device.

9Our definition allows that the mediated game has several equilibria, so long as they all result in the same
outcome f(θ) for all θ ∈ Θ.
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3 Analysis of the Complete Information Case

One standard information structure analyzed in the implementation theory literature dictates
that the players know one another’s type with certainty, but the designer does not. Given a
social choice function f(·) the challenge in this setting is to design a mediator such that no
matter the state of the world θ, all equilibria of the game induced by the mediator result in
the distribution over action profiles f(θ). To give some intuition for how this model works,
and to set a benchmark for the incomplete information setting, we analyze this case first.

We will shortly make use of the following two definitions.

Definition 3. A social choice function f(·) satisfies the näıve individual rationality constraint
if E(ui(f(θ), θ)|θi) > E(ui(σ, θ)|θi) ∀σ ∈ CE(Γ) ∀i, θi ∈ Θi.

That is, f(·) satisfies the näıve individual rationality constraint if it ex-interim Pareto
dominates all correlated equilibria of Γ.

Definition 4. Consider a modified version of the model for which all players are required to
choose mi = yes in Stage 1, and the set of possible mediators is restricted to those whose
outcome never includes returning a player’s decision rights (i.e. µN (rN )i 6= ∅ for all rN in RN

and i in N) . We say a social choice function f(·) is implementable in the standard analysis

if there exists a mediator M = 〈R, (µS)S⊆N〉 such that f(·) is the unique outcome of all

equilibria of the game induced by M under the above restrictions, and f(·) satisfies the näıve
individual rationality constraint.

That is, a social choice function f(·) satisfying the näıve individual rationality constraint
is implementable in the standard analysis if,

• abstracting from the entry decision (i.e. abstracting from the endogeneity of the
individual rationality constraint), there is a mediator that uniquely implements f(·)
and

• the mediator never returns anyone’s decision rights in Stage 3 (thereby making Stage 3
actions payoff irrelevant).

Theorem 1. Under complete information, any SCF f(·) that is implementable in the standard
analysis can be implemented uniquely.

The intuition behind the theorem is as follows. Let M be the mediator used to implement
f(·) in the standard analysis. The mediator M used to implement f(·) uniquely is one where
if all players sign away their decision rights to the mediator, then it treats their messages in

the same way that M would. If only a strict subset of players signs away their decision rights
to the mediator (i.e. if some player i chooses mi = no) then the mediator does nothing on
anyone’s behalf and lets them act on their own in Stage 3.

Since everyone acts as if Stage 3 is payoff relevant, conditional on reaching it the players
are guaranteed to choose some σ′ ∈ CE(Γ).10 Likewise, the “trembles” guarantee that

10Here we use CE(Γ) rather than a non-correlated solution concept because by randomizing their Stage
1 strategies and conditioning their Stage 3 actions on their realized Stage 1 actions, players can use the
mediator as a crude Stage 3 correlating device.
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everyone acts as if their Stage 2 actions are payoff relevant, and thus in any equilibrium
they must be playing according to some Stage 2 strategies ζi that form an equilibrium in the
modified game. Thus, everyone prefers the mediated outcome to any outcome that might be
achieved in Stage 3. Since, from player i’s perspective, trembles guarantee all other players
j 6= i choose mj = yes with positive probability, and since if some player j 6= i chooses
mj = no then mi = yes is payoff equivalent to mi = no, it is a strict best response for player
i to choose mi = yes.

Proof sketch. Suppose f(·) satisfies the condition of Theorem 1 for some game Γ. Let

M = 〈R, (µS)S⊆N〉 be the mediator that implements f(·) uniquely in the modified game.

Define a new mediator M =
〈
R, (µS)S⊆N

〉
with µS as follows:

Let µS(rS) =

{
µN(rs) if S = N

∅S else

where ∅S denotes an S-vector all of whose components are ∅.
Let ζ i be a profile of Stage 2 reporting strategies that form an equilibrium in the modified

game specified by the standard analysis. We know that if all players choose mi = yes in

Stage 1, follow ζi in Stage 2, and play according to some σ ∈ THPE(Γ) in Stage 3, the
outcome will be f(θ).

First, it is easy to see that the above behavior constitutes an equilibrium of ΓM . Players
are trivially best responding to each other in Stage 2. In Stage 1, the only possible deviation is
for some player to choose mi = no with positive probability. But in this case everyone’s Stage
3 profiles become payoff relevant and the outcome is σ which is strictly Pareto dominated by
f(θ). Stage 3 strategies are best responses to one another by construction.

It remains to be seen that all equilibria of ΓM implement f(·). The Stage 3 strategies of

any equilibrium of ΓM must be some σ′ ∈ CE(Γ), since players always act as if Stage 3 is
payoff relevant because they are best responding to a sequence of totally mixed strategies.
Similarly trembles guarantee that in any equilibrium all players behave as if Stage 2 reports
ζi are payoff relevant. Since the only case in which they are payoff relevant is when all agents
chose mi = yes in Stage 1, the profile of Stage 2 strategies ζi must also be an equilibrium of
the modified game specified by the standard analysis, and thus conditional on reaching Stage
2, the outcome of the equilibrium will be f(θ).

Lastly, in any equilibrium profile with Stage 2 and 3 behavior satisfying the above criteria,
it must be that all players choose mi = yes. This is because in the event that some j 6= i
chooses mj = no, no agent k 6= i can detect i’s Stage 1 action, so mi = yes is payoff equivalent
to mi = no. However if mj = yes ∀j 6= i, then choosing mi = yes approximately guarantees
i the outcome f(·), and choosing mi = no approximately guarantees him some σ′ ∈ CE(Γ).
Thus since f(·) satisfies the näıve individual rationality constraint, choosing mi = yes yields
a higher payoff than mi = no.

Before proceeding to the analysis of games of incomplete information, we present an
example to show that the sufficient conditions of Theorem 1 are not necessary for unique
implementation. Specifically, in the example below we show a SCF that doesn’t satisfy the
näıve individual rationality constraint but can be implemented uniquely.
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Example 1.

H L
C D C D

C 2,2,0 0,3,0 C .02,.02,.01 0,.03,.01
D 3,0,0 1,1,1 D .03,0,.01 .01,.01,.01

Figure 1

The game depicted in Figure 1 is a 3 player simultaneous move game of complete
information (with a degenerate state space). The payoffs for the (r)ow and (c)olumn players
resemble a prisoners’ dilemma, where their payoffs are multiplied by .01 when the (m)atrix
player chooses L. When the row and column player each choose D, the matrix player’s best
response is H, and against all other pure strategy profiles her best response is L. The game
is solvable by iterated deletion of strictly dominated strategies and the unique correlated
equilibrium is (D,D,H), where the convention we use is that the row player’s action is listed
first, column player’s second, and matrix player’s third. This outcome results in the payoff
profile (1, 1, 1).

Now consider the following mediator M = 〈R, (µS)S⊆N〉 where R is any arbitrary finite

set and µS(rS) =


(C,C, ∅) if S = N

(C,C) if S = {r, c}
∅S else

That is, if the row and column players both sign away their decision rights to the mediator
then it will choose C on their behalf. Otherwise it does nothing. Note that the mediator
never acts on behalf of the matrix player.

It is easily verified that in all equilibria of this mediated game the row and column players
sign away their decision rights to the mediator, and the matrix player chooses L in Stage 3.
The unique equilibrium outcome results in a payoff profile (.02, .02, .01), which is worse for
all players than the unique correlated equilibrium outcome of the original game. Thus this
example shows the existence of a complete information environment Γ for which there is a
SCF f(·) that can be implemented uniquely, and where f(·) is ex-interim Pareto dominated
by all σ ∈ CE(Γ) (and therefore does not satisfy the näıve participation constraint).

4 Analysis of the incomplete information case

We now extend the analysis to games of incomplete information. This is the case in which
there is not only uncertainty about the state of the world on the part of the designer, but also
uncertainty among the players. The insight we aim to capture in this section, through two
examples and a theorem, is that some mechanisms that appear to uniquely implement some
desirable outcome under the standard analysis, may fail to do so in our setting, and may
introduce new undesirable equilibria. In particular, counter to Theorem 1, Theorem 2 shows
that many outcomes implementable in the standard analysis are not uniquely implementable
in games of incomplete information.
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The following example illustrates that mediators of the form that was successful in the
complete information case may fail in the presence of incomplete information. The failure in
this example derives from players’ ability to retain their decision rights as a way of credibly
communicating their private information.

Example 2.

θ1 (1
2
) θ2 (1

2
)

C D E C D E
C 2,2 0,3 -100,-100 C 2,2 0,3 -2,-2
D 3,0 1,1 -99,-100 D 3,0 1,1 -2,-2
E -100,-100 -100,-99 -1000,-1000 E -2,-2 -2,-2 -1,2.5

Figure 2

The game matrices in Figure 2 depict a two player, simultaneous move game of incomplete
information. The column player may be of either type θ1 or θ2 corresponding to one of the
two game matrices. The row player does not know the column player’s type but holds a prior
that assigns an equal probability to each type. There are a few essential features of this game.
Restricting the strategy spaces to C and D forms a prisoners’ dilemma. If either player plays
strategy E this results in a bad outcome if player 2 is of type θ1, but if both players knew that
player 2 is of type θ2, then (E,E) would be a Nash equilibrium. However E is sufficiently
bad in the matrix corresponding to θ1 that for player 1 it is dominated in expectation. Hence
the unique correlated equilibrium is (D, {D,D}) where the first component refers to player
1’s strategy and the second two components refer to player 2 of type 1 and type 2’s strategies
respectively. We will follow this convention for the rest of the analysis.

Now consider the following mediator M . Let Ri be some arbitrary set for each player i.
µN (rN ) = (C,C) for all rn ∈ RN , and µS(rS) = ∅S for all S 6= N and rS ∈ RS. A few things
to note about this mediator: First, if all types of all agents sign away their decision rights
to this mediator, they are guaranteed a payoff that is higher than they can achieve in any
correlated equilibrium of the base game. That is, the outcome (C, {C,C}) ex-interim Pareto
dominates all correlated equilibrium outcomes of the original game and therefore satisfies the
näıve individual rationality constraint. Second, when viewed through the standard analysis,
this mechanism trivially satisfies uniqueness of equilibrium outcome because, conditional on
their participation, agents have no input into the outcome of the game.

Thus a reasonable conjecture is that the unique equilibrium of the mediated game is
that both types of both players sign away their decision rights and therefore the outcome
(C, {C,C}) obtains. However this is not the case.

There is an equilibrium where both players sign away their decision rights in all states of
the world and it implements (C, {C,C}). However there is also an equilibrium where player
1 and player 2 of type θ1 sign away their decision rights with probability 1 and player 2 of
type θ2 never signs away his decision rights. Then in Stage 3 player 1 and player 2 of type θ2
choose E, and player 2 of type θ1 chooses D. This equilibrium results in the payoff profile
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(1
2
, {2, 2.5}), which is not only worse for player 1 than the desired equilibrium of the mediated

game, it is also worse for him than any correlated equilibrium of the original game. In essence
what fails in this example is that by introducing the mediator, player 2 is given a method to
credibly “signal” his private information which in turn hurts player 1.

It turns out that (C, {C,C}) is uniquely implementable via the mediatorM = 〈R, (µS)S⊆N〉
where R is any arbitrary set, µN(rN) = (C,C) for all rN ∈ RN , and µ{i}(ri) = D for all
ri ∈ Ri and i ∈ N . The logic behind this mediator is that it allows agents to coordinate on
(C, {C,C}) without being useful as a signaling device, because when only one player uses the
mediator they are defaulted to their original correlated equilibrium strategy.

The next example highlights a failure of unique implementation due to adverse selection
and is used to prove a general theorem about such a failure.

Example 3.

g (.9) b (.1)
C D S C D S

C 2,2 0,2.5 0,0 C -1,2 -3,2.5 0,0
g (.9) D 2.5,0 1,1 0,0 D -.5,0 -2,1 0,0

S 0,0 0,0 0,0 S 0,0 0,0 0,0

C D S C D S
C 2,-1 0,-.5 0,0 C 2,2 0,2.5 0,0

b (.1) D 2.5,-3 1,-2 0,0 D 2.5,0 1,1 0,0
S 0,0 0,0 0,0 S 0,0 0,0 0,0

Figure 3

The game matrices in Figure 3 represent a 2 player simultaneous move game in which
each player has private information about his own type, (g)ood or (b)ad, with types drawn
independently, and with good types drawn with probability .9.

If either player chooses to play S, corresponding to “stay home,” then both players are
guaranteed a payoff of 0 regardless of their types. In all matrices, the restriction to C and D
corresponds to a prisoner’s dilemma. Bad players have the same payoffs regardless of who they
face,11 and C and D both weakly dominate S. For good players, C and D weakly dominate
S conditional on facing another good player with certainty, but are weakly dominated by S
conditional on facing a bad player.

Now consider the social choice function f(θ) = (C,C) ∀θ. This social choice function
dictates a constant outcome and satisfies the näıve individual rationality constraint and
therefore is trivially implementable in the standard analysis.12 Thus a reasonable conjecture

11This non-generic feature of the game is unimportant for the result below.
12To see this note that f(·) gives good players a payoff of 1.7 and bad players a payoff of 2. C is dominated

for all players. So in any correlated equilibrium of Γ bad players get at most a payoff of 1. Likewise in any
correlated equilibrium good players get at most a payoff of 1 conditional on meeting other good players and a
weakly negative payoff conditional on meeting bad players.
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is that there exists a mediator that uniquely implements f(·). However we will show in the
theorem below that this is not the case. First we need one more definition.

Definition 5. Let the constrained Pareto frontier be the set of all payoff profiles that

• correspond to some social choice function that is implementable in the standard
analysis,13

• and are not Pareto dominated by any other payoff profile that corresponds to a social
choice function that is implementable in the standard analysis.

We are now ready to state our main result:

Theorem 2. The set of payoff profiles corresponding to uniquely implementable social choice
functions is bounded away from the constrained Pareto frontier. Namely, there exist examples
such that for any payoff profile on the constrained Pareto frontier, there is a positive number
λ such that no profile in a λ-environment of this profile corresponds to a SCF that is uniquely
implementable.

Proof. See appendix.

While the details are a little cumbersome, the intuition for the proof is simple. Using
Example 3 above, we show that for any mediator M that induces a mediated game ΓM

for which there is an equilibrium near the constrained Pareto frontier, there is also an
equilibrium in which the good players choose not to delegate their decision rights to the
mediator (mi = no) and in Stage 3 choose to stay home (S). There are no profiles on the
constrained Pareto frontier for which the good players choose S with probability 1 (these are
all dominated by f(θ) = (C,C) ∀θ), and hence any mediator that induces a mediated game
one of whose equilibria is on or arbitrarily close to the Pareto frontier will also have another
equilibrium which is far away. Thus proving the above claim suffices to prove the theorem.

To do so we construct an equilibrium where either the bad players are the only ones who
use the mediator, or where no one uses the mediator but bad players tremble to use it a
lot more often than good players. Then, since good players are guaranteed weakly negative
payoffs against bad players, they do not profit from using the mediator.

5 Discussion

We have laid out a model to analyze the implementation problem when players have the
option to maintain their decision rights and act on their own. The related literature primarily
focuses on incentive problems once players have agreed to use the mechanism, and by and
large it yields somewhat permissive results about the set of social choice functions that can
be implemented uniquely. In contrast, we have studied examples that suggest this may no
longer be the case when we relax the assumption that players must use the mechanism. In

13It is easy to show that if a SCF satisfies this condition, then there exists a mediator that induces a
game one of whose equilibria implements the SCF, however as we show below this is not sufficient for unique
implementation.
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particular we have studied examples in which no mechanism can implement even a constant
outcome that satisfies a strong form of individual rationality.

We believe that our model is a natural one to study real world implementation problems
as it is often impossible to forcibly remove participants’ decision rights, but the examples
in the introduction show that it is feasible to take participants’ decision rights should they
volunteer them. We think that our model deserves further study in at least two directions.
One line of inquiry regards conditions under which it is possible to obtain positive results
in games of incomplete information. Second, all of the present results regards outcomes
satisfying the näıve individual rationality constraint. This is a very strong condition, and
Example 1 is suggestive that investigations relaxing this constraint may yield interesting
results.
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Appendix

Proof of Theorem 2. This proof uses Example 3 above. Recall that we reserved the term
agent for the decision makers at each node in the trembles supporting our equilibrium. We
therefore denote agents (as opposed to players, which are denoted by 1 and 2) by a triple
(i, θ, h) ∈ (N,Θi, Hi) where N = {1, 2} is the set of players, Θi = {g, b} for each i, and Hi is
the set of (private) histories of player i.

Next we fix a mediator M = (R, (µS)S⊂N) , and define δn := 1
(|R1|+|R2|+100)4n4 , and

εn := (δn)
1
4 = 1

(|R1|+|R2|+100)n
∀n ∈ N. Seeking a contradiction, we assume that the mediator

uniquely implements some social choice function f(·) on or arbitrarily near the constrained
Pareto frontier.

First note that any social choice function corresponding to a payoff on or arbitrarily
near the constrained Pareto frontier dictates outcomes which grant the bad types of both
players an expected utility of more than 1. This is because any social choice function on
the constrained Pareto frontier must Pareto dominate any correlated equilibria of the game
described in Example 3. One such correlated equilibrium is ({D,D}, {D,D}) which grants
the bad players an expected utility of 1.

Now note that for each player i there must be a profile r̃i = (r̃i1, r̃
i
2) ∈ R such that

EITHER
(A) prob(µN(r̃i1, r̃

i
2)i = C and µN(r̃i1, r̃

i
2)−i 6= S) > κi > 0, OR

(B) prob(µi(r̃
i
i) = C) > κi > 0.

This says that for each player i EITHER there must be a pair of messages for players i
and −i that result in player i playing C with positive probability when both agents sign away
their decision rights to the mediator and use those messages, OR there must be a message
that player i uses that results in him playing C with positive probability when he is alone
in signing away his decision rights to the mediator. Which of these two cases holds will be
relevant briefly towards the end of the proof.

It follows that one of these two cases must hold because in order to grant each bad
player an expected utility greater than 1, it must be that his opponent plays C with positive
probability. Since C is a weakly dominated strategy, neither player will ever choose it in
Stage 3, and thus it must be that there is a profile of messages that results in the mediator
playing C on behalf of player i.

We denote strategies in the agents’ game by pi,θi ∈ [0, 1] (the probability player i of type
θi says yes to the mechanism) ζ i,θi,yes ∈ ∆ (Ri)(the distribution of messages sent by agent i of
type θi following the history yes),14 and finally σi,θi,h

i,θi ∈ ∆(Ai) (the distribution of actions
played by an agent i of type θi that is called to play after the history hi,θi . This history is
defined by the actions in Stages 1 and 2 which lead to the decision node which the agent
represents.

For each n, define a restricted game (where strategies are restricted) as follows:

1. For all i, pi,gn ∈ [δn, 2δn].

2. For all i, pi,bn ∈ [εn, 1− εn].

14Formally, also ζi,θi,no ∈ ∆ (Ri). In our game, these are a dummy agents.
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3. For all i, θi and ri ∈ Ri, ζ
i,θi,yes
n (ri) ≥ εn

4. For all i and hi,g, σi,g,h
i,g

n = (1− δn)S + δn
3

i, where i =(1, 1, 1) and S is identified with
the probability distribution which is concentrated on the action S.

5. For all i and hi,b, σi,b,h
i,b

n = (1− δ)D + δ
3
i, where D is identified with the probability

distribution which is concentrated on the action D.

These games each have an equilibrium by Debreu-Fan-Glicksberg (Debreu (1952)). We denote

a sequence of equilibrium profiles by
〈
p̄i,gn , p̄

i,b
n , ζ̄

i,g,yes
n , ζ̄ i,b,yesn , σ̄i,g,h

i,g

n , σ̄i,b,h
i,b

n

〉
.

Each of the restricted strategy spaces is a closed subset of the compact unrestricted space.
Hence, the sequence of equilibrium profiles have a convergent sub-sequence. To ease notation,
we will assume, without loss of generality, that the entire sequence converges. We denote the
limits by p̄i,θi , ζ̄ i,θi,yes and σ̄i,θi,h

i,θi .
Our final claim is that p̄i,θi , ζ̄ i,θi,yes and σ̄i,θi,h

i,θi constitute an equilibrium of the unre-
stricted game. Since p̄i,g = 0 and σ̄i,g,h

i,g
= S, this will complete the proof, as any profile of

strategies that involves good players choosing S with probability 1 is Pareto dominated by
the constant outcome in which all players choose C. Since this constant outcome is clearly
implementable in the standard analysis, the mediator which we conjectured uniquely imple-
mented an outcome arbitrarily near the constrained Pareto frontier also has an equilibrium
that is far from the frontier, thus completing our contradiction.

We now proceed to prove the claim. The sequence of totally mixed strategies which we will

use to support this equilibrium is
〈
p̄i,gn , p̄

i,b
n , ζ̄

i,g,yes
n , ζ̄ i,b,yesn , σ̄i,g,h

i,g

n , σ̄i,b,h
i,b

n

〉
. The restrictions

on strategy spaces indexed by n ensure that these are all totally mixed.
We start by verifying that ζ̄ i,θi,yes are optimal against the sequence after some N . This

follows from a standard argument. If ζ̄ i,θi,yes(ri) > 0 for some ri, was not optimal against the
sequence infinitely often, than it must have been played with probability εn in those instances.
But since we assumed ζ̄ i,θi,yesn converges, it must mean that ζ̄ i,θi,yes(ri) = 0, a contradiction.
The same argument applies for p̄i,b. Additionally, σ̄i,b,h

i,b

n = D, is clearly optimal against the
sequence as D is a weakly dominant strategy for b types (independently of the distribution of
types).

We now turn to show that σ̄i,g,h = S is optimal . By playing S, the agent i, g, h assures
himself a payoff of 0. Any other action would lead to payoff of at most

C

[
.9× δn × 3× 3− εn × .1× (1− δn)× 1

2

]
C is a positive constant representing the probability i, g, h is payoff relevant (the probability
of a good type of player i, times the probability of the history h given the profile of other
agents). The first part of the expression in the brackets follows from the fact that a positive
payoff (of at most 3 - since this is the highest value in the matrices describing the game) could
only happen when player −i is good, and does not play S, which occurs with probability
less than .9 × 3δn. We derive this bound as the probability −i is good is .9, and he plays
something other than S at most when he signs his decision rights away to the mediator
(bounded by 2δn), and δn of the time when he does not sign away his decision rights. The
second part of the above expression is a lower bound on the loss i incurs from encountering
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bad types of player −i. This bound comes from the probability that −i is bad (.1) times the
probability he declines to sign away his decision rights and hence chooses his own action in
Stage 3 (bounded from below by εn) times the probability player −i chooses D conditional
on acting in Stage 3 (bounded from below by (1− δn)) times the best possible payoff player i
can achieve when neither player plays S (−1

2
).

For n large enough

C

[
.9× δn × 3× 3− εn × .1× (1− δn)× 1

2

]
≤

C

[
9

(|R1|+ |R2|+ 100)4 n4
− 1

40 (|R1|+ |R2|+ 100)n

]
< 0,

establishing the optimality of σ̄i,g,h.
Finally, we must show that p̄i,g = 0 is optimal. By saying no with probability one in

the first stage, the good agent assures himself at least −3δn (this comes from the fact that
at least with probability (1 − δn) he plays S in Stage 3 and gets 0, and with less than δn
probability he will end up not playing S in which case his maximal loss is −3). By instead
saying yes in Stage 1, he gets at most

.9× 2δn × 3 + .9× δn × 3− .1× εn × ε2n × κi × (1− δn)× 1

2
+ 0.

The first term is an upper bound on the probability that the other player is good and says
yes, times an upper bound on payoffs (3). The second is a bound on the probability that the
other player is good and ends up playing in the third stage (.9), times an upper bound on
the probability that he doesn’t play S(δn), times an upper bound on payoffs (3). The third
and fourth terms are a lower bound on the loss that good player i incurs by saying yes to the
mediator in Stage 1 when −i is bad. We must separately analyze the third bound depending
on which of cases (A) and (B) above holds.

If case (A) holds, this third term places a lower bound on the probability that the opponent
is bad and says yes in Stage 1 (.1 × εn), times a low bound on the probability both types
play r̃i conditional on reaching Stage 2 (ε2n), times a lower bound on the probability that the
mechanism plays C or D for i and does not play S for −i when receiving the message r̃i (κi),
times a lower bound on the probability that −i plays C or D in Stage 3 in the event that the
mediator does not act for him conditional on receiving messages r̃i (1− δn) , times a lower
bound on losses in this event (1

2
).

If case (B) holds, this third term places a lower bound on the probability that the opponent
is bad and says no in Stage 1 (.1× εn), times a lower bound on the probability that i chooses
r̃ii in Stage 2 (εn) times a lower bound on the probability that the mechanism plays C or D
for i (κi) times a lower bound on the probability that −i plays C or D (1− δn) in Stage 3,
times a lower bound on losses (1

2
).

The fourth term is an upper bound on the payoffs from all remaining cases given that the
opponent is a bad type (and so the good type’s payoffs are all non-positive).

Since

−3δn > .9× 2δn × 3 + .9× δn × 3− .1× εn × ε2n × κi × (1− δn)× 1

2
+ 0
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for large enough n, it follows that p̄i,g = 0 is optimal against (a tail) of the sequence of
trembles.
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