Reinstatement of item-specific contextual details during retrieval supports recombination-related false memories

Alexis C. Carpenter, Preston P. Thakral, Alison R. Preston, Daniel L. Schacter

Department of Psychology and Center for Brain Science, Harvard University, 33 Kirkland Street, Cambridge, MA 02138, United States
Department of Psychology and Neuroscience, Boston College, United States
Center for Learning and Memory and Department of Psychology, University of Texas at Austin, United States

Flexible retrieval mechanisms that allow us to infer relationships across events may also lead to memory errors or distortion when details of one event are misattributed to the related event. Here, we tested how making successful inferences alters representation of overlapping events, leading to false memories. Participants encoded overlapping associations (‘AB’ and ‘BC’), each of which was superimposed on different indoor and outdoor scenes that were pre-exposed prior to associative learning. Participants were subsequently tested on both the directly learned pairs (‘AB’ and ‘BC’) and inferred relationships across pairs (‘AC’). We predicted that when people make a correct inference, features associated with overlapping events may become integrated in memory. To test this hypothesis, participants completed a final detailed retrieval test, in which they had to recall the scene associated with initially learned ‘AB’ pairs (or ‘BC’ pairs). We found that the outcome of inference decisions impacted the degree to which neural patterns elicited during detailed ‘AB’ retrieval reflected reinstatement of the scene associated with the overlapping ‘BC’ event. After successful inference, neural patterns in the anterior hippocampus, posterior medial prefrontal cortex, and our content-reinstatement region (left inferior temporal gyrus) were more similar to the overlapping, yet incorrect ‘BC’ context relative to after unsuccessful inference. Further, greater hippocampal activity during inference was associated with greater reinstatement of the incorrect, overlapping context in our content-reinstatement region, which in turn tracked contextual misattributions during detailed retrieval. These results suggest recombining memories during successful inference can lead to misattribution of contextual details across related events, resulting in false memories.

Episodic memory supports our ability to retrieve distinct elements of past experiences (Tulving, 1983). In addition, a growing body of evidence suggests that episodic memory also allows us to recombine such elements to create novel episodes that have not been directly experienced (e.g., Moscovitch et al., 2016; Thakral et al., 2019). For example, according to the constructive episodic simulation hypothesis (Schacter and Addis, 2007a, 2007b, 2020) flexibly retrieving and recombining elements of past experiences is critical for our ability to imagine or simulate events that may occur in the future. In addition to simulating possible future events, such constructive episodic processes (Schacter, 2012) have been shown to support inferential retrieval (Preston et al., 2004; Zeithamova et al., 2012a; Zeithamova and Preston, 2010), means-end problem solving (Jing et al., 2016; Madore and Schacter, 2014; Sheldon et al., 2011), and divergent creative thinking (Madore et al., 2015).

However, the constructive episodic simulation hypothesis also holds that the functional benefits of flexible retrieval and recombination may be accompanied by a cost: susceptibility to memory errors such as source misattribution and false recognition that can result from mistakenly combining elements of distinct past experiences (Schacter and Addis, 2007a, 2007b, 2020; for related views, see Dudai and Carruthers, 2005; Suddendorf and Corballis, 2007). That is, while such constructive processes support a range of adaptive mnemonic functions, they may also leave memory prone to error or distortion (cf., Bartlett, 1932; Brainerd and Reyna, 2005; Loftus et al., 1978; Howe, 2011; McClelland, 1995; Roediger, 1996; Schacter, 2001; Schacter et al., 2011, 2021).

Using a modified associative inference paradigm, Carpenter and Schacter (2017) directly tested the key claim of the constructive episodic simulation hypothesis that the same flexible retrieval processes that are used to combine elements of distinct episodes into functionally useful, novel representations, may also produce memory errors. Associative inference is an adaptive process that supports our ability to reactivate and recombine past episodes in order to infer a novel relationship that has not been directly experienced (e.g., Zeithamova and Preston, 2010). In
previous versions of the modified associative inference paradigm, during the first session participants were asked to learn partially overlapping ‘AB’ and ‘BC’ events comprised of a unique ‘A’ or ‘C’ person and a shared ‘B’ object superimposed on an indoor or outdoor scene. Importantly, these scene contexts contained at least ten contextual details that were contradictory across the overlapping ‘AB’ and ‘BC’ events (e.g., event ‘AB’ contained a white couch and event ‘BC’ contained a brown couch – see Fig. 1 for example images). Participants were instructed to learn both the direct person-object relationships (i.e., ‘AB’ and ‘BC’), the indirect relationships between two people based on the shared object (i.e., ‘AC’) and the contextual details of the scenes associated with each event (e.g., the color of the couch). Results revealed significantly higher rates of false memories (i.e., trials where participants chose the contextual detail from the overlapping event and misattributed its source to the currently cued event) after successful associative inference compared to both after unsuccessful inference and before successful associative inference (Carpenter and Schacter, 2017).

Carpenter and Schacter (2017) argued that flexible retrieval and recombination mechanisms active during the test of directly learned/associative inference trials may result in false memories because inferring the relationship across the ‘AB’ and ‘BC’ events requires participants to both reactivate distinct ‘AB’ and ‘BC’ episodes and further flexibly recombine the nonoverlapping ‘A’ and ‘C’ items. During such flexible retrieval, contextual details from one event may be more fully bound to the overlapping, yet incorrect source, resulting in memory errors associated with heightened cross-episode binding (cf., Bridge and Voss, 2014a, 2014b) as a result of flexible retrieval and recombination processes. Supporting the role of retrieval-based processes in false memories, past work has shown that reinstatement or reminders of past events during new learning can result in memory errors, where details from one event are misremembered as having come from an alternate event (Hupbach et al., 2008, 2007; Hupbach et al., 2009; Gershman et al., 2013).

While past behavioral results support the specific link between flexible retrieval mechanisms and both successful inference and false memories (Carpenter and Schacter, 2017; Carpenter and Schacter 2018a), nothing is known about the neural basis of this effect. Specifically, it is unknown whether the neural representation of the currently cued event...
becomes more similar to the overlapping, yet incorrect event context following successful associative inference as compared to unsuccessful inference. Such changes in representational similarity would be expected if during successful associative inference ‘AB’ and ‘BC’ representations are indeed reactivated and recombined to create a more integrated representation wherein contextual details are more fully, yet mistakenly bound to the overlapping, yet incorrect event. The main purpose of the present functional resonance magnetic imaging (fMRI) study is to test the novel prediction that the same flexible retrieval mechanisms that support successful inference decisions directly affect the neural representations of the original events during subsequent retrieval attempts.

Past research has shown that regions of the medial temporal lobe (MTL), namely the hippocampus (Preston et al., 2004; Zeithamova and Preston, 2010), and inferior frontal gyrus (IFG) are particularly important when individuals make successful inference judgments (i.e., ‘AC’ decisions; Zeithamova and Preston, 2010) relative to retrieving directly learned associations (i.e., ‘AB’ and ‘BC’). These results suggest that the MTL and IFG play a unique role in flexibly recombining overlapping memories during inference. In particular, IFG may control the retrieval of and resolve interference between competing memory representations (Badre and Wagner, 2007; Oztekin et al., 2009). Taken together, the IFG may work in concert with the hippocampus to support successful inference when participants have not integrated overlapping ‘AB’ and ‘BC’ events during encoding (for a similar integrative encoding account, see Schlichting et al., 2015; Shohamy and Wagner, 2008; Zeithamova et al., 2012a).

Related work suggests that successful retrieval of event details is thought to involve the reinstatement of encoding-related activity in the hippocampus and other content-specific cortical regions (Slotnick and Schacter, 2006; Johnson and Rugg, 2007; Thakral et al., 2015; for reviews, see Danker and Anderson, 2010; Rugg et al., 2015; Slotnick, 2004). Further, successful memory decisions are associated with stronger item-specific reinstatement in both the hippocampus (and surrounding MTL regions) and content-specific cortical regions (Bird et al., 2015; Gordon et al., 2014; Kuhl and Chun, 2014; Lee et al., 2019; Mack and Preston, 2016; Ozedekov et al., 2017; Pacheco Estefan et al., 2019; Ritchey et al., 2013; Staresina et al., 2012; Tompary et al., 2016; Wing et al., 2015; for a review, see Xue, 2018). Finally, during retrieval, item-specific reinstatement in the hippocampus via pattern completion processes may drive subsequent reinstatement in content-specific cortical regions, supporting the successful retrieval of event details (Bosch et al., 2014; Pacheco Estefan et al., 2019; Gordon et al., 2014; Ritchey et al., 2013; Staresina et al., 2012; Tompary et al., 2016; see also Wing et al., 2015 for evidence regarding hippocampal activity during encoding driving subsequent cortical reinstatement during retrieval).

Reactivating related memories (i.e., ‘AB’) during new learning (i.e., ‘BC’) can promote memory integration via hippocampal-mPFC interactions that support successful associative inference (Zeithamova et al., 2012a). Further, after participants learn such related ‘AB’ and ‘BC’ associations, neural patterns in the anterior hippocampus and posterior mPFC show evidence of memory integration, such that patterns of neural activity for the non-overlapping ‘A’ and ‘C’ items become more similar to one another, relative to items from unrelated events (Schlichting et al., 2015). While the aforementioned studies focus on integration of related memories during and as a result of encoding partially-overlapping ‘AB’ and ‘BC’ associations, such integration/recombination mechanisms can also operate during successful inference judgments (i.e., during the inference test itself), connecting not only the non-overlapping elements that support successful inference (e.g., the man and the boy) but also surrounding contextual features (e.g., the color of the couch).

In sum, results of past work utilizing various fMRI analytic methods highlight the role of the MTL (specifically the anterior hippocampus), IFG and medial prefrontal regions in the retrieval and flexible recombination of overlapping, yet distinct memories in order to support successful associative inference (Preston et al., 2004; Zeithamova and Preston, 2010; Zeithamova et al., 2012a). Further, following the flexible retrieval and recombination of distinct episodes, the neural patterns for non-overlapping items (i.e., ‘A’ and ‘C’) become more similar to one another in the anterior hippocampus and posterior medial prefrontal cortex (Schlichting et al., 2015). Finally, greater item-specific reinstatement during retrieval tracks various aspects of participants’ memories from free-recall of event details (e.g., Ozedekov et al., 2017) to ratings of recognition memory confidence (Ritchey et al., 2013).

In the present fMRI study, we assessed how flexible retrieval/cross episode binding mechanisms that support successful associative inference affect the specific neural representations of the original event contexts. Further, we evaluated how reinstatement of the overlapping, yet incorrect event context following successful inference impacts the likeliness that participants misattribute such contextual details in memory. We did so by utilizing both univariate analyses and a representational similarity analysis (RSA) approach with our modified associative inference paradigm. Thus, the goal of the current study is to target item-specific reinstatement of the contextual information that we hypothesize is retrieved and bound to the overlapping event during successful inferential retrieval. In line with this goal, we targeted the increased reinstatement of the overlapping, yet incorrect contextual scene information following successful inferential retrieval and further related the fidelity of such overlapping, yet incorrect contextual reinstatement to participants’ subsequent false memory scores. To do so, we modified our previous associative inference paradigm to allow for the decoding of memory for specific event contexts by introducing a pre-exposure phase during the first study session.

During the scanned pre-exposure phase, prior to learning the overlapping ‘AB’ and ‘BC’ associations, participants viewed each of the ‘AB’ and ‘BC’ scene context images in isolation without the superimposed people (i.e., ‘A’ and ‘C’ items) and objects (i.e., ‘B’ item). Following the pre-exposure phase, participants learned the partially overlapping ‘AB’ and ‘BC’ event pairs outside of the scanner. Following a 24-hour delay, participants were scanned again while completing two sets of detail retrieval trials, testing their memory for the specific contextual event details, separated by the directly learned and associative inference tests.

Given past literature highlighting the role of the anterior hippocampus and posterior mPFC regions in both successful associative inference and memory recombination/integration, we limited our RSA results to three regions of interest (ROIs):1 anterior hippocampus, posterior mPFC, and a ‘content-reinstatement’ region in the inferior temporal cortex, specifically the L. inferior temporal gyrus (L. ITG; see Fig. 5). We chose to focus on the L. ITG as our content-reinstatement region due to past work suggesting that this region may be sensitive to the reinstatement of the specific contextual details relevant to our paradigm (e.g., object information/objects in context - the color of the couch; Han et al., 2013; Kreisegkorte et al., 2008; Ranganath et al., 2004; Vaidya et al., 2002; Woloszyn and Sheinberg, 2009; for review, see Bar, 2004). Based on past work highlighting the role of the anterior hippocampus, posterior mPFC

1 Given the problem of multiple comparisons associated with a whole-brain searchlight approach and other related issues (see Etzel, Zacks & Braver, 2013) and that we had strong a priori hypotheses regarding the role of the anterior hippocampus, posterior mPFC and our content-reinstatement region (L. ITG) in our current task, we focused the RSA analyses to only three predetermined ROIs. Further, in order to highlight the specificity of the current results to our three predetermined ROIs, we conducted additional control analyses using posterior hippocampus and anterior mPFC ROIs. Thus, strong ROI-specific hypotheses based on past literature, in concert with anatomical control analyses showing region specificity, allow us to focus the results and discussion on specific and logical regions known to be involved in flexibly retrieving and recombining past events. Future, more exploratory, work should attempt to determine the role of other core network regions typically involved with episodic memory related tasks in successful associative inference and subsequent false memories.
and bilateral hippocampus – depicted above, L. ITG, bilateral subcallosal gyrus), the pattern of neural activity was extracted for every pre-exposure and detail retrieval trial. Patterns from the pre-exposure phase were averaged across all repetitions of the unique image. (B) Item-level reinstatement of overlapping, yet incorrect contextual details was measured by calculating the similarity between neural patterns during detail retrieval trials (e.g., AB, detail retrieval) and neural patterns when participants viewed the overlapping, yet incorrect event context during the pre-exposure phase (e.g., BC, pre-exposure; \( r_{\text{match}} \)) relative to neural patterns from the pre-exposure phase from other unrelated contexts coded in the same triad bin (e.g., successful inference vs. unsuccessful inference, before vs. after; \( r_{\text{inference}} \)). That is, if event ABC were a successful inference triad from after the test of directly learned/associative inference trials, the neural patterns associated with AB detail retrieval trials would be correlated with all other ‘BC’ pre-exposure patterns associated with successful inference triads whose detail retrieval questions also occurred after the test of directly learned/associative inference trials. \( r_{\text{match}} \) relative to \( r_{\text{inference}} \) represents the item-specific reinstatement of overlapping, yet incorrect contextual details. (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)

1. Materials and methods

1.1. Participants

31 participants completed both sessions of the study in full (\( M_{\text{age}} = 21.10, \text{SD} = 2.21; M_{\text{education}} = 14.90, \text{SD} = 2.07; 19 \text{ female} \). Participants were recruited via advertisements at Boston University and Harvard University. All participants were native English speakers, right-handed, had normal or corrected-to-normal vision, and no history of psychiatric or neurological disorders. Participants gave informed consent and were treated in accordance with guidelines approved by the committee on the use of human subjects at Harvard University and received pay for completing the study. Two participants were excluded from all behavioral and fMRI analyses because they did not have at least one trial in each bin (i.e., before vs. after, unsuccessful vs. successful inference), rendering the critical comparison of before vs. after successful vs. unsuccessful inference impossible. Specifically, one participant was excluded for low performance on the associative inference task resulting in insufficient successful inference trials and one participant was excluded for high performance on the associative inference task resulting in insufficient unsuccessful inference trials. Thus, 29 participants (\( M_{\text{age}} = 21.07, \text{SD} = 2.25; M_{\text{education}} = 14.86, \text{SD} = 2.10; 19 \text{ female} \)) with sufficient successful and unsuccessful inference trial numbers were included in all behavioral analyses. For one participant, one run of the detail retrieval trials before the directly learned/associative inference task was excluded from both behavioral and fMRI analyses due to experimenter error (run was repeated twice – thus, the repeated run was excluded from all analyses). For subsequent univariate and RSA analyses, one participant was excluded from each for having too few successful/unsuccessful inference trials (i.e., fewer than 15 trials in each bin; see Supplemental Table 1 for avg. trials included in RSA analyses) and/or directly learned/associative inference trials (i.e., fewer than 8 trials per bin). Further, five participants were excluded from subsequent univariate and RSA analyses due to excessive movement (≥ 3 mm translation or ≥ 3° rotation within runs). Thus, the remaining 23 participants (\( M_{\text{age}} = 21.09, \text{SD} = 2.43; M_{\text{education}} = 14.91, \text{SD} = 2.31; 15 \text{ female} \)) were included in all fMRI analyses. All critical RSA analyses are based on within-subject correlations and a sample size of 23 participants is consistent with sample sizes of past work both using similar paradigms (Schlichting et al., 2015; Zeithamova et al., 2010).
2012a; van Kesteren et al., 2020) and analyses (see Liang and Preston, 2017; Mack and Preston, 2016; Tompary et al., 2016; Tompary and Davachi, 2017).

1.2. Summary of procedure

Participants came into the lab for two sessions separated by a 24-hour delay (the procedures here follow our prior studies, Carpenter and Schacter, 2017, 2018a, 2018b). All experimental sessions were run using PsychoPy2 (v1.80.03). During the first session, participants completed six runs of the pre-exposure phase while in the scanner followed by the ‘AB’ and ‘BC’ encoding phases outside of the scanner. During the second session, participants completed all tasks while in the scanner. Participants completed one half (i.e., six runs) of the detail retrieval trials prior to completing three runs of the directly learned and associative inference trials. After the test of directly learned and associative inference trials, participants were given a short, approximately five-minute break inside the scanner, while the experimenter conditioned the second half of the detail retrieval trials based on each participant’s performance on the directly learned trials for each triad. That is, due to time constraints, after the directly learned/associative inference test, participants were only tested on detail retrieval questions that corresponded to triads for which they got the directly learned trials correct given that only these triads could be used in subsequent analyses. After participants completed the second half (i.e., six runs) of the detail retrieval trials, they were debriefed and compensated for their participation in the study (see Fig. 1).

1.3. Pre-exposure phase

Participants completed six runs of the pre-exposure task. Stimuli consisted of 96 still color images depicting indoor and outdoor scenes (e.g., an office or a park; subtending 9.19° by 6.84° in visual angle) that would later be used as the event contexts for partially overlapping ‘AB’ and ‘BC’ pairs. Each run consisted of 64 ‘AB’ or ‘BC’ event contexts without the superimposed people or objects. Each ‘AB’ and ‘BC’ event context was presented for two seconds and repeated four times across runs. Participants were instructed to view each image and attend to the details of the image during the two second viewing period. After each image, participants were given two seconds to make a task-irrelevant pleasantness rating on a scale from 1 to 4 (1 = very unpleasant, 4 = very pleasant). Pleasantness ratings were included as an attentional check during the pre-exposure phase. Pre-exposure trials for which a participant did not respond to the pleasantness rating were excluded from all analyses. The pleasantness rating period was followed by a four second fixation period.

1.4. AB and BC encoding

Following the pre-exposure phase, participants completed the ‘AB’ and ‘BC’ encoding phases outside of the scanner. Stimuli consisted of 96 still color images depicting everyday life events (e.g., man walking the dog). Color images of common objects (e.g., toy truck) and people were superimposed on outdoor and indoor scenes. Scenes were counterbalanced across participants such that each scene was used equally often for both ‘AB’ and ‘BC’ pairs. Using Adobe Photoshop CC 2015, 96 partially overlapping pairs (48 ‘AB’ pairs, 48 ‘BC’ pairs – 48 total ABC triads) were constructed. Overlapping ‘AB’ and ‘BC’ pairs were constructed such that two people (‘A’ and ‘C’) shared an association with an overlapping object (‘B’); i.e., one ABC trial; see Fig. 1.

Participants first completed the ‘AB’ encoding task which consisted of the 48 ‘AB’ images, followed by the ‘BC’ encoding task which consisted of the 48 ‘BC’ images. Each image was randomly presented for 10 s with their respective encoding block (i.e., ‘AB’ encoding and ‘BC’ encoding). Participants were instructed to learn both the direct associations (i.e., ‘AB’ and ‘BC’) and the indirect associations (i.e., ‘AC’) along with the contextual scene information presented. Following each image, participants were asked to provide a judgment of learning (JOL) on a scale from 1 to 4 (1 = definitely forget, 4 = definitely remember). JOLs were collected in order to ensure participants’ attention during the encoding phase.

1.5. Directly learned and associative inference trials

While in the scanner, participants completed the first half of the detail retrieval trials, and following that, were tested on directly learned (‘AB’ and ‘BC’) and associative inference (‘AC’) trials. During each directly learned trial, a single person (e.g., an ‘A’ or ‘C’ person) was presented at the top of the screen and two choice objects were presented at the bottom of the screen (e.g., two ‘B’ objects from different ABC triads). On the associative inference trials, a cue person (‘A’) was presented along with two choice people at the bottom of the screen (i.e., the correct ‘C’ person from the ABC trial and a lure ‘C’ person from another trial). Participants were instructed on associative inference trials that the association between the cue (‘A’) and the correct choice (‘C’) was indirect, mediated through an object (‘B’) that shared an association with both the cue and the correct choice during encoding. Participants were given four seconds to choose the item that they remembered was in some way related to the cue person (i.e., either directly or indirectly) or respond ‘neither’ if they remembered that the cue person had not been directly or indirectly related to either of the answer choices. Trials where participants did not respond within the four second response period were excluded from all analyses (2% of trials). Participants completed three runs each consisting of 32 directly learned trials and 16 associative inference trials. The presentation order of the trials was pseudorandomized within runs with the constraint that ‘AC’ associative inference trials were shown before their corresponding ‘AB’ and ‘BC’ directly learned trials in order to ensure that participants were not able to form an association between ‘A’ and ‘C’ people during test based on the co-occurrence of answer choices. Each directly learned and associative inference trial was followed by a variable fixation period with an average of four seconds (see Fig. 1).

1.6. Detail retrieval

Ten detail retrieval questions were constructed for each of the 48 ABC trials (five questions related to image ‘AB’ and five questions related to image ‘BC’). Detail questions were directly related to contextual details that were present but contradictory in the ‘AB’ and ‘BC’ scenes and did not reference the overlapping ‘B’ object. A cutout of the cue person (i.e., either ‘A’ or ‘C’) was presented to the right of each detail question in order to indicate which scene context the question was referring to. Each detail retrieval trial consisted of a six second ‘remember’ period followed by a four second ‘response’ period. During the ‘remember’ period, participants viewed the question prompt and the cue person and were asked to recall the currently cued event scene context in as much detail as possible. Following the six second ‘remember’ period, participants were given four response options: the correct item, a misinformation item, an unrelated foil item and a 100% unsure option. The

ABC trials that had been constructed for a previous study (M_inde
dicate = 3.01, SE = 0.30; z(7) = 3.15, p = .016, mean difference = 1.17, 95% CI [0.29, 2.05], d = 1.12).
misinformation item consisted of information from the overlapping image in the triad (e.g., if the detail question were related to the ‘AB’ image, the misinformation item would be a contradicting detail from the ‘BC’ image, such as a brown couch when a white couch had appeared in the ‘AB’ image). Foil items were details that were not presented in either of the overlapping images (e.g., gray couch). Each detail retrieval trial was followed by a four second fixation period.

Participants completed the ten detail retrieval trials for one half of the 48 ABC triads split into six runs before being tested on the directly learned and associative inference trials. Each run consisted of 40 detail retrieval trials corresponding to either a previously learned ‘AB’ or ‘BC’ image. As noted in the Summary of Procedure section, trials for each run of the alternate half of detail retrieval trials tested after the directly learned/associative inference test were conditionaliowed based on participants’ performance on the directly learned and associative inference task (\( M_{\text{trials per run}} = 21.30, SE = 0.44 \); see Fig. 1).

1.7. Coding of trial and memory type

Consistent with previous work using the modified associative inference paradigm and false memory tasks (Carpenter and Schacter, 2017, 2018a, 2018b), successful inference triads were defined as triads for which participants were correct in their responses on both the directly learned and associative inference trials. That is, they were able to successfully recognize the ‘AB’ and ‘BC’ pairs and were further able to retrieve and recombine these events in order to infer the indirect ‘AC’ relationship. Alternatively, unsuccessful inference triads were defined as triads where participants were correct in their response on the directly learned trials but were incorrect in their response on the associative inference trial (i.e., chose the incorrect option or ‘neither’). That is, they were able to successfully recognize the ‘AB’ and ‘BC’ pairs but were not able to retrieve and recombine these events in order to infer the indirect ‘AC’ relationship.

Within successful and unsuccessful inference trial bins both before and after the directly learned/associative inference test, false memories were defined as detail questions for which participants chose the misinformation detail from the overlapping event and attributed this detail to their memory of the currently cued event (e.g., brown couch; see Fig. 2). True memories were defined as detail questions for which participants chose the correct detail from the currently cued event and attributed this detail to their memory for the currently cued event (e.g., white couch). Foil memories were defined as detail questions for which participants chose the foil detail (i.e., a detail that was not present in either the currently cued or the overlapping event) and attributed this detail to their memory for the currently cued event (e.g., gray couch). Unsure memories were defined as detail questions for which participants chose the ‘100% Unsure’ response option, indicating that they were 100% unsure in their memory for the context associated with the currently cued event. See Supplemental Figure 1 for overall rates of true, false, foil and unsure memory responses.

1.8. fMRI acquisition and preprocessing

Functional and anatomic images were acquired at the Harvard Center for Brain Science using a 3-Tesla Siemens Prisma scanner with a 32-channel head coil. Anatomic images were acquired with a magnetization-prepared rapid gradient echo sequence (matrix size of 256 × 256, 1 mm³ resolution, 176 slices). Functional images were acquired with a multiband echo-planar imaging sequence (TR = 2 s, TE = 30 milliseconds, matrix size of 136 × 136, 84 slices - 3 slices acquired simultaneously, 1.5 mm³ resolution, multiband factor of 3). Slices were auto-aligned to an angle 20° toward coronal from anterior-posterior commissure alignment.

fMRI data were analyzed using Statistical Parametric Mapping (SPM12, Wellcome Department of Cognitive Neurology, London, UK). Functional image preprocessing for each task (i.e., pre-exposure, detail-before, directly learned/associative inference, detail-after) consisted of slice-time correction (using the first slice as the reference), spatial realignment, and normalization into Montreal Neurological Institute space using the TPM template supplied by SPM12 (no resampling). Following normalization, functional images were smoothed with a 3 mm full-width-half-maximum (FWHM) Gaussian smoothing kernel. Anatomical images were also normalized.

1.9. Univariate analysis of fMRI data

Univariate analysis during the directly learned/associative inference test was conducted using a two-stage mixed effects general linear model (GLM). In the first stage, there were four trial types of interest: correct inference (\( M_{\text{trials}} = 29.78, SE = 1.01 \)), incorrect inference (\( M_{\text{trials}} = 17, SE = 0.97 \)), correct directly learned (\( M_{\text{trials}} = 70.87, SE = 1.90 \)), incorrect directly learned (\( M_{\text{trials}} = 23.57, SE = 1.91 \)). There was one additional trial type of no interest which comprised excluded trials and trials without a response (2% of all trials; \( M_{\text{trials}} = 2.78, SE = 0.53 \)). A second boxcar function that onset concurrently with the directly learned or associative inference trial was used to model neural activity. The associated BOLD response was modeled by convolving the boxcar functions with a canonical hemodynamic response function to yield regressors in a GLM. Six movement-related regressors (three for rotation and three for rigid-body translation) and regressors modeling each scan run were also entered into the design matrix.

In the second stage, the participant-specific parameter estimates for the four events of interest were entered into a one-way repeated measures ANOVA with participants modeled as a random-effect. An individual voxel threshold of \( p < .005 \) was employed and corrected for multiple comparisons to \( p < .05 \) with a cluster extent threshold of 21 voxels (for full details on this method of correction, see Slotnick, 2017; Slotnick et al., 2003; for recent studies employing this method of correction, see Bowen and Kensinger, 2017; Ford and Kensinger, 2017; Kark and Kensinger, 2019; Thakral et al., 2020). The cluster extent threshold was computed using a Monte Carlo simulation with 10,000 iterations with an estimated spatial autocorrelation of 4.40 mm (i.e., the FWHM of the image corresponding to the standard error of the model). This method of correction provides an appropriate balance of Type I and Type II errors, while maintaining an acceptable false-positive rate (Slotnick, 2017). We conducted a whole-brain univariate analysis by contrasting trials associated with correct inference > incorrect inference to identify regions associated with successful associative inference (see also, Zeithamova and Preston, 2010). Given past work and our hypotheses highlighting the complementary roles of the hippocampus, posterior mPFC and IFG during successful associative inference (see Introduction), we also conducted ROI analyses within these three regions. Specifically, the contrast of correct inference > incorrect inference was used to identify activity in each of the aforementioned ROIs (i.e., those regions associated with successful associative inference). Activity within each ROI was then extracted and interrogated to identify which regions were more involved with successful associative inference compared to successful directly learned retrieval or whether these regions support both successful associative inference and directly learned retrieval to a similar extent. Parameter estimates from these ROIs were extracted using MarsBaR (v0.44 http://marsbar.sourceforge.net/index.html; Brett et al., 2002) and subjected to a 2 (trial type: directly learned vs. associative inference) × 2 (accuracy: correct vs. incorrect) repeated measures ANOVA (note that this ANOVA is independent of the procedure used to identify the neural activity). To ensure selectivity of the hippocampal ROI, the correct inference > incorrect inference contrast was inclusively with an anatomical bilateral anterior hippocampus mask generated using the Wake Forest University PickAtlas tool (WFU PickAtlas v3.0.5; http://fmri.wfubmc.edu/software/pickatlas; Maldjian et al., 2003).
1.10. Identifying ROIs for RSA

RSA was conducted within three ROIs identified by the above univariate analysis: 1) bilateral anterior hippocampus, 2) left inferior temporal gyrus (L. ITG), and 3) posterior segment of the mPFC (i.e., the subcallosal gyrus). We chose to focus on the L. ITG as our content-representation statement region for RSA given past work suggesting that this region is involved in the reinstatement of contextual information relevant to the current paradigm (i.e., objects/objects in context – the color of the couch; Han et al., 2013; Kreigeskorte et al., 2008; Ranganath et al., 2004; Vaidya et al., 2002; Wolszyzn and Sheinberg, 2009; for review, see Bar, 2004).

We did not have a clear hypothesis as to the specific role of the L. IFG during the retrieval of contextual details after successful associative inference and therefore excluded this region as an ROI for the RSA analyses. Moreover, prior findings do not speak to a specific role of the L. IFG in either event separation or integration effects after successful inference (Schlichting et al., 2015). We note that we did hypothesize that the L. IFG may be involved with the controlled retrieval of, and resolving interference between, competing memory representations (see above; Badre and Wagner, 2007; Oeztikin et al., 2009) during the directly learned/associative inference test, and therefore included L. IFG in only the univariate analysis.

Due to the insufficient number of voxels in our univariate-defined functional ROIs for RSA analyses (i.e., < 103 voxels in each of three ROIs; Misaki et al., 2010), we defined the three ROIs anatomically. Note that a similar pattern of results were observed using functional ROIs but were not significant. The bilateral hippocampus and L. ITG were defined as the L. and R. hippocampus and L. ITG labels, respectively, of the Automated Anatomical Labeling (AAL) atlas (Tzourio-Mazoyer et al., 2002) as implemented in the WFU PickAtlas Tool (Maldjian et al., 2003). The subcallosal gyrus was defined using the Talairach Daemon Labels (Lancaster et al., 1997, 2000) because the AAL atlas does not define this region. We chose the subcallosal gyrus as our posterior mPFC ROI given that this region overlapped with both our univariate results and past work demonstrating this region’s role in event integration following successful associative inference (Schlichting et al., 2015). Given that previous studies have hypothesized that there are functional and representational differences along the hippocampal long axis (Collin et al., 2015; Frank et al., 2019) and our hypothesis implicating the anterior portion of the hippocampus in flexible recombination and cross-episode binding mechanisms (see Introduction), we segmented both the left and right hippocampus into three parts of approximately equal length (anterior: y = −4 to −18, middle: y = −19 to −29, posterior: y = −30 to −40; Collin et al., 2015). We did not have any hypotheses with respect to hemispheric differences in the hippocampus and therefore combined the most anterior third of the left and right hippocampus into a single bilateral anterior hippocampal ROI. The number of voxels within each ROI was 2028 voxels in the anterior hippocampus, 6732 voxels in the L. ITG, and 1135 voxels within the subcallosal gyrus. Fig. 5a illustrates each of the ROIs.

1.11. RSA of fMRI data

Analyses were conducted using the Princeton MVPA Toolbox (https://code.google.com/p/princeton-mvpa-toolbox/) and custom MATLAB scripts. Functional data from each ROI were preprocessed prior to RSA (for similar preprocessing steps, see Kuhl and Chun, 2014; Thakral et al., 2019). First, functional image preprocessing was conducted as described above with the exception of spatial smoothing. Sec-

4 Although we opted to utilize anatomical ROIs, an alternative approach would be to loosen the individual voxel threshold and inflate the original ROIs. However, we chose to take an anatomical ROI approach as the voxel size is pre-determined resulting in less experimenter degrees of freedom (i.e., the choice of threshold and voxel size).

5 While past work has shown that reinstating details does indeed support successful memory decisions (e.g., Mack & Preston, 2016), we did not expect differences in reinstatement results quantifying retrieval of the correct context after successful relative to unsuccessful inference. Thus, we would not predict that reinstatement of the context directly related to the currently cued event would differ as a consequence of inference. Statistically, quantifying reinstatement of contextual details from the currently cued event would require comparing re-
\( r_{\text{match}} - r_{\text{unmatch}} \) reflect the reinstatement of the overlapping, yet incorrect contextual details independent of any pattern similarity that may be attributable to: 1) general successful inference and/or repeated-retrieval related pattern similarity because ‘mismatch’ correlations are only performed between trials from the same bin as the currently cued event and thus, act as a proxy for both general inference and repeated-retrieval related pattern similarity; 2) encoding of the overlapping ‘AB’ and ‘BC’ relationships and inferring the ‘AC’ relationship because pre-exposure trials occurred prior to ‘AB’ and ‘BC’ encoding and did not include any of the superimposed people or objects critical for learning such relationships; 3) perceptually-driven similarity between the pre-exposure phase and the detail retrieval trials because patterns were correlated during the ‘remember’ period of the detail retrieval trials where only the question and the cue person were presented on the screen, neither of which were present during the pre-exposure phase. Thus, pattern similarity results reported in the current study represent the item-specific reinstatement of overlapping, yet incorrect contextual details during the detail retrieval portions of the task.

2. Behavioral results

2.1. Directly learned and associative inference trials

First, we evaluated participants’ accuracy on directly learned and associative inference trials. Participants responded correctly on 75% of directly learned trials (SE = 0.02) and 63% of associative inference trials (SE = 0.02). Consistent with prior work using similar associative inference paradigms (Carpenter and Schacter, 2017; Carpenter and Schacter, 2018a; Carpenter and Schacter, 2018b; Zeithamova and Preston, 2010), we found significantly longer reaction times (RTs) on associative inference (\( M_{\text{inference}} = 2429 \text{ msec}, SE = 51 \)) compared to directly learned trials (\( M_{\text{direct}} = 2099 \text{ s}, SE = 41; (t28 = 9.76, p < .001, \text{mean difference} = 329, 95\% \text{ CI} [260, 399], d = 1.81) \), suggesting that there is an additional recombination-related retrieval mechanism required for successful inference under single-trial learning conditions.\(^6\)

\(^6\) In order to get adequate trial numbers for fMRI analyses, we doubled the number of trials participants were asked to learn relative to previous studies (24 vs. 48 trials; Carpenter & Schacter, 2017), thus increasing the difficulty of the associative inference task. Consequently, reaction time results from the directly learned/associative inference task showed higher levels of non-compliance/guessing on some successful associative inference trials reflected by a higher proportion of successful inference triads showing a negative reaction time (RT) difference. That is, for a subset of successful inference triads, participants responded significantly faster on the associative inference trial than on the corresponding directly learned trials. Under the current experimental conditions (i.e., single-trial learning with limited encoding time), it is highly unlikely that the indirect inference relationships would be easier to retrieve/more readily available than those relationships that participants directly learned. If participants were performing the associative inference task as instructed, one would expect RT differences to be zero (i.e., if the overlapping ‘AB’ and ‘BC’ representations were integrated during encoding) or positive (i.e., if the overlapping ‘AB’ and ‘BC’ representations were recalled and recombined during test). Thus, such ‘successful inference’ triads with largely negative RT differences likely reflect guessing/non-compliance on the more effortful recall-based inference trial compared to the more recognition-based directly learned trials. As a result of such non-compliance/guessing in the current study, we excluded any ‘successful inference’ triads where the difference in RTs on correct inference and correct directly learned trials for the trial was more than two standard deviations below the mean. This exclusionary criterion was performed for triads that were tested both before and those triads tested after the directly learned and associative inference test and resulted in 10 outlier triads across all 29 participants being excluded from all analyses with no single participant losing more than 3 triads total (2% of total successful inference triads). Thus, all reported behavioral and fMRI results in the current study reflect only triads where participants indeed took the time necessary to either retrieve the previously integrated ABC representation or retrieve and flexibly recombine the previously learned ‘AB’ and ‘BC’ relationships in order to infer the indirect ‘AC’ relationship during test rather than including outlier triads with RT patterns that likely suggest guessing/non-compliance.

2.2. False memory

In order to determine how flexible recombination during retrieval supports both successful inference and subsequent false memories, false memory scores were subjected to a 2 (time: before vs. after) x 2 (inference: successful vs. unsuccessful) repeated measures ANOVA. Results revealed a time by inference interaction, \( F(1,28) = 5.61, p = .025, \eta^2 = 0.17 \), no main effect of time, \( F(1,28) < 1, p > .250, \eta^2 = 0.007 \), and no main effect of inference, \( F(1,28) (1, p) = 250, \eta^2 = 0.02 \) (see Fig. 3). Subsequent paired \( t \)-tests revealed that the interaction was largely driven by higher false memory scores after successful inference (\( M_{\text{successful}} = 0.34, SE = 0.01 \)) compared to after unsuccessful inference (\( M_{\text{unsuccessful}} = 0.31, SE = 0.01; (t28 = 2.12, p = .043, \text{mean difference} = 0.03, 95\% \text{ CI} [0.001, 0.06], d = 0.39 \). There was a trend toward a significant difference between false memory scores after successful inference compared to before successful inference, such that participants showed marginally higher false memory scores after (\( M_{\text{after}} = 0.34, SE = 0.01 \)) compared to before successful inference (\( M_{\text{before}} = 0.32, SE = 0.01; (t28) = 1.85, p = .076, \text{mean difference} = 0.02, 95\% \text{ CI} [−0.02, 0.04], d = 0.34 \). Critically, there were no significant differences in false memory scores either before successful inference (\( M_{\text{successful}} = 0.32, SE = 0.01 \)) compared to before unsuccessful inference (\( M_{\text{unsuccessful}} = 0.33, SE = 0.02; (t28) (1, p) = 250, \text{mean difference} = 0.01, 95\% \text{ CI} [−0.02, 0.05], d = 0.11 \) or before (\( M_{\text{before}} = 0.33, SE = 0.02 \)) compared to after unsuccessful inference (\( M_{\text{after}} = 0.31, SE = 0.01; (t28) = 1.48, p = .15, \text{mean difference} = 0.03, 95\% \text{ CI} [−0.01, 0.06], d = 0.27; see Fig. 3 for behavioral results).\(^7\)

2.3. True memory

True memory scores were subjected to an ANOVA identical to that reported for false memory scores. Results revealed a significant main effect of time, \( F(1,28) = 8.62, p = .007, \eta^2 = 0.24 \), no significant main effect of inference, \( F(1,28) (1, p) = 250, \eta^2 = 0.001 \), and a significant time by target interaction, \( F(1,28) = 4.80, p = .037, \eta^2 = 0.15 \). Subsequent paired \( t \)-tests revealed that the interaction was driven by a significant difference in true memory scores after (\( M_{\text{after}} = 0.40, SE = 0.01 \)) compared to before unsuccessful inference (\( M_{\text{before}} = 0.33, SE = 0.02; (t28) = 3.29, p = .003, \text{mean difference} = 0.07, 95\% \text{ CI} [0.03, 0.11], d = 0.61 \). There was a trend toward a significant difference between true memory scores before successful inference (\( M_{\text{successful}} = 0.36, SE = 0.01 \)) compared to before unsuccessful inference (\( M_{\text{unsuccessful}} = 0.33, SE = 0.02; (t28) = 1.83, p = .078, \text{mean difference} = 0.03, 95\% \text{ CI} [−0.003, 0.06], d = 0.34 \). Critically, there was no significant difference in true memory scores after successful inference (\( M_{\text{successful}} = 0.37, SE = 0.01 \)) compared to after unsuccessful inference (\( M_{\text{unsuccessful}} = 0.40, SE = 0.01; (t28) = 1.27, p = .21, \text{mean difference} = 0.02, 95\% \text{ CI} [−0.01, 0.06], d = 0.24 \) or after (\( M_{\text{after}} = 0.37, SE = 0.01 \) compared to before successful inference (\( M_{\text{before}} = 0.36, SE = 0.01; (t28) = 1.05, p = .250, \text{mean difference} = 0.02, 95\% \text{ CI} [−0.02, 0.05], d = 0.19 \).
3. fMRI results

3.1. Univariate activity in anterior hippocampus and prefrontal regions supports successful associative inference

Successful associative inference related activity identified with the correct inference > incorrect inference contrast was observed in numerous brain regions including the anterior hippocampus, posterior mPFC and left IFG (see Fig. 4; see also Supplemental Table 2 for a full list of regions). Importantly, these same three regions have been repeatedly identified by past work using similar associative inference paradigms (Preston et al., 2004; Zeitjamova and Preston, 2010; Schlichting et al., 2015) and are the focus for the ROI analyses reported here.

In order to determine whether activity in these regions supports successful associative inference beyond what is necessary for the successful retrieval of directly learned associations, we extracted activity from the three ROIs noted above (i.e., hippocampus, L. IFG, posterior mPFC) and subjected these parameter estimates to three 2 (trial type: directly learned vs. associative inference) x 2 (accuracy: correct vs. incorrect) repeated measures ANOVAs. Within our hippocampal ROI, results of the correct inference > incorrect inference contrast revealed two clusters in the left hippocampus ($x = -16, y = -10, z = -18$, spatial extent from $y = -8$ to $-14$, 30 voxels and $x = -27, y = -7, z = -24$, spatial extent from $-5$ to $-10$, 24 voxels) and one cluster within the right hippocampus ($x = 36, y = -8, z = -16$, spatial extent from $y = -8$ to $-20$, 29 voxels). The contrast of correct inference > incorrect inference also revealed two clusters within the L. IFG ($x = -45, y = 30, z = -7$, 26 voxels and $x = -26, y = 34, z = -7$, 22 voxels) and three clusters within the posterior mPFC ($x = 4, y = 11, z = -16$, 58 voxels and $x = -3, y = 6, z = -14$, 21 voxels and $x = -6, y = 16, z = -22$, 23 voxels). We failed to find any evidence for differences in the results amongst the clusters within each ROI (e.g., amongst the three clusters within the hippocampus; trial type by accuracy $F_s (1, p_s) 0.250$), thus clusters within each
ROI were combined to form three single ROIs (i.e., bilateral anterior hippocampus, L. IFG, and posterior mPFC; see Fig. 4a).

A significant trial type by accuracy interaction was found in the hippocampus, F(1,22) = 22.32, p < .001, $\eta^2_p = 0.50$, the left IFG, F(1,22) = 12.49, p = .002, $\eta^2_p = 0.36$, and the posterior mPFC, F(1,22) = 16.95, p < .001, $\eta^2_p = 0.44$. In order to determine if there were any differences across regions in the pattern of results for the hippocampus, left IFG and posterior mPFC, beta values from these regions were subjected to a 3 region: hippocampus vs. left IFG vs. posterior mPFC x 2 (trial type: directly learned vs. associative inference) x 2 (accuracy: correct vs. incorrect) repeated measures ANOVA. Results revealed a significant trial type by accuracy interaction, F(1,22) = 38.88, p < .001, $\eta^2_p = 0.64$, but critically, no significant region by trial type by accuracy interaction, F(2,44) < 1, p > .250, $\eta^2_p = 0.04$ (see Supplemental Tables 2 and 3 for full tables of correct > incorrect inference and correct > incorrect directly learned contrasts). Across regions, results revealed greater activation during correct inference compared to correct directly learned trials, t(22) = 4.21, p < .001, mean difference = 0.11, 95% CI [0.06, 0.17], d = 0.88 (see Fig. 4b).8 Note that the interaction for our L. IFG ROI was largely driven by no significant difference for correct directly learned compared to incorrect directly learned, t(22) = 1.34, p = .20, mean difference = 0.08, 95% CI [−0.04, 0.21], d = 0.28, and a decrease in activity for incorrect inference compared to incorrect directly learned, t(22) = −3.37, p = .003, mean difference = −0.23, 95% CI [−0.36, −0.09], d = 0.71, rather than an increase in activity for correct inference compared to correct directly learned despite the significant difference reported across regions.

While the current study narrowly focuses only on three ROIs reliably identified in past work using similar associative inference paradigms, future more exploratory work should attempt to identify how other core-network regions may be involved in successful associative inference. That is, we do not argue that the anterior hippocampus, posterior mPFC and L. IFG are the only regions important for successful associative inference. Rather, we argue that the current study using different instructions, stimuli and study-test delays is able to identify the same regions highlighted in past work as being important for the flexible retrieval and recombination of past information in support of successful associative inference.

8 We chose to define our univariate clusters using the correct > incorrect inference contrast because we wanted to identify regions that are important for successful associative inference. Importantly, identifying our clusters using this contrast does not introduce circularity into the trial type by accuracy ANOVAs because these regions may also be involved in retrieving the directly learned 'AB' and 'BC' associations resulting in a main effect of trial type with no significant trial type by accuracy interaction. Thus, the purpose of the ANOVAs was to determine whether these regions were similarly involved in both successful associative inference and the retrieval of directly learned associations.
3.2. Item-Level reinstatement of overlapping, yet incorrect contextual details after successful associative inference

We hypothesized that after successful associative inference, neural patterns in the anterior hippocampus, L. ITG, and posterior mPFC would be more similar to neural patterns when participants viewed the overlapping, yet incorrect event context compared to after unsuccessful inference or before successful inference, reflecting the successful inference-dependent reinstatement of contextual details from the overlapping, yet incorrect event. For each participant, ROI, and bin, we calculated a pattern similarity score ($r_{\text{match}} - r_{\text{mismatch}}$), which represented the item-specific reinstatement of overlapping, yet incorrect contextual details during retrieval (see Fig. 2b) and subjected participants’ pattern similarity scores to three (one for each ROI: anterior hippocampus, L. ITG, posterior mPFC; see Fig. 5a for anatomical masks) x 2 (time: before vs. after) x 2 (inference: successful vs. unsuccessful) repeated measures ANOVAs (see Supplemental Figure 3 for RSA results split by $r_{\text{match}}$ and $r_{\text{mismatch}}$).

In line with the role of the anterior hippocampus in the rapid binding of event details both within (Eichenbaum and Cohen, 2001; Hannula and Ranganath, 2008; Shimamura, 2010) and across event boundaries (Preston et al., 2004; Zeithamova and Preston, 2010; Zeithamova et al., 2012a), we found evidence for item-specific reactivation of the overlapping, yet incorrect event context in the anterior hippocampus. Specifically, the ANOVA conducted on the pattern similarity scores revealed a significant time by inference interaction, $F(1,22) = 6.12, p = .022, \eta^2_p = 0.22$, with greater pattern similarity scores after successful associative inference compared to after unsuccessful associative inference, $t(22) = 3.18, p = .004$, mean difference = 0.003, 95% CI [0.001, 0.006], $d = 0.65$. Critically, there was no significant difference in pattern similarity scores before successful inference compared to before unsuccessful inference, $t(22) < 1, p > .250$, mean difference = 0.0002, 95% CI [−0.002, 0.002], $d = 0.04$.9

The foregoing results support the hypothesis that during successful associative inference flexible recombination/cross-episode binding mechanisms linked to the anterior hippocampus may result in the mistaken binding of contextual details from event to the overlapping, yet incorrect source. Additional evidence for the reinstatement of contextual details from the overlapping, yet incorrect event may manifest in content-reinforcement states similarly to how reinstatement of correct event details in such regions supports successful retrieval. In line with this hypothesis, results revealed a significant time by inference interaction, $F(1,22) = 7.90, p = .010, \eta^2_p = 0.26$, in our content-reinforcement region (i.e., L. ITG). Subsequent t-tests revealed greater pattern similarity after successful associative inference compared to after unsuccessful associative inference, $t(22) = 2.33, p = .029$, mean difference = 0.002, 95% CI [0.0003, 0.004], $d = 0.48$. Further, results revealed greater pattern similarity after successful associative inference compared to before successful associative inference, $t(22) = 3.26, p = .004$, mean difference = 0.003, 95% CI [0.001, 0.005], $d = 0.68$. Finally, there was no significant difference in pattern similarity scores before successful inference compared to before unsuccessful inference, $t(22) = 1.69, p = .11$, mean difference = 0.002, 95% CI [−0.0005, 0.005], $d = 0.35$.

In our final ROI, the posterior mPFC, the ANOVA revealed a significant time by inference interaction, $F(1,22) = 4.94, p = .037, \eta^2_p = 0.18$. Subsequent t-tests revealed a trend toward greater pattern similarity after successful associative inference compared to after unsuccessful associative inference $t(22) = 1.92, p = .068$, mean difference = 0.004, 95% CI [−0.0003, 0.008], $d = 0.40$. Identical to results in the anterior hippocampus and L. ITG, results revealed no significant difference in

9 Our analytic approach of examining predicted differences in correlations across bins relative to the magnitude of individual correlations vs. zero is consistent with past RSA studies of episodic memory (e.g., Ritchey et al., 2013; Kuhl & Chun 2014; Wing et al., 2015). We believe that tests within a given bin relative to 0 are not easily interpretable because baseline similarity can be driven by various factors (e.g., vascularity; Haynes, 2015; Bhandari, Gagne & Badre, 2018). To control for such non-specific differences and directly test our hypotheses of greater reinstatement of overlapping yet, incorrect contextual details after successful relative to unsuccessful inference, we chose to compare the magnitude of the correlation across bins (e.g., before vs. after and successful vs. unsuccessful inference) and to not include the results of t-tests vs. 0.
pattern similarity scores before successful inference compared to before unsuccessful inference \( t(22) = 1.09, p > .250, \) mean difference = 0.002, 95% CI \([-0.002, 0.005]\), \( d = 0.23\).\(^{10}\) Taken together, results show that after successful associative inference, when participants attempt to retrieve contextual details associated with the currently cued event, neural patterns are more similar to when participants were viewing the overlapping yet, incorrect event context relative to all other event contexts that were also from successful inference trials after the directly learned/associative inference test (see Fig. 5b for results; see Supplemental Results and Supplemental Figure 4 for RSA Control Analyses).

3.3. Reinstatement in anterior hippocampus correlates with L. ITG

The anterior hippocampus has been hypothesized to support successful retrieval by driving the reinstatement of encoding-related cortical activity in response to a partial event cue (i.e., pattern completion; Bosch et al., 2014, Pacheco Estefan et al., 2019; Gordon et al., 2014; Ritchey et al., 2013; Staresina et al., 2012; Tompary et al., 2016). Hippocampally-driven cortical reinstatement of such event details during retrieval has further been shown to track participants’ memories for various aspects of an event (cf., Gordon et al., 2014). In line with this hypothesis, we asked whether pattern similarity to the overlapping, yet incorrect event in the anterior hippocampus during retrieval affected the reinstatement of contextual details that were mistakenly bound to the overlapping, yet incorrect event in the L. ITG (i.e., our hypothesized content-reinstatement ROI) as a result of successful associative inference. That is, while previous results evaluate RSA effects within each ROI, the current results aim to understand how the hippocampus and L. ITG (our content-reinstatement region) interact in support of the retrieval of contextual details from the overlapping, yet incorrect event.

To test this across-region relationship, we first calculated the pattern similarity score \((r_{\text{match}} - r_{\text{mismatch}})\) for each trial within each bin in both anterior hippocampus and L. ITG ROIs. As reported above, the trial-wise pattern similarity scores reflect the similarity in the pattern of neural activity when, for example, participants are cued to retrieve contextual details associated with event AB, and when participants viewed event BC\(_1\) context during the pre-exposure phase, relative to all other ‘BC’ event contexts from the same bin. Thus, trial-wise pattern similarity scores here reflect representational overlap between the currently cued event and the overlapping, yet incorrect event context. Next, for each participant and each bin, we correlated pattern similarity scores in the anterior hippocampus with pattern similarity scores in the L. ITG during the detail retrieval task (see Fig. 6a).

Results revealed that for successful inference trials both before and after the directly learned/associative inference test, there was a significant positive relationship between pattern similarity scores in the anterior hippocampus and the L. ITG (before successful inference: \( t(22) = 2.19, p = .039, \text{mean difference} = 0.07, 95\% \text{CI} [0.004, 0.14], d = 0.46; \text{after successful inference:} \ t(22) = 2.99, p = .007, \text{mean difference} = 0.12, 95\% \text{CI} [0.04, 0.20], d = 0.62). There was a trend toward a significant hippocampus-ITG relationship for unsuccessful inference trials before the directly learned/associative inference test, \( t(22) = 1.88, p = .074, \text{mean difference} = 0.09, 95\% \text{CI} [-0.009, 0.18], d = 0.39, \) and no significant relationship for unsuccessful inference trials after the directly learned/associative inference test, \( t(22) (1, 1) = .250, \text{mean difference} = 0.03, 95\% \text{CI} [-0.08, 0.14], d = 0.12. That is, a significant hippocampus-ITG relationship during retrieval was found for successful

\(^{10}\) In order to determine if pattern similarity scores differed as function of ROI, we subjected participants’ pattern similarity scores to a 3 (region: anterior hippocampus vs. L. ITG vs. posterior mPFC) x 2 (time: before vs. after inference) x 2 (inference: successful vs. unsuccessful) repeated measures ANOVA. Importantly, results revealed a significant time by inference interaction, \( F(1,22) = 15.55, p = .001, \eta^2_p = 0.41, \) but no significant region by time by inference interaction, \( F(2,44) < 1, p > .250, \eta^2_p = 0.02, \) suggesting that the overall patterns of results in our three ROIs were not significantly different from one another.

3.4. Univariate hippocampal effects correlate with context reinstatement in L. ITG

We hypothesized that flexible recombination/cross-episode binding mechanisms active during the directly learned/associative inference test result in contextual details being mistakenly bound to the overlapping, yet incorrect event context. Further, we hypothesized that the degree to which these misbound contextual details are reinstated during subsequent retrieval attempts should track with participants’ false memory scores. In order to test the first element of our hypothesis, we correlated the strength of our univariate activity effects in the anterior hippocampus during the directly learned/associative inference test (i.e., correct inference > incorrect inference relative to correct directly learned > incorrect directly learned) with the subsequent strength of the pattern similarity effects in our hypothesized content reinstatement region (i.e., L. ITG) during the detail retrieval task (i.e., successful inference > unsuccessful inference after relative to successful inference before > unsuccessful inference before). Results revealed that the strength of univariate effects in the anterior hippocampus was positively correlated with the degree to which neural patterns in the L. ITG became more similar to the overlapping, yet incorrect event context after successful inference relative to unsuccessful inference, \( r = 0.43, p = .041 \) (see Fig. 7a).

3.5. Context reinstatement in L. ITG correlates with behavioral false memory effects

Next, we correlated the strength of the pattern similarity effects in our hypothesized content-reinstatement region (i.e., L. ITG) with the strength of our behavioral false memory effects (i.e., successful inference after > unsuccessful inference after relative to successful inference before > unsuccessful inference before) in order to determine whether successful inference related changes in overlapping, yet incorrect context reinstatement in the L. ITG were indeed related to participants’ false memory scores. Results revealed that the degree to which neural patterns in the L. ITG became more similar to the overlapping, yet incorrect event context after successful inference compared to unsuccessful inference relative to before was positively correlated with participants’ false memory effects \( r = 0.51, p = .012 \) (see Fig. 7b), suggesting that reinstatement of contextual details from the overlapping, yet incorrect event may be responsible for successful inference-related changes in participants’ false memory scores.

3.6. Content-Reinstatement mediates the relationship between flexible retrieval mechanisms and false memories

As a final analysis, we examined whether univariate effects in the anterior hippocampus, representing the degree of recombination/cross-episode binding during the directly learned/associative inference test, indirectly affects participants’ detail memory responses via the cortical reinstatement of contextual details from overlapping events. The goal of the current analysis was to link the univariate results of the directly learned/associative inference test and the RSA results from the separate detail retrieval test. That is, the following mediation analysis aimed to reveal the relationship across the two tasks that participants were asked to complete, rather than understanding the mechanisms at play during each individual task (see above results and Fig. 6 for a discussion of how the anterior hippocampus may drive the reinstatement of the overlapping, yet incorrect event in the L. ITG during the detail retrieval test).

In order to assess the relationship between univariate activity effects in the anterior hippocampus, overlapping, yet incorrect context reinstatement effects and behavioral false memory effects, we subjected univariate activity effects from our bilateral anterior hippocampus ROI
Fig. 6. (A) Schematic of hypothesized relationship between pattern similarity scores in the anterior hippocampus and L. ITG during the detail retrieval task. (B) Results revealed that pattern similarity scores in the anterior hippocampus were positively correlated with pattern similarity scores in the L. ITG for successful inference trials tested both before and after the directly learned/associative inference test, suggesting that representational overlap in the anterior hippocampus as a result of successful associative inference may drive the subsequent reinstatement of contextual details that were mistakenly bound to the incorrect context in ‘content-reinstatement’ regions (i.e., L. ITG). No significant relationships were found for unsuccessful inference triads tested either before or after the directly learned/associative inference test. ** p < 0.01, * p ≤ 0.05, ~ p ≤ 0.10. Error bars represent ± 1 SEM.

Fig. 7. (A) Results of across-subject anterior hippocampus univariate and overlapping, yet incorrect context reinstatement in L. ITG correlation. Results revealed a significant positive relationship between the strength of univariate activity effects and subsequent overlapping, yet incorrect context reinstatement effects in the L. ITG, suggesting that the greater the flexible recombination/cross-episode binding mechanisms during correct compared to incorrect associative inference trials the greater the degree to which overlapping, yet incorrect contextual details are reinstated after compared to before successful associative inference relative to unsuccessful inference. (B) Results of across-subject overlapping, yet incorrect context reinstatement and behavioral false memory effects correlation. Results revealed a significant positive relationship between the strength of the overlapping, yet incorrect context reinstatement effects in the L. ITG and the strength of the behavioral false memory effects, suggesting that the degree to which overlapping, yet incorrect contextual details are reinstated after compared to before successful associative inference relative to unsuccessful inference supports the change in participants’ attribution of such overlapping, yet incorrect misinformation details to the currently cued event after successful inference compared to before successful associative inference, relative to unsuccessful inference. (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)

from the directly learned/associative inference test and participants’ false memory effects to a mediation analysis with pattern similarity effects from the detail retrieval task within our content-reinstatement region (i.e., L. ITG), posterior mPFC, and bilateral anterior hippocampus as our three potential mediators (see Fig. 8).

The mediation analysis was conducted via the Multilevel Mediation and Moderation toolbox with 10,000 bootstrap samples (Wager et al., 2009; Atlas et al., 2010). The independent variable was correct inference > incorrect inference (relative to correct directly learned > incorrect directly learned) univariate activity from our bilateral anterior hippocampus ROI. Pattern similarity effects in the L. ITG, posterior mPFC and bilateral anterior hippocampus were included as our mediating variables and behavioral false memory effects were included as our dependent variable. Significant mediation was identified by the interaction of path a (univariate effects to pattern similarity effects) and path b (pattern similarity effects to false memory effects). Results revealed a significant indirect/mediation effect relating univariate anterior hippocampal activity effects during the directly learned/associative inference test with subsequent behavioral false memory effects when this relationship was mediated by pattern similarity effects in the L. ITG, mediation effect ab = 0.11 (0.06), p = .02. No other potential indirect pathways relating univariate activity during the directly learned/associative inference task to false memory effects from the detail retrieval task (e.g., univariate to posterior mPFC or univariate to anterior hippocampus) were significant, all ps > .250 (see Fig. 8).

4. Discussion

The current results provide direct neural evidence that 1) specific contextual details from an overlapping, yet incorrect event are reinstated during retrieval, resulting in false memories and 2) the same hippocampally-dependent flexible recombination mechanisms that sup-
Fig. 8. Depiction of exploratory mediation analysis linking univariate activity effects in bilateral anterior hippocampus during directly learned/associative inference test to subsequent changes in representational similarity during the detail retrieval task to the strength of the behavioral false memory effects. Numeric labels reflect standardized path coefficients (STE). Path thickness indicates the statistical significance of each direct effect. *** indicates indirect effect of significance, $p = .02$. Results revealed a significant indirect effect of univariate activity during the directly learned/associative inference test on subsequent false memory effects via changes in representational similarity in our content reinstatement region – L. ITG (i.e., solid lines). Indirect effects via changes in representational similarity in bilateral anterior hippocampus and posterior mPFC were not significant (i.e., dashed lines).

port an adaptive function (i.e., successful inference) increase the likelihood that such misbound contextual details are reinstated during subsequent retrieval attempts.

We highlight five key findings of the current study. First, univariate results corroborate past studies and provide evidence for the involvement of the anterior hippocampus, posterior mPFC, and L. IFG regions in successful associative inference. Second, a neurally derived measure of trial-wise pattern similarity to the overlapping, yet incorrect event in the anterior hippocampus, posterior mPFC and L. ITG was greater after successful compared to unsuccessful inference. Third, the degree of reinstatement of overlapping, yet incorrect contextual details in the anterior hippocampus was positively correlated with the degree of reinstatement in our content-reinstatement region (i.e., the L. ITG). Fourth, the degree to which the incorrect, but related scene was reinstated in the L. ITG tracked participants’ false memory effects, with greater reinstatement effects associated with stronger memory misattribution effects. Fifth, the univariate effects in the anterior hippocampus during the directly learned/associative inference task were positively correlated with the degree of successful inference-related changes in the reinstatement of contextual details from the overlapping, yet incorrect event in our content-reinstatement region during the detail retrieval task. Thus, in line with past work highlighting hippocampal-cortical interactions supporting correct memory responses (e.g., Gordon et al., 2014), in the current study, patterns of hippocampal activity during retrieval may drive the reinstatement of misbound contextual details in content-sensitive cortical regions. Further, the degree of overlapping, yet incorrect context reinstatement in such content-reinstatement regions may result in the misattribution of such misbound details to participants’ memory for the currently cued event. While the across-subject correlations and mediation analysis should be considered exploratory given the current sample size (e.g., Fritz and MacKinnon, 2007), all critical univariate and RSA analyses were performed within-subject and are well powered to test our hypothesis (see Liang and Preston, 2017; Mack and Preston, 2016; Tompary et al., 2016; Tompary and Davachi, 2017 which employed similar analyses and sample sizes).

4.1. Hippocampal and prefrontal retrieval processes support successful associative inference

In line with past work by Zeithamova and Preston (2010), we found univariate evidence for the involvement of anterior hippocampus, posterior mPFC and L. IFG regions in successful associative inference. The anterior hippocampus has been implicated in the flexible retrieval and rapid binding of associative information both within (Eichenbaum and
Cohen, 2001; Hannula and Ranganath, 2008; Shimamura, 2010) and across event boundaries (Preston et al., 2004; Zeithamova and Preston, 2010; Zeithamova et al., 2012a). Specifically, in line with the current results, past studies using a similar associative inference task have linked the anterior hippocampus to the flexible reactivation and recombination of discrete ‘AB’ and ‘BC’ event representations in order to infer the relationship between the non-overlapping ‘A’ and ‘C’ items (Preston et al., 2004; Zeithamova and Preston, 2010).

Prefrontal regions including the posterior mPFC and L. IFG have been implicated in the integration of incoming information with existing knowledge structures and interference resolution for similar or competing items in memory, respectively. Specifically, past work has suggested a role for posterior mPFC regions in the integration of information into existing knowledge schemas during new learning (e.g., Bonasia et al., 2018). Schemas are organized knowledge frameworks related to a particular subject or event that support our ability to generalize across event boundaries to extract the general or most common features of multiple related events (Bartlett, 1932). In a similar vein as integrated/recombined representations supporting successful associative inference, schemas allow for relationships between common event elements that have not been directly experienced together. That is, in a novel context, schemas may provide a framework by which expectations can be drawn based on past experiences with similar or conceptually-related contexts. As suggested by past work (Zeithamova et al., 2012b), such schema-based generalization and abstraction across event boundaries may rely on similar processes and/or representations that support successful associative inference (Bowman and Zeithamova, 2018; Schlichting et al., 2015; Spalding et al., 2018; Tse et al., 2011; van Kesteren et al., 2010b, 2010a; Zeithamova et al., 2012a; for a similar view, see also Nieuwenhuis and Takahashi, 2011). In line with a role of the posterior mPFC in schema-based generalization and abstraction supporting memory integration, our posterior mPFC ROI was indeed similar to those reported in past work evaluating the effects of schema congruity/incongruency on associative memory (van Buuren et al., 2014) and memory integration (van Kesteren et al., 2020).

Finally, IFG regions have been implicated in the controlled retrieval of and interference resolution among competing memory representa-
tions (Badre and Wagner, 2007; Oztekin et al., 2009). Consistent with controlled retrieval/interference resolution interpretation of L. IFG function, we found greater L. IFG activity for correct inference compared to incorrect inference trials potentially because successful associative inference requires the reactivation and manipulation of similar, partially overlapping ‘AB’ and ‘BC’ representations and presumably requires greater interference resolution than the retrieval of a single directly learned representation. Taken together, the current univariate results implicate a key role for the anterior hippocampus, posterior mPFC, and L. IFG in the flexible use of previously learned representations stored in memory to learn novel associations among items that were never directly experienced together. Further, the current results replicate past work using a similar associative inference paradigm despite using different encoding instructions, more complex stimuli, and differing study-test delays (see Zeithamova and Preston, 2010).

4.2. Recombination-related contextual reinstatement in the hippocampus, posterior mPFC and content-reinstatement region

The current results extend past work relating the reinstatement of encoding-related patterns during retrieval to participants’ memory decisions (e.g., Mack and Preston, 2016). Specifically, past work has highlighted both the relationship between neural reinstatement and hippocampal-cortical interactions in support of successful memory retrieval (for a review, see Xue, 2018). The current results extend such findings to false memories for specific contextual details that were mistakenly bound to the currently cued event as a direct consequence of flexible retrieval processes that support successful inference.

During the detail retrieval task, we found greater neural pattern similarity between the currently cued event and the overlapping, yet incorrect context after successful inference compared to after unsuccessful inference in the anterior hippocampus, posterior mPFC and our content-reinstatement region (i.e., the L. ITG). Critically, we correlated memory-based patterns of activity during the detail retrieval task with neural patterns when participants viewed the overlapping, yet incorrect event context during the pre-exposure phase, which occurred prior to participants learning the overlapping ‘AB’ and ‘BC’ associations, and quantified our pattern similarity effects by taking correlations from the same relative to different event triads. That is, pattern similarity effects reported in the current study reflect the item-specific reinstatement of the overlapping, yet incorrect event context, independent of any general successful inference related processes or any perceptual similarities between the ‘encoding’ (i.e., pre-exposure) and retrieval phases.

We hypothesized that hippocampally-dependent flexible recombination and cross-episode binding mechanisms that support successful associative inference would result in a more integrated hippocampal representation on subsequent retrieval attempts, which would further result in the mistaken reinstatement of event elements from the overlapping, yet incorrect event context via hippocampally-driven cortical reinstatement mechanisms. In line with this hypothesis, during the detail retrieval task for successful inference triads, we found a significant positive relationship between pattern similarity scores in the anterior hippocampus and the L. ITG. This finding suggests that pattern similarity effects in the anterior hippocampus may result in the reinstatement of overlapping, yet incorrect contextual details in content-selective cortical regions potentially via erroneous pattern completion processes (whereby elements of overlapping, yet incorrect context are mistakenly reinstated in response to the cue person).

Such false memory results are consistent with past research demonstrating that, under certain circumstances, false memories can be accompanied by the false reactivation of content-sensitive cortical regions (e.g., Aminoff et al., 2008; Kahn et al., 2004; Karianan and Slotnick, 2017, 2018; Kurkela and Dennis, 2016; Slotnick and Schacter, 2004). They also fit with work showing that the reinstatement or reminders of past contextual information during new learning, can result in source misattributions where new information is mistakenly remembered as having come from the original context (Hupbach et al., 2008, 2007, 2009; Gershman et al., 2013). Such studies show that the same regions active during encoding may come online both for the retrieval of true and false memories and also during new learning, resulting in source misattributions. By contrast, the current results demonstrate that false memories can be supported by the item-specific reinstatement of contextual details (for related work see also Liang and Preston, 2017; Kim et al., 2019) and further, that flexible retrieval-related changes in false contextual reinstatement track such changes in participants’ false memory scores.11

Importantly, the current study highlights strong ROI-specific hypotheses based on past literature, which allows us to narrowly focus the results and discussion on specific and logical regions known to be involved in flexibly retrieving and recombining past events. Future, more exploratory, work should attempt to determine the role of other core network regions typically involved with episodic memory related tasks in successful associative inference and subsequent false memories.

---

11 The ideal comparison to determine whether reinstatement of the overlapping, yet incorrect tracks with participants’ false memory scores would be at the trial-level rather than across conditions. However, if we were to split each condition into true, false and foil memory responses we would not have sufficient trials to compare reinstatement results among memory response types. Namely, our cutoff for inclusion in the RSA analyses is 15 trials per condition and limiting our analyses to only false memory responses would result in the majority of participants being excluded due to low trial counts. Future work, potentially using a paradigm resulting in higher rates of false memory responses should attempt to elucidate trial-level reinstatement and behavioral false memory relationships.
4.3. Relating flexible recombination mechanisms to the neural reinstatement of contextual details and behavioral false memories

Given past work suggesting that flexible retrieval mechanisms may come at a cost - namely, the misattribution of contextual details from one event to the overlapping yet incorrect event - we hypothesized that hippocampally-dependent flexible retrieval processes active during the directly learned/associative inference test may drive subsequent reinstatement of contextual details from the overlapping, yet incorrect event in our content-reinstatement region. Further, we hypothesized that inference-dependent changes in contextual reinstatement in our content-reinstatement region may drive participants’ behavioral false memory effects. In line with this hypothesis, we found that individual differences in inference-related univariate hippocampal activity, representing flexible recombination/cross-episode binding mechanisms during the directly learned/associative inference test, were positively correlated with the change in inferences-related reinstatement of contextual details from the overlapping, yet incorrect event in our content-reinstatement region. Further, the change in successful inference-related reinstatement of contextual details from the overlapping, yet incorrect event in our content-reinstatement region was positively correlated with participants’ behavioral false memory effects. In sum, these results suggest that the greater the degree to which participants recombined the partially overlapping ‘AB’ and ‘BC’ events in order to infer the relationship between the non-overlapping ‘A’ and ‘C’ elements, the greater the reinstatement of specific contextual details that were mistakenly bound to the overlapping, yet incorrect event as a result of successful associative inference. Further, the reinstatement of contextual details during subsequent retrieval attempts may drive the reported pattern of behavioral false memory effects.

In a mediation analysis aimed at linking anterior hippocampal univariate activity effects during the directly learned/associative inference test and behavioral false memory effects via pattern similarity effects in our three ROIs, we found a significant indirect effect of univariate activity in the anterior hippocampus during the directly learned/associative inference task on subsequent false memory scores via the reinstatement of contextual details from the overlapping, yet incorrect event in the L. ITG (i.e., our content-reinstatement region). Such results build on past work highlighting the relationship between memory errors and recombining elements of distinct episodic or autobiographical memories (e.g., Burt et al., 2004; Devitt et al., 2015; Odegard and Lampinen, 2004).

While results of the current mediation analysis should be considered exploratory given the small sample size for an across-subjects mediation effect (Fritz and MacKinnon, 2007), they are in line with the results of the previously reported correlations and suggest that recombination/cross-episode binding-related activity may be related to subsequent changes in pattern similarity in regions that are important for reinstating encoding-related perceptual information during retrieval. Future research should attempt to clarify the role of flexible retrieval processes in the reinstatement of subsequent event details using larger sample sizes and a task more suited for classic mediation analyses.

Conclusion

Together, our findings suggest that hippocampally-dependent flexible recombination/cross-episode binding mechanisms support successful associative inference and these same flexible retrieval processes result in the neural representations of the original event becoming more similar to the overlapping, yet incorrect context during subsequent retrieval attempts. Further, the degree to which these overlapping, yet incorrect contextual details were later reinstated after successful inference compared to after unsuccessful inference (relative to reinstatement effects before successful compared to unsuccessful inference) in content-reinstatement regions tracked participants false memory effects. These findings suggest that the false memory effects reported here may be the result of the mistaken binding of contextual details from the overlap-