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M achines are increasingly doing “intelligent” things: Facebook recognizes 
faces in photos, Siri understands voices, and Google translates websites. 
The fundamental insight behind these breakthroughs is as much statis-

tical as computational. Machine intelligence became possible once researchers 
stopped approaching intelligence tasks procedurally and began tackling them 
empirically. Face recognition algorithms, for example, do not consist of hard-wired 
rules to scan for certain pixel combinations, based on human understanding of 
what constitutes a face. Instead, these algorithms use a large dataset of photos 
labeled as having a face or not to estimate a function f (x) that predicts the pres-
ence y of a face from pixels x. This similarity to econometrics raises questions: Are 
these algorithms merely applying standard techniques to novel and large datasets? 
If there are fundamentally new empirical tools, how do they fit with what we know? 
As empirical economists, how can we use them?1 

We present a way of thinking about machine learning that gives it its own place 
in the econometric toolbox. Central to our understanding is that machine learning 

1 In this journal, Varian (2014) provides an excellent introduction to many of the more novel tools 
and “tricks” from machine learning, such as decision trees or cross-validation. Einav and Levin (2014) 
describe big data and economics more broadly. Belloni, Chernozhukov, and Hanson (2014) present an 
econometrically thorough introduction on how LASSO (and close cousins) can be used for inference in 
high-dimensional data. Athey (2015) provides a brief overview of how machine learning relates to causal 
inference.
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not only provides new tools, it solves a different problem. Machine learning (or 
rather “supervised” machine learning, the focus of this article) revolves around 
the problem of prediction: produce predictions of y from x. The appeal of machine 
learning is that it manages to uncover generalizable patterns. In fact, the success of 
machine learning at intelligence tasks is largely due to its ability to discover complex 
structure that was not specified in advance. It manages to fit complex and very flex-
ible functional forms to the data without simply overfitting; it finds functions that 
work well out-of-sample. 

Many economic applications, instead, revolve around parameter estimation: 
produce good estimates of parameters β that underlie the relationship between y 
and x. It is important to recognize that machine learning algorithms are not built 
for this purpose. For example, even when these algorithms produce regression coef-
ficients, the estimates are rarely consistent. The danger in using these tools is taking 
an algorithm built for   y ˆ   , and presuming their   β ˆ    have the properties we typically 
associate with estimation output. Of course, prediction has a long history in econo-
metric research—machine learning provides new tools to solve this old problem.2 
Put succinctly, machine learning belongs in the part of the toolbox marked   y ˆ    rather 
than in the more familiar   β ˆ    compartment.

This perspective suggests that applying machine learning to economics requires 
finding relevant   y ˆ    tasks. One category of such applications appears when using 
new kinds of data for traditional questions; for example, in measuring economic 
activity using satellite images or in classifying industries using corporate 10-K filings. 
Making sense of complex data such as images and text often involves a prediction 
pre-processing step. In another category of applications, the key object of interest 
is actually a parameter β, but the inference procedures (often implicitly) contain a 
prediction task. For example, the first stage of a linear instrumental variables regres-
sion is effectively prediction. The same is true when estimating heterogeneous 
treatment effects, testing for effects on multiple outcomes in experiments, and 
flexibly controlling for observed confounders. A final category is in direct policy 
applications. Deciding which teacher to hire implicitly involves a prediction task 
(what added value will a given teacher have?), one that is intimately tied to the 
causal question of the value of an additional teacher. 

Machine learning algorithms are now technically easy to use: you can download 
convenient packages in R or Python that can fit decision trees, random forests, or 
LASSO (Least Absolute Shrinkage and Selection Operator) regression coefficients. 
This also raises the risk that they are applied naively or their output is misinter-
preted. We hope to make them conceptually easier to use by providing a crisper 

2 While the ideas we describe as central to machine learning may appear unfamiliar to some, they 
have their roots and parallels in nonparametric statistics, including nonparametric kernel regression, 
penalized modeling, cross-validation, and sieve estimation. We refer to Györfi, Kohler, Krzyzak, and 
Walk (2002) for a general overview, and to Hansen (2014) more specifically for counterparts in sieve 
estimation.
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understanding of how these algorithms work, where they excel, and where they can 
stumble—and thus where they can be most usefully applied.3

How Machine Learning Works

Supervised machine learning algorithms seek functions that predict well out 
of sample. For example, we might look to predict the value y of a house from its 
observed characteristics x based on a sample of n houses (yi, xi). The algorithm 
would take a loss function L(  y ˆ   , y) as an input and search for a function   f ̂    that has 
low expected prediction loss E(y, x)[L(   f ̂    (x), y)] on a new data point from the same 
distribution. Even complex intelligence tasks like face detection can be posed this 
way. A photo can be turned into a vector, say a 100-by-100 array so that the resulting 
x vector has 10,000 entries. The y value is 1 for images with a face and 0 for images 
without a face. The loss function L(  y ˆ   , y) captures payoffs from proper or improper 
classification of “face” or “no face.” 

Familiar estimation procedures, such as ordinary least squares, already provide 
convenient ways to form predictions, so why look to machine learning to solve 
this problem? We will use a concrete application—predicting house prices—to 
illustrate these tools. We consider 10,000 randomly selected owner-occupied units 
from the 2011 metropolitan sample of the American Housing Survey. In addition 
to the values of each unit, we also include 150 variables that contain information 
about the unit and its location, such as the number of rooms, the base area, and 
the census region within the United States. To compare different prediction tech-
niques, we evaluate how well each approach predicts (log) unit value on a separate 
hold-out set of 41,808 units from the same sample. All details on the sample and our 
empirical exercise can be found in an online appendix available with this paper at  
http://e-jep.org.

Table 1 summarizes the findings of applying various procedures to this 
problem. Two main insights arise from this table. First, the table highlights the need 
for a hold-out sample to assess performance. In-sample performance may overstate 
performance; this is especially true for certain machine learning algorithms like 
random forests that have a strong tendency to overfit. Second, on out-of-sample 
performance, machine learning algorithms such as random forests can do signif-
icantly better than ordinary least squares, even at moderate sample sizes and 
with a limited number of covariates. Understanding machine learning, though, 
requires looking deeper than these quantitative gains. To make sense of how these 

3 This treatment is by no means exhaustive: First, we focus specifically on “supervised” machine learning 
where prediction is central, and do not discuss clustering or other “unsupervised” pattern recognition 
techniques. Second, we leave to more specialized sources the more hands-on practical advice, the discus-
sion of computational challenges that are central to a computer-science treatment of the subject, and the 
overview of cutting-edge algorithms.

http://e-jep.org
http://e-jep.org
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procedures work, we will focus in depth on a comparison of ordinary least squares 
and regression trees. 

From Linear Least-Squares to Regression Trees
Applying ordinary least squares to this problem requires making some choices. 

For the ordinary least squares regression reported in the first row of Table 1, we 
included all of the main effects (with categorical variables as dummies). But why not 
include interactions between variables? The effect of the number of bedrooms may 
well depend on the base area of the unit, and the added value of a fireplace may be 
different depending on the number of living rooms. Simply including all pairwise 
interactions would be infeasible as it produces more regressors than data points 
(especially considering that some variables are categorical). We would therefore 
need to hand-curate which interactions to include in the regression. An extreme 
version of this challenge appears in the face-recognition problem. The functions 
that effectively combine pixels to predict faces will be highly nonlinear and inter-
active: for example, “noses” are only defined by complex interactions between 
numerous pixels. 

Machine learning searches for these interactions automatically. Consider, for 
example, a typical machine learning function class: regression trees. Like a linear 
function, a regression tree maps each vector of house characteristics to a predicted 

Table 1 
Performance of Different Algorithms in Predicting House Values

Method

Prediction performance (R2) Relative improvement over ordinary least 
squares by quintile of house valueTraining 

sample 
Hold-out 
sample 1st 2nd 3rd 4th 5th

Ordinary least 47.3% 41.7% -- -- -- -- --
 squares [39.7%, 43.7%]

Regression tree 39.6% 34.5% −11.5% 10.8% 6.4% −14.6% −31.8%
 tuned by depth [32.6%, 36.5%]

LASSO 46.0% 43.3% 1.3% 11.9% 13.1% 10.1% −1.9%
[41.5%, 45.2%]

Random forest 85.1% 45.5% 3.5% 23.6% 27.0% 17.8% −0.5%
[43.6%, 47.5%]

Ensemble 80.4% 45.9% 4.5% 16.0% 17.9% 14.2% 7.6%
[44.0%, 47.9%]

Note: The dependent variable is the log-dollar house value of owner-occupied units in the 2011 
American Housing Survey from 150 covariates including unit characteristics and quality measures. 
All algorithms are fitted on the same, randomly drawn training sample of 10,000 units and 
evaluated on the 41,808 remaining held-out units. The numbers in brackets in the hold-out sample 
column are 95 percent bootstrap confidence intervals for hold-out prediction performance, and 
represent measurement variation for a fixed prediction function. For this illustration, we do not 
use sampling weights. Details are provided in the online Appendix at http://e-jep.org.

http://e-jep.org
http://e-jep.org
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value. The prediction function takes the form of a tree that splits in two at every 
node. At each node of the tree, the value of a single variable (say, number of bath-
rooms) determines whether the left (less than two bathrooms) or the right (two or 
more) child node is considered next. When a terminal node—a leaf—is reached, a 
prediction is returned. An example of a tree is given in Figure 1. We could represent 
the tree in Figure 1 as a linear function, where each of the leaves corresponds to 
a product of dummy variables (x1 = 1TYPE=2,3,7 × 1BATHS<1.5 × 1ROOMS<4.5 for the left-
most leaf) with the corresponding coefficient (α1 = 9.2). Trees are thus a highly 
interactive function class. 

The Secret Sauce
How can a tree even be fitted here? A deep enough tree would fit perfectly—

each observation would end up in its own leaf. That tree will have perfect fit, but of 
course this is really perfect overfit: out of sample, this tree would perform terribly 
for prediction. The (over)fitting conundrum is not specific to trees. The very appeal 
of machine learning is high dimensionality: flexible functional forms allow us to fit 
varied structures of the data. But this flexibility also gives so many possibilities that 
simply picking the function that fits best in-sample will be a terrible choice. So how 
does machine learning manage to do out-of-sample prediction?

The first part of the solution is regularization. In the tree case, instead of 
choosing the “best” overall tree, we could choose the best tree among those of a 
certain depth. The shallower the tree, the worse the in-sample fit: with many obser-
vations in each leaf, no one observation will be fit very well. But this also means 
there will be less overfit: the idiosyncratic noise of each observation is averaged 
out. Tree depth is an example of a regularizer. It measures the complexity of a 
function. As we regularize less, we do a better job at approximating the in-sample 
variation, but for the same reason, the wedge between in-sample and out-of-sample 

Note: Based on a sample from the 2011 American Housing Survey metropolitan survey. House-
value predictions are in log dollars.

Figure 1 
A Shallow Regression Tree Predicting House Values

Type = 2,3,7

Baths < 1.5

Rooms < 4.5 UNITSF < 1,122.5

Baths < 1.5

Baths < 2.5Rooms < 6.5

Yes No

9.2 9.8 9.8 10.5 11.6 11.9 12.2 12.8



92     Journal of Economic Perspectives

fit will typically increase. Machine learning algorithms typically have a regularizer 
associated with them. By choosing the level of regularization appropriately, we can 
have some benefits of flexible functional forms without having those benefits be 
overwhelmed by overfit. 

How do we choose the optimal depth of the tree? In machine learning terms, 
how do we choose the level of regularization (“tune the algorithm”)? This is the 
second key insight: empirical tuning. The essential problem of overfitting is that we 
would like the prediction function to do well out of sample, but we only fit in-sample. In 
empirical tuning, we create an out-of-sample experiment inside the original sample. 
We fit on one part of the data and ask which level of regularization leads to the best 
performance on the other part of the data.4 We can increase the efficiency of this 
procedure through cross-validation: we randomly partition the sample into equally 
sized subsamples (“folds”). The estimation process then involves successively holding 
out one of the folds for evaluation while fitting the prediction function for a range 
of regularization parameters on all remaining folds. Finally, we pick the parameter 
with the best estimated average performance.5 The second row of Table 1 shows the 
performance of a regression tree where we have chosen depth in this way.

This procedure works because prediction quality is observable: both predic-
tions   y ˆ    and outcomes y are observed. Contrast this with parameter estimation, where 
typically we must rely on assumptions about the data-generating process to ensure 
consistency. Observability by itself would not make prediction much easier since the 
algorithm would still need to sort through a very large function class. But regular-
ization turns this choice into a low-dimensional one—we only need to choose the 
best tuning parameter. Regularization combines with the observability of predic-
tion quality to allow us to fit flexible functional forms and still find generalizable 
structure. 

Most of Machine Learning in One Expression6

This structure—regularization and empirical choice of tuning parameters— 
helps organize the sometimes bewildering variety of prediction algorithms that one 
encounters. There is a function class  (in this case, trees) and a regularizer R( f ) 
(in the specific example, depth of tree) that expresses the complexity of a function 

4 One approach to the tuning problem is deriving the optimal level of regularization analytically for each 
procedure and under assumptions on the sampling process, such as AIC (Akaike Information Criterion), 
BIC (Bayesian Information Criterion), and SURE (Stein’s Unbiased Risk Estimate). This theoretical 
guidance is helpful when available and applicable, but assumptions may prove hard to verify as the 
reason for undertaking nonparametric analysis may be that we are unsure about features of the data-
generating processes in the first place. In other cases, theoretical results give only asymptotic guidance 
that remain an unverifiable promise in finite samples.
5 In some cases, the researcher will adjust the empirical loss minimizer to account for measurement 
error and/or sample size differences in mapping observed performance to the level of regularization. 
An example is the “one standard-error rule” for LASSO tuning discussed in Hastie, Tibshirani, and 
Friedman (2009).
6 We adapted the title of this section from a post on Francis X. Diebold’s “No Hesitations” blog, http://
fxdiebold.blogspot.com/2017/01/all-of-machine-learning-in-one.html.

http://fxdiebold.blogspot.com/2017/01/all-of-machine-learning-in-one.html
http://fxdiebold.blogspot.com/2017/01/all-of-machine-learning-in-one.html
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(more precisely the complexity of its representation).7 Picking the prediction func-
tion then involves two steps: The first step is, conditional on a level of complexity, 
to pick the best in-sample loss-minimizing function.8 The second step is to estimate 
the optimal level of complexity using empirical tuning (as we saw in cross-validating 
the depth of the tree). In Table 2, we give an incomplete overview of methods that 
follow this pattern.

7 We write the regularizer as a mapping from the function itself. In cases where functions are not uniquely 
parametrized (and for practical purposes in many applications), we implicitly refer to a set of parameters 
that define a function for a given parametrization of the function class. Also, the complexity itself may 
be estimated from the training data.
8 We summarize this central step in the expression

minimize    ∑ i=1  
n    L( f (xi), yi 
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Table 2 
Some Machine Learning Algorithms

Function class    (and its parametrization) Regularizer  R( f  ) 

Global/parametric predictors
Linear  β′x  (and generalizations) Subset selection | | β|  |  0   =  ∑ j = 1  k      1   β  j   ≠0   

LASSO  | | β|  |  1   =  ∑ j = 1  k    |  β  j   | 

Ridge  | | β|   |  2     
2  =  ∑ j = 1  k      β  j     

2  

Elastic net  α |  | β|  |  1   + (1 − α)  |  | β|   |   2          
2  

Local/nonparametric predictors
Decision/regression trees Depth, number of nodes/leaves, minimal leaf 

size, information gain at splits

Random forest (linear combination of 
trees)

Number of trees, number of variables used 
in each tree, size of bootstrap sample, 
complexity of trees (see above)

Nearest neighbors Number of neighbors

Kernel regression Kernel bandwidth

Mixed predictors
Deep learning, neural nets, convolutional 
neural networks

Number of levels, number of neurons per 
level, connectivity between neurons

Splines Number of knots, order

Combined predictors
Bagging: unweighted average of predictors 
from bootstrap draws

Number of draws, size of bootstrap samples 
(and individual regularization parameters)

Boosting: linear combination of 
predictions of residual

Learning rate, number of iterations (and 
individual regularization parameters)

Ensemble: weighted combination of 
different predictors

Ensemble weights (and individual 
regularization parameters)
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For example, in our framework, the LASSO (probably the machine learning 
tool most familiar to economists) corresponds to 1) a quadratic loss function, 2) a 
class of linear functions (over some fixed set of possible variables), and 3) a regular-
izer which is the sum of absolute values of coefficients.9 This effectively results in a 
linear regression in which only a small number of predictors from all possible vari-
ables are chosen to have nonzero values: the absolute-value regularizer encourages 
a coefficient vector where many are exactly zero. The third row of Table 1 shows 
the performance of LASSO in predicting house prices. Ridge regression is a close 
cousin: it simply uses a quadratic regularizer instead of the sum of absolute values.

In some of the most successful machine learning methods, multiple predictors 
from the same function class are combined into a single prediction function and 
tuned jointly. The fourth row in Table 1 shows the performance of a random forest; 
it outperforms ordinary least squares on the hold-out by over 9 percent in terms of 
overall R2. The random forest is an average over many (in this case, 700) trees. Each 
tree is fitted on a bootstrap sample of the original training set and constrained to 
a randomly chosen subset of variables. The predictions of the trees are then aver-
aged. The regularization variables in this algorithm include the complexity of each 
individual tree (such as its depth), the number of variables used in each tree, the 
size of each bootstrap sample, and the number of trees.

The last row in Table 1 lists an ensemble method that runs several separate 
algorithms (in this case tree, LASSO, and forest) and then averages their predic-
tions, with weights chosen by cross-validation. The fact that the ensemble comes out 
on top in Table 1—with an out-of-sample R2 of almost 46 percent—is no isolated 
case. While it may be unsurprising that such ensembles perform well on average—
after all, they can cover a wider array of functional forms—it may be more surprising 
that they come on top in virtually every prediction competition. 

Other models that we have not estimated in our data also fit this framework. 
For example, neural nets are popular prediction algorithms for image recogni-
tion tasks. For one standard implementation in binary prediction, the underlying 
function class is that of nested logistic regressions: The final prediction is a logistic 
transformation of a linear combination of variables (“neurons”) that are themselves 
such logistic transformations, creating a layered hierarchy of logit regressions. The 
complexity of these functions is controlled by the number of layers, the number of 
neurons per layer, and their connectivity (that is, how many variables from one level 
enter each logistic regression on the next).

Econometric Guidance
Viewed this way, there are several choices to be made when using a machine 

learning approach. First, this approach involves choosing the functions we fit and 
how we regularize them: Should I use a regression tree or linear functions? If I 
choose a tree, do I express its complexity by its depth, the minimal number of units 

9 For some readers, a more familiar equation for the LASSO is the Lagrangian dual formulation, where 
the Lagrange multiplier λ plays the role of the tuning parameter. 



Machine Learning: An Applied Econometric Approach     95

in each leaf, or the minimal improvement in prediction quality at every split? Avail-
able guidance in the machine learning literature is largely based on a combination 
of simulation studies and expert intuition. They are complemented by recent theo-
retical results in econometrics that shed light on the comparative performance of 
different regularizers, such as Abadie and Kasy (2017) for LASSO and close relatives.

Practically, one must decide how to encode and transform the underlying vari-
ables. In our example of house prices, do we include base area per room as a variable, 
or just total area? Should we use logarithmic scales? Normalize to unit variances? 
These choices about how to represent the features will interact with the regularizer 
and function class: A linear model can reproduce the log base area per room from 
log base area and log room number easily, while a regression tree would require 
many splits to do so. In a traditional estimator, replacing one set of variables by a set 
of transformed variables from which it could be reconstructed would not change the 
predictions, because the set of functions being chosen from has not changed. But 
with regularization, including these variables can improve predictions because—at 
any given level of regularization—the set of functions might change. If the number 
of bathrooms per bedroom is what we suspect will matter in the price-setting process, 
creating that variable explicitly lowers the complexity cost for including this vari-
able. Economic theory and content expertise play a crucial role in guiding where 
the algorithm looks for structure first. This is the sense in which “simply throw it 
all in” is an unreasonable way to understand or run these machine learning algo-
rithms. For example, in visual tasks, some understanding of geometry proves crucial 
in specifying the way in which neurons are connected within neural nets. 

A final set of choices revolves around the tuning procedure: Should out-of-
sample performance be estimated using some known correction for overfitting 
(such as an adjusted R2 when it is available) or using cross-validation? How many 
folds should be used in cross-validation, and how exactly should the final tuning 
parameter be chosen? While asymptotic results show that cross-validation tuning 
approximates the optimal complexity (Vaart, Dudoit, and Laan 2006), available 
finite-sample guidance on its implementation—such as heuristics for the number 
of folds (usually five to ten) or the “one standard-error rule” for tuning the LASSO 
(Hastie, Tibshirani, and Friedman 2009)—has a more ad-hoc flavor. Design choices 
must be made about function classes, regularizers, feature representations, and 
tuning procedures: there are no definitive and universal answers available. This 
leaves many opportunities for econometric research.

Quantifying Predictive Performance
While these design choices leave plenty of freedom, having a reliable estimate 

of predictive performance is a nonnegotiable requirement for which strong econo-
metric guarantees are available. In the house-price example, we divide the sample 
into a training and a test (hold-out) sample. This implements a firewall principle: 
none of the data involved in fitting the prediction function—which includes cross-
validation to tune the algorithm—is used to evaluate the prediction function that 
is produced. As a result, inference on predictive performance of a fixed predictive 
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function is a straightforward task of mean estimation: the distribution of realized 
loss in the hold-out (taking any clustering into account) directly yield consistent 
estimates of performance and confidence intervals. 

Econometric theory plays a dual role here. First, econometrics can guide 
design choices, such as the number of folds or the function class. Guidance in these 
choices can help improve prediction quality and the power of any test based on it. 
Second, given the fitted prediction function, it must enable us to make inferences 
about estimated fit. The hold-out sample exactly allows us to form properly sized 
tests about predictive properties of the fitted function. 

What Do We (Not) Learn from Machine Learning Output?
It is tempting to do more with the fitted function. Why not also use it to learn 

something about the “underlying model”: specifically, why not use it to make infer-
ences about the underlying data-generating process? Even if correlations are not 
causal, might they not reveal useful underlying structure? The LASSO regression 
of Table 1 ends up not using the number of dining rooms as a right-hand variable. 
Does that reveal that the number of dining rooms is an unimportant variable in 
determining house prices (given the other available variables)? It is tempting to 
draw such conclusions, and such conclusions could be economically meaningful: 
for example, in predicting wages, the weight placed on race by a machine learning 
algorithm seems like it could be a proxy for discrimination. Statistical packages 
contribute to these inferences by outputting measures of variable importance in the 
fitted functions. 

One obvious problem that arises in making such inferences is the lack of stan-
dard errors on the coefficients. Even when machine-learning predictors produce 
familiar output like linear functions, forming these standard errors can be more 
complicated than seems at first glance as they would have to account for the model 
selection itself. In fact, Leeb and Pötscher (2006, 2008) develop conditions under 
which it is impossible to obtain (uniformly) consistent estimates of the distribution 
of model parameters after data-driven selection.

But there is an even bigger challenge. To illustrate the problem, we repeated 
the house-value prediction exercise on subsets of our sample from the American 
Housing Survey. First, we randomly cut the sample into ten partitions of approxi-
mately 5,000 units each. On each partition, we re-estimate the LASSO predictor. 
Through its regularizer, LASSO produces a sparse prediction function, so that many 
coefficients are zero and are “not used”—in this example, we find that more than 
half the variables are unused in each run. 

Figure 2 shows how the variables that are used vary from partition to partition. 
Each row represents one of x variables used. Each column represents a different 
partition. We color each cell black if that variable is used by the LASSO model in 
that partition. Figure 2 documents a fundamental problem: a variable used in one 
partition may be unused in another. In fact, there are few stable patterns overall.

These instabilities do not reflect instability in prediction quality—in fact, the R2 
remains roughly constant from partition to partition. The problem arises because if 
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the variables are correlated with each other (say the number of rooms of a house and 
its square-footage), then such variables are substitutes in predicting house prices. 
Similar predictions can be produced using very different variables. Which variables 
are actually chosen depends on the specific finite sample. In traditional estimation, 
correlations between observed variables would be reflected in large standard errors 
that express our uncertainty in attributing effects to one variable over the other. 

This problem is ubiquitous in machine learning. The very appeal of these algo-
rithms is that they can fit many different functions. But this creates an Achilles’ 
heel: more functions mean a greater chance that two functions with very different 

Note: We repeated the house-value prediction exercise on subsets of our sample from the American 
Housing Survey. First, we randomly cut the sample into ten partitions of approximately 5,000 
units each. On each partition, we re-estimate the LASSO predictor, with LASSO regularization 
parameter fixed. The figure shows how the variables that are used vary from partition to partition. 
Each row represents one of x variables used. Each column represents a different partition. We 
color each cell black if that variable is used by the LASSO model (has a nonzero coefficient) in 
that partition. The figure documents a fundamental problem: a variable used in one partition may 
be unused in another. In fact, there are few stable patterns overall. For details, see discussion in 
text and online appendix available with this paper at http://e-jep.org.

Figure 2 
Selected Coefficients (Nonzero Estimates) across Ten LASSO Regressions 
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coefficients can produce similar prediction quality. As a result, how an algorithm 
chooses between two very different functions can effectively come down to the flip 
of a coin. In econometric terms, while the lack of standard errors illustrates the limi-
tations to making inference after model selection, the challenge here is (uniform) 
model selection consistency itself.

Regularization also contributes to the problem. First, it encourages the choice 
of less complex, but wrong models. Even if the best model uses interactions of 
number of bathrooms with number of rooms, regularization may lead to a choice 
of a simpler (but worse) model that uses only number of fireplaces. Second, it can 
bring with it a cousin of omitted variable bias, where we are typically concerned with 
correlations between observed variables and unobserved ones. Here, when regular-
ization excludes some variables, even a correlation between observed variables and 
other observed (but excluded) ones can create bias in the estimated coefficients. 

Recovering Structure: Estimation (  β ˆ   ) vs Prediction (   y ˆ   )
We face a challenge. On the one hand, these machine learning algorithms by 

their very construction—tuning and evaluation out of sample—seek a generaliz-
able structure and are evaluated on their capacity to find it. These algorithms do 
detect structure in   y ˆ   : when predictive quality is high, some structure must have been 
found. Some econometric results also show the converse: when there is structure, 
it will be recovered at least asymptotically (for example, for prediction consistency 
of LASSO-type estimators in an approximately sparse linear framework, see Belloni, 
Chernozhukov, and Hansen 2011). On the other hand, we have seen the dangers of 
naively interpreting the estimated   β ˆ    parameters as indicating the discovered structure. 

Of course, assumptions about the data-generating process would allow us to 
take the estimated   β ˆ    parameters more literally. The discussion above suggests that 
we must limit the correlations between the observed variables. This is seen clearly 
in Zhao and Yu (2006) who establish asymptotic model-selection consistency for the 
LASSO. Besides assuming that the true model is “sparse”—only a few variables are 
relevant—they also require the “irrepresentable condition” between observables: 
loosely put, none of the irrelevant covariates can be even moderately related to the 
set of relevant ones. 

In practice, these assumptions are strong. The instability in Figure 2, for example, 
suggests that they are not realistic in the house price example. But since we know this 
model is finding some structure, can we characterize it? A key area of future research 
in econometrics and machine learning is to make sense of the estimated prediction 
function without making strong assumptions about the underlying true world. 

How Machine Learning Can Be Applied

Our starting point for applications of machine learning algorithms is guided 
by both the strength of machine learning—it provides a powerful, flexible way of 
making quality predictions—and its weakness: absent strong and mostly unverifiable 
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assumptions, machine learning does not produce stable estimates of the underlying 
parameters. Therefore, we look for   y ˆ    problems, places where improved prediction 
has large applied value.

New Data
The phrase “big data” emphasizes a change in the scale of data. But there has 

been an equally important change in the nature of this data. Machine learning can 
deal with unconventional data that is too high-dimensional for standard estimation 
methods, including image and language information that we conventionally had 
not even thought of as data we can work with, let alone include in a regression.

Satellites have been taking images of the earth for decades, which we can now 
use not just as pixelated vectors, but as economically meaningful input. Donaldson 
and Storeygard (in this journal, 2016) provide an overview of the growing litera-
ture in economics using satellite data, including how luminosity at night correlates 
with economic output (Henderson, Storeygard, and Weil 2012) or estimating future 
harvest size (Lobell 2013). Satellite images do not directly contain, for example, 
measures of crop yield. Instead, they provide us with a large x vector of image-based 
data; these images are then matched (in what we hope is a representative sample) 
to yield data which form the y variable. This translation of satellite images to yield 
measures is a prediction problem. Machine learning is the essential tool by which 
we extract and scale economically meaningful signals from this data.

These new sources of data are particularly relevant where reliable data on 
economic outcomes are missing, such as in tracking and targeting poverty in devel-
oping countries (Blumenstock 2016). Jean et al. (2016) train a neural net to predict 
local economic outcomes from satellite data in five African countries. Machine 
learning also yields economic predictions from large-scale network data; for 
example, Blumenstock, Cadamuro, and On (2015) use cell-phone data to measure 
wealth, allowing them to quantify poverty in Rwanda at the individual level. Image 
recognition can of course be used beyond satellite data, and localized prediction 
of economic outcomes is relevant beyond the developing world: as one example, 
Glaeser, Kominers, Luca, and Naik (2016) use images from Google Street View to 
measure block-level income in New York City and Boston.

Language provides another new powerful source of data. As with satellite 
images, online posts can be made meaningful by labeling them with machine 
learning. Kang, Kuznetsova, Luca, and Choi (2013) use restaurant reviews on  
Yelp.com to predict the outcome of hygiene inspections. Antweiler and Frank 
(2004) classify text on online financial message boards as bullish, bearish, or neither. 
Their algorithm trains on a small number of manual classifications, and scales these 
labels up to 1.5 million messages as a basis for the subsequent analysis, which shows 
that online messages help explain market volatility, with statistically significant, if 
economically modest, effects on stock returns. 

Financial economists rely heavily on corporate financial information, such 
as that available in Compustat. But companies release detailed reports on their 
financial positions above and beyond these numbers. In the United States, publicly 



100     Journal of Economic Perspectives

traded companies must file annual 10-K forms. Kogan, Levin, Routledge, Sagi, and 
Smith (2009) predict volatility of roughly 10,000 such firms from market-risk disclo-
sure text within these forms, and show that it adds significant predictive information 
to past volatility. Hoberg and Phillips (2016) extract similarity of firms from their 
10-K business description texts, generating new time-varying industry classifications 
for these firms.

Machine learning can be useful in preprocessing and imputing even in tradi-
tional datasets. In this vein, Feigenbaum (2015a, b) applies machine-learning 
classifiers to match individuals in historical records: he links fathers and sons across 
censuses and other data sources, which allows him to quantify social mobility during 
the Great Depression. Bernheim, Bjorkegren, Naecker, and Rangel (2013) link 
survey responses to observable behavior: A subset of survey respondents take part in 
a laboratory experiment; a machine learning algorithm trained on this data predicts 
actual choices from survey responses, giving economists a tool to infer actual from 
reported behavior.

Prediction in the Service of Estimation 
A second category of application is in tasks that we approach as estimation 

problems. Even when we are interested in a parameter   β ˆ   , the tool we use to recover 
that parameter may contain (often implicitly) a prediction component. Take the 
case of linear instrumental variables understood as a two-stage procedure: first 
regress x = γ′z + δ on the instrument z, then regress y = β′x + ϵ on the fitted values   
x ˆ   . The first stage is typically handled as an estimation step. But this is effectively a 
prediction task: only the predictions   x ˆ    enter the second stage; the coefficients in the 
first stage are merely a means to these fitted values. 

Understood this way, the finite-sample biases in instrumental variables are a 
consequence of overfitting. Overfitting means that the in-sample fitted values   x ˆ    pick 
up not only the signal γ′z, but also the noise δ. As a consequence,   x ˆ    is biased towards 
x, and the second-stage instrumental variable estimate   β ˆ    is thus biased towards the 
ordinary least squares estimate of y on x. Since overfit will be larger when sample 
size is low, the number of instruments is high, or the instruments are weak, we can 
see why biases arise in these cases (Bound, Jaeger, and Baker 1995; Bekker 1994; 
Staiger and Stock 1997).

This analogy carries through to some of the classical solutions to finite-sample 
bias. Above, we used hold-out sets (in evaluating the prediction function) or cross-
validation (in choosing the tuning parameter) to separate the data used in the fitting 
of the function from the data used in the forming of predicted values; this ensured, 
for example, that our evaluations of a function’s prediction quality were unbiased. 
These same techniques applied here result in split-sample instrumental variables 
(Angrist and Krueger 1995) and “jackknife” instrumental variables (Angrist, 
Imbens, and Krueger 1999). Overfitting has wider consequences: the flipside of 
excessive in-sample overfitting is bad out-of-sample prediction. In fact, predicting 
well requires managing overfitting, which was the goal of both regularization and 
empirical tuning. These techniques are applicable to the first stage of instrumental 
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variable analysis as well. In particular, a set of papers has already introduced regu-
larization into the first stage in a high-dimensional setting, including the LASSO 
(Belloni, Chen, Chernozhukov, and Hansen 2012) and ridge regression (Carrasco 
2012; Hansen and Kozbur 2014). More recent extensions include nonlinear func-
tional forms, all the way to neural nets (Hartford, Leyton-Brown, and Taddy 2016). 

Practically, even when there appears to be only a few instruments, the problem 
is effectively high-dimensional because there are many degrees of freedom in how 
instruments are actually constructed. For example, several papers use college prox-
imity as an instrument in estimating returns to schooling (for example, Card 1999, 
Table 4). How exactly college proximity is used, however, varies. After all, it can be 
included linearly, logarithmically, or as dummies (and if so, with different thresh-
olds) and can be interacted with other variables (such as demographic groups most 
likely to be affected). The latitude in making these choices makes it even more valu-
able to consider the first stage as a prediction problem. It allows us to let the data 
explicitly pick effective specifications, and thus allows us to recover more of the vari-
ation and construct stronger instruments, provided that predictions are constructed 
and used in a way that preserves the exclusion restriction.10 

Many other inference tasks also have a prediction problem implicit inside 
them. In controlling for observed confounders, we do not care about the param-
eters associated with the control variables as an end in themselves. For example, 
Lee, Lessler, and Stuart (2010) use machine-learning algorithms to estimate the 
propensity score. Chernozhukov, Chetverikov, Demirer, Duflo, Hansen, and Newey 
(2016) take care of high-dimensional controls in treatment effect estimation by 
solving two simultaneous prediction problems, one in the outcome and one in the  
treatment equation. 

Similar opportunities arise even in cases where we have experimental data. 
Consider the problem of verifying balance between treatment and control groups 
(such as when there is attrition). Or consider the seemingly different problem of 
testing for effects on many outcomes. Both can be viewed as prediction problems 
(Ludwig, Mullainathan, and Spiess 2017). If treatment assignment can be predicted 
better than chance from pretreatment covariates, this is a sign of imbalance. If treat-
ment assignment can be predicted from a set of outcomes, the treatment must have 
had an effect. Estimating heterogeneous treatment effects can also be viewed as 
a prediction problem, though the parallel is nonobvious and implementing the 
transformation is a major contribution of the papers in this literature. Typically, 
heterogeneous treatment effects might be estimated as coefficients on interac-
tion terms in a linear regression. Consider instead the prediction task of mapping 
unit-level attributes to individual effect estimates. Of course, individual-level treat-
ment effects are not directly observed. Despite this, machine-learning methods 
have been successfully applied to map out treatment effect heterogeneity. Athey 
and Imbens (2016) use sample-splitting to obtain valid (conditional) inference on 

10 In particular, we have to avoid “forbidden regressions” (Angrist and Pischke 2008) in which correla-
tion between first-stage residuals and fitted values exists and creates bias in the second stage.
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treatment effects that are estimated using decision trees, as previously suggested 
by Imai and Strauss (2011). Wager and Athey (2015) extend the construction to 
random forests, while Grimmer, Messing, and Westwood (2016) employ ensemble 
methods. These heterogenous treatment effects can be used to assign treatments; 
Misra and Dubé (2016) illustrate this on the problem of price targeting, applying 
Bayesian regularized methods to a large-scale experiment where prices were  
randomly assigned.

Expressing parts of these inference tasks as prediction problems also makes 
clear the limitation on their output. A carefully constructed heterogeneity tree 
provides valid estimates of treatment effects in every leaf (Athey and Imbens 2016). 
At the same time, one must be careful in interpreting the particular representation 
of the chosen tree, as it may suffer from instabilities similar to those in the American 
Housing Survey data above. Suppose the algorithm chooses a tree that splits on 
education but not on age. Conditional on this tree, the estimated coefficients are 
consistent. But that does not imply that treatment effects do not also vary by age, 
as education may well covary with age; on other draws of the data, in fact, the same 
procedure could have chosen a tree that split on age instead. 

Prediction in Policy
Consider the following policy problem: Shortly after arrest, a judge must 

decide where defendants will wait for trial, at home or in jail. This decision, by law, 
must be based on a prediction by the judge: If released, will the defendant return 
for their court appearance or will they skip court, and will they potentially commit 
further crimes? Statistical tools have helped improve policies in several ways (such 
as randomized control trials helping to answer “does the policy work?”). In this case, 
one might wonder whether a predictive algorithm could similarly help improve the 
judge’s decision (Kleinberg et al. 2017). 

Prediction policy problems, such as the bail problem, appear in many areas 
(Kleinberg, Ludwig, Mullainathan, and Obermeyer 2015). For instance, a large 
literature estimates the impact of hiring an additional teacher—this is meant to 
inform the decision of whether to hire more teachers. The decision of which teacher 
to hire, however, requires a prediction: the use of information available at time of 
hiring to forecast individual teacher quality (Kane and Staiger 2008; Dobbie 2011; 
Jacob et al. 2016). Chalfin et al. (2016) provide some preliminary evidence of how 
machine learning may improve predictive accuracy in these and other personnel 
decisions. Chandler, Levitt, and List (2011) predict highest-risk youth so that 
mentoring interventions can be appropriately targeted. Abelson, Varshney, and Sun 
(2014), McBride and Nichols (2016), and Engstrom, Hersh, and Newhouse (2016) 
use machine learning to improve poverty targeting relative to existing poverty score-
cards. These predictive problems intimately relate to questions we already seek to 
answer: the impact of an extra teacher depends on how that teacher is chosen; the 
impact of a transfer program depends on how well targeted it is. Given the active 
research contributing to these policy discussions, expanding the focus to these adja-
cent prediction questions seems promising. 
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Economists can play a crucial role in solving prediction policy problems. First, 
even though prediction is important, machine learning is not enough: familiar 
econometric challenges arise. In deciding whether an algorithm could improve on 
the judge, one must resolve a basic counterfactual issue: we only know the crimes 
committed by those released. Many predictions problems share the feature that 
the available data is dictated by existing decision rules, and insights from the causal 
inference could prove helpful in tackling these problems; for example, Kleinberg 
et al. (2017) use pseudo-random assignment to judges of differing leniency in their 
application. Second, behavioral issues arise. Even when an algorithm can help, we 
must understand the factors that determine adoption of these tools (Dawes, Faust, 
and Meehl 1989; Dietvorst, Simmons, and Massey 2015; Yeomans, Shah, Mullaina-
than, and Kleinberg 2016). What factors determine faith in the algorithm? Would 
a simpler algorithm be more believed? How do we encourage judges to use their 
private information optimally? These questions combine problems of technology 
diffusion, information economics, and behavioral economics. 

Testing Theories
A final application of supervised machine learning is to test directly theories that 

are inherently about predictability. Within the efficient markets theory in finance, for 
example, the inability to make predictions about the future is a key prediction. Moritz 
and Zimmermann (2016) adapt methods from machine learning to show that past 
returns of US firms do have significant predictive power over their future stock prices.

Machine learning can also be used to construct a benchmark for how well theo-
ries are performing. A common concern is that even if a theory is accurate, it may 
only clear up a little of the systematic variation it aims to explain. The R2 alone does 
not address this question, as some of the total variance may not be explainable from 
what is measured. Kleinberg, Liang, and Mullainathan (2015) propose to compare 
the predictive power of a theory to that of an optimal predictor. Relatedly, Peysak-
hovich and Naecker (2015) compare the out-of-sample performance of behavioral 
economics models for choices under risk and ambiguity to an atheoretical machine-
learning benchmark.

Conclusion

The problem of artificial intelligence has vexed researchers for decades. Even 
simple tasks such as digit recognition—challenges that we as humans overcome so 
effortlessly—proved extremely difficult to program. Introspection into how our 
mind solves these problems failed to translate into procedures. The real break-
through came once we stopped trying to deduce these rules. Instead, the problem 
was turned into an inductive one: rather than hand-curating the rules, we simply let 
the data tell us which rules work best. 

For empiricists, these theory- and data-driven modes of analysis have always 
coexisted. Many estimation approaches have been (often by necessity) based on 
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top-down, theory-driven, deductive reasoning. At the same time, other approaches 
have aimed to simply let the data speak. Machine learning provides a powerful tool 
to hear, more clearly than ever, what the data have to say.

These approaches need not be in conflict. A structural model of poverty, for 
example, could be applied to satellite image data processed using machine learning. 
Theory could guide what variables to manipulate in an experiment; but in analyzing 
the results, machine learning could help manage multiple outcomes and estimate 
heterogeneous treatment effects.

In the long run, new empirical tools have also served to expand the kinds 
of problems we work on. The increased use of randomized control trials has also 
changed the kinds of questions empirical researchers work on. Ultimately, machine 
learning tools may also increase the scope of our work—not just by delivering new 
data or new methods but by focusing us on new questions. 

■ We are grateful to the editors Gordon Hanson, Enrico Moretti, and Timothy Taylor for their 
feedback and to Alberto Abadie, Peter Ganong, Lawrence Katz, Supreet Kaur, Jens Ludwig, 
and Andrei Shleifer for thoughtful and detailed comments.
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