Regression with a Binary Dependent Variable
(SW Ch. 9)

So far the dependent variable (Y) has been continuous:

· district-wide average test score

· traffic fatality rate
But we might want to understand the effect of X on a binary variable:
· Y = get into college, or not

· Y = person smokes, or not

· Y = mortgage application is accepted, or not

Example:  Mortgage denial and race

The Boston Fed HMDA data set

· Individual applications for single-family mortgages made in 1990 in the greater Boston area

· 2380 observations, collected under Home Mortgage Disclosure Act (HMDA)
Variables

· Dependent variable:
· Is the mortgage denied or accepted?

· Independent variables:

· income, wealth, employment status

· other loan, property characteristics

· race of applicant

The Linear Probability Model

(SW Section 9.1)
A natural starting point is the linear regression model with a single regressor:
Yi = (0 + (1Xi + ui
But:

· What does (1 mean when Y is binary? Is (1 = 
[image: image194.png]TABLE 9.1 Variables Included in Regression Models of Mortgage Deci
Variable Definition Sample Average

Financial Variables

P/I ratio Ratio of total monthly debt payments to total monthly income 0.331

housing expense-to-
income ratio Ratio of monthly housing expenses to total monthly income

loan-to-value ratio Ratio of size of loan to assessed value of property 0.738

©

consumer credit score 1 if no “slow” payments or delinquencies

if one or two slow payments or delinquencies

if more than two slow payments

if insufficient credit history for determination

if delinquent credit history with payments 60 days overdue
if delinquent credit history with payments 90 days overdue

[N

if no late mortgage payments 1.7
if no mortgage payment history

3 if one or two late mortgage payments

4 if more than two late mortgage payments

mortgage credit score

o —

public bad credit record 1 if any public record of credit problems (bankruptcy, charge-offs,  0.074
collection actions)
0 otherwise




?

· What does the line (0 + (1X mean when Y is binary?

· What does the predicted value 
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The linear probability model, ctd.
Yi = (0 + (1Xi + ui
Recall assumption #1: E(ui|Xi) = 0, so

E(Yi|Xi) = E((0 + (1Xi + ui|Xi) = (0 + (1Xi
When Y is binary, 

E(Y) = 1(Pr(Y=1) + 0(Pr(Y=0) = Pr(Y=1)
so
E(Y|X) = Pr(Y=1|X)
The linear probability model, ctd.
When Y is binary, the linear regression model
Yi = (0 + (1Xi + ui
is called the linear probability model.
· The predicted value is a probability:

· E(Y|X=x) = Pr(Y=1|X=x) = prob. that Y = 1 given x
· 
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 = the predicted probability that Yi = 1, given X
· (1 = change in probability that Y = 1 for a given (x:
(1 = 
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Example: linear probability model, HMDA data

Mortgage denial v. ratio of debt payments to income (P/I ratio) in the HMDA data set (subset)
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Linear probability model: HMDA data
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· What is the predicted value for P/I ratio = .3?
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==

 = -.080 + .604(.3 = .151
· Calculating “effects:” increase P/I ratio from .3 to .4:
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Pr(1|/.4)

denyPIratio

==

 = -.080 + .604(.4 = .212
The effect on the probability of denial of an increase in P/I ratio from .3 to .4 is to increase the probability by .061, that is, by 6.1 percentage points (what?).
Next include black as a regressor:
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Predicted probability of denial:

· for black applicant with P/I ratio = .3:
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· for white applicant, P/I ratio = .3:
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· difference = .177 = 17.7 percentage points
· Coefficient on black is significant at the 5% level
· Still plenty of room for omitted variable bias…

The linear probability model:  Summary

· Models probability as a linear function of X
· Advantages:

· simple to estimate and to interpret

· inference is the same as for multiple regression (need heteroskedasticity-robust standard errors)

· Disadvantages:

· Does it make sense that the probability should be linear in X?

· Predicted probabilities can be <0 or >1!

· These disadvantages can be solved by using a nonlinear probability model:  probit and logit regression
Probit and Logit Regression

(SW Section 9.2)

The problem with the linear probability model is that it models the probability of Y=1 as being linear:





Pr(Y = 1|X) = (0 + (1X
Instead, we want:

· 0 ≤ Pr(Y = 1|X) ≤ 1 for all X
· Pr(Y = 1|X) to be increasing in X (for (1>0)
This requires a nonlinear functional form for the probability.  How about an “S-curve”…

[image: image13] The probit model satisfies these conditions:
· 0 ≤ Pr(Y = 1|X) ≤ 1 for all X
· Pr(Y = 1|X) to be increasing in X (for (1>0)
Probit regression models the probability that Y=1 using the cumulative standard normal distribution function, evaluated at z = (0 + (1X:




Pr(Y = 1|X) = (((0 + (1X)

· ( is the cumulative normal distribution function.
· z = (0 + (1X is the “z-value” or “z-index” of the probit model.
Example: Suppose (0 = -2, (1= 3, X = .4, so 



Pr(Y = 1|X=.4) = ((-2 + 3(.4) = ((-0.8)

Pr(Y = 1|X=.4) = area under the standard normal density to left of z = -.8, which is…

[image: image14]
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Pr(Z ≤ -0.8) = .2119
Probit regression, ctd.
Why use the cumulative normal probability distribution?
· The “S-shape” gives us what we want:
· 0 ≤ Pr(Y = 1|X) ≤ 1 for all X
· Pr(Y = 1|X) to be increasing in X (for (1>0)

· Easy to use – the probabilities are tabulated in the cumulative normal tables

· Relatively straightforward interpretation:

· z-value = (0 + (1X
· 
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 X is the predicted z-value, given X 
· (1 is the change in the z-value for a unit change in X
STATA Example:  HMDA data

. probit deny p_irat, r;

Iteration 0:   log likelihood =  -872.0853

We’ll discuss this later
Iteration 1:   log likelihood =  -835.6633

Iteration 2:   log likelihood = -831.80534

Iteration 3:   log likelihood = -831.79234

Probit estimates                                  Number of obs   =       2380

                                                  Wald chi2(1)    =      40.68

                                                  Prob > chi2     =     0.0000

Log likelihood = -831.79234                       Pseudo R2       =     0.0462

------------------------------------------------------------------------------

             |               Robust

        deny |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

      p_irat |   2.967908   .4653114     6.38   0.000     2.055914    3.879901

       _cons |  -2.194159   .1649721   -13.30   0.000    -2.517499    -1.87082

------------------------------------------------------------------------------
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STATA Example:  HMDA data, ctd.
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· Positive coefficient: does this make sense?
· Standard errors have usual interpretation
· Predicted probabilities:
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· Effect of change in P/I ratio from .3 to .4:
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Predicted probability of denial rises from .097 to .159
Probit regression with multiple regressors



Pr(Y = 1|X1, X2) = (((0 + (1X1 + (2X2)
· ( is the cumulative normal distribution function.
· z = (0 + (1X1 + (2X2 is the “z-value” or “z-index” of the probit model.

· (1 is the effect on the z-score of a unit change in X1, holding constant X2
STATA Example:  HMDA data

. probit deny p_irat black, r;

Iteration 0:   log likelihood =  -872.0853

Iteration 1:   log likelihood = -800.88504

Iteration 2:   log likelihood =  -797.1478

Iteration 3:   log likelihood = -797.13604

Probit estimates                                  Number of obs   =       2380

                                                  Wald chi2(2)    =     118.18

                                                  Prob > chi2     =     0.0000

Log likelihood = -797.13604                       Pseudo R2       =     0.0859

------------------------------------------------------------------------------

             |               Robust

        deny |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

      p_irat |   2.741637   .4441633     6.17   0.000     1.871092    3.612181

       black |   .7081579   .0831877     8.51   0.000      .545113    .8712028
       _cons |  -2.258738   .1588168   -14.22   0.000    -2.570013   -1.947463

------------------------------------------------------------------------------

We’ll go through the estimation details later…
STATA Example:  predicted probit probabilities

. probit deny p_irat black, r;
Probit estimates                                  Number of obs   =       2380

                                                  Wald chi2(2)    =     118.18

                                                  Prob > chi2     =     0.0000

Log likelihood = -797.13604                       Pseudo R2       =     0.0859

------------------------------------------------------------------------------

             |               Robust

        deny |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

      p_irat |   2.741637   .4441633     6.17   0.000     1.871092    3.612181

       black |   .7081579   .0831877     8.51   0.000      .545113    .8712028

       _cons |  -2.258738   .1588168   -14.22   0.000    -2.570013   -1.947463

------------------------------------------------------------------------------

.  sca z1 = _b[_cons]+_b[p_irat]*.3+_b[black]*0;

.  display "Pred prob, p_irat=.3, white: "normprob(z1);

Pred prob, p_irat=.3, white: .07546603


NOTE

_b[_cons] is the estimated intercept (-2.258738)
_b[p_irat] is the coefficient on p_irat (2.741637)

sca creates a new scalar which is the result of a calculation

display prints the indicated information to the screen
STATA Example:  HMDA data, ctd.
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· Is the coefficient on black statistically significant?
· Estimated effect of race for P/I ratio = .3:
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· Difference in rejection probabilities = .158 (15.8 percentage points)
· Still plenty of room still for omitted variable bias…
Logit regression

Logit regression models the probability of Y=1 as the cumulative standard logistic distribution function, evaluated at z = (0 + (1X:





Pr(Y = 1|X) = F((0 + (1X)

F is the cumulative logistic distribution function:




F((0 + (1X) = 
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Logistic regression, ctd.




Pr(Y = 1|X) = F((0 + (1X)

where F((0 + (1X) = 
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Example:

(0 = -3, (1= 2, X = .4, 




so (0 + (1X = -3 + 2(.4 = -2.2 so




Pr(Y = 1|X=.4) = 1/(1+e–(–2.2)) = .0998 
Why bother with logit if we have probit?
· Historically, numerically convenient

In practice, very similar to probit

· STATA Example:  HMDA data

. logit deny p_irat black, r;

Iteration 0:   log likelihood =  -872.0853

Later…
Iteration 1:   log likelihood =  -806.3571

Iteration 2:   log likelihood = -795.74477

Iteration 3:   log likelihood = -795.69521

Iteration 4:   log likelihood = -795.69521

Logit estimates                                   Number of obs   =       2380

                                                  Wald chi2(2)    =     117.75

                                                  Prob > chi2     =     0.0000

Log likelihood = -795.69521                       Pseudo R2       =     0.0876

------------------------------------------------------------------------------

             |               Robust

        deny |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

      p_irat |   5.370362   .9633435     5.57   0.000     3.482244    7.258481

       black |   1.272782   .1460986     8.71   0.000     .9864339     1.55913

       _cons |  -4.125558    .345825   -11.93   0.000    -4.803362   -3.447753

------------------------------------------------------------------------------

.  dis "Pred prob, p_irat=.3, white: "





>     1/(1+exp(-(_b[_cons]+_b[p_irat]*.3+_b[black]*0)));

Pred prob, p_irat=.3, white: .07485143



NOTE:  the probit predicted probability is .07546603
Predicted probabilities from estimated probit and logit models usually are very close. 

[image: image27]
Estimation and Inference in Probit (and Logit) Models (SW Section 9.3)

Probit model:




Pr(Y = 1|X) = (((0 + (1X)

· Estimation and inference

· How to estimate (0 and (1?

· What is the sampling distribution of the estimators?

· Why can we use the usual methods of inference?

· First discuss nonlinear least squares (easier to explain)

· Then discuss maximum likelihood estimation (what is actually done in practice)
Probit estimation by nonlinear least squares

Recall OLS:
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· The result is the OLS estimators 
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In probit, we have a different regression function – the nonlinear probit model.  So, we could estimate (0 and (1 by nonlinear least squares:
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Solving this yields the nonlinear least squares estimator of the probit coefficients.
Nonlinear least squares, ctd.
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How to solve this minimization problem?

· Calculus doesn’t give and explicit solution.

· Must be solved numerically using the computer, e.g. by “trial and error” method of trying one set of values for (b0,b1), then trying another, and another,…

· Better idea: use specialized minimization algorithms

In practice, nonlinear least squares isn’t used because it isn’t efficient – an estimator with a smaller variance is…

Probit estimation by maximum likelihood

The likelihood function is the conditional density of Y1,…,Yn given X1,…,Xn, treated as a function of the unknown parameters (0 and (1.

· The maximum likelihood estimator (MLE) is the value of ((0, (1) that maximize the likelihood function.

· The MLE is the value of ((0, (1) that best describe the full distribution of the data.

· In large samples, the MLE is:

· consistent

· normally distributed

· efficient (has the smallest variance of all estimators)

Special case:  the probit MLE with no X
Y = 
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  (Bernoulli distribution)
Data: 

Y1,…,Yn, i.i.d.

Derivation of the likelihood starts with the density of Y1:

Pr(Y1 = 1) = p and Pr(Y1 = 0) = 1–p
so
Pr(Y1 = y1) = 
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   (verify this for y1=0, 1!)
Joint density of (Y1,Y2):

Because Y1 and Y2 are independent,
Pr(Y1 = y1,Y2 = y2) = Pr(Y1 = y1)( Pr(Y2 = y2)
= [
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Joint density of (Y1,..,Yn):

   Pr(Y1 = y1,Y2 = y2,…,Yn = yn)
    = [
[image: image37.wmf]11

1

(1)

yy

pp

-

-

]([
[image: image38.wmf]22

1

(1)

yy

pp

-

-

](…([
[image: image39.wmf]1

(1)

nn

yy

pp

-

-

]

    = 
[image: image40.wmf](

)

1

1

(1)

n

n

i

i

i

i

ny

y

pp

=

=

-

å

å

-


The likelihood is the joint density, treated as a function of the unknown parameters, which here is p:

f(p;Y1,…,Yn) =  
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The MLE maximizes the likelihood.  Its standard to work with the log likelihood, ln[f(p;Y1,…,Yn)]:

ln[f(p;Y1,…,Yn)] = 
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Solving for p yields the MLE; that is, 
[image: image45.wmf]ˆ

MLE

p

 satisfies,


[image: image46.wmf](

)

(

)

11

11

ˆˆ

1

nn

ii

MLEMLE

ii

YnY

pp

==

æö

-

+-

ç÷

-

èø

åå

 = 0

or


[image: image47.wmf](

)

(

)

11

11

ˆˆ

1

nn

ii

MLEMLE

ii

YnY

pp

==

=-

-

åå


or
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The MLE in the “no-X” case (Bernoulli distribution):
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· For Yi i.i.d. Bernoulli, the MLE is the “natural” estimator of p, the fraction of 1’s, which is [image: image53.wmf]Y


· We already know the essentials of inference:

· In large n, the sampling distribution of 
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 is normally distributed

· Thus inference is “as usual:” hypothesis testing via t-statistic, confidence interval as ( 1.96SE
· STATA note: to emphasize requirement of large-n, the printout calls the t-statistic the z-statistic; instead of the F-statistic, the chi-squared statstic (= q(F).

The probit likelihood with one X
The derivation starts with the density of Y1, given X1:

Pr(Y1 = 1|X1) = (((0 + (1X1)

Pr(Y1 = 0|X1) = 1–(((0 + (1X1)

so
Pr(Y1 = y1|X1) = 
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The probit likelihood function is the joint density of Y1,…,Yn given X1,…,Xn, treated as a function of (0, (1:
f((0,(1; Y1,…,Yn|X1,…,Xn)

= {
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The probit likelihood function:

f((0,(1; Y1,…,Yn|X1,…,Xn)

= {
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· Can’t solve for the maximum explicitly

· Must maximize using numerical methods

· As in the case of no X, in large samples:

· 
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· 
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 are normally distributed (more later…)

· Their standard errors can be computed

· Testing, confidence intervals proceeds as usual

· For multiple X’s, see SW App. 9.2

The logit likelihood with one X
· The only difference between probit and logit is the functional form used for the probability:  ( is replaced by the cumulative logistic function.

· Otherwise, the likelihood is similar; for details see SW App. 9.2

· As with probit,

· 
[image: image65.wmf]0

ˆ

MLE

b

, 
[image: image66.wmf]1

ˆ

MLE

b

 are consistent

· 
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· Their standard errors can be computed

· Testing, confidence intervals proceeds as usual

Measures of fit

The R2 and 
[image: image69.wmf]2
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 don’t make sense here (why?).  So, two other specialized measures are used:
1. The fraction correctly predicted = fraction of Y’s for which predicted probability is >50% (if Yi=1) or is <50% (if Yi=0).

2. The pseudo-R2 measure the fit using the likelihood function:  measures the improvement in the value of the log likelihood, relative to having no X’s (see SW App. 9.2).  This simplifies to the R2 in the linear model with normally distributed errors.

Large-n distribution of the MLE (not in SW)
· This is foundation of mathematical statistics.

· We’ll do this for the “no-X” special case, for which p is the only unknown parameter.  Here are the steps:

1. Derive the log likelihood (“((p)”) (done).

2. The MLE is found by setting its derivative to zero; that requires solving a nonlinear equation.

3. For large n, 
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 will be near the true p (ptrue) so this nonlinear equation can be approximated (locally) by a linear equation (Taylor series around ptrue).

4. This can be solved for 
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5. By the Law of Large Numbers and the CLT, for n large, 
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1.  Derive the log likelihood

Recall: the density for observation #1 is:

Pr(Y1 = y1) = 
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(density)

so
f(p;Y1) = 
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(likelihood)

The likelihood for Y1,…,Yn is,

f(p;Y1,…,Yn) = f(p;Y1)(…( f(p;Yn)

so the log likelihood is,

  ((p) =  lnf(p;Y1,…,Yn) 

= ln[f(p;Y1)(…( f(p;Yn)]

= 
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2.  Set the derivative of ((p) to zero to define the MLE:
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3.  Use a Taylor series expansion around ptrue to approximate this as a linear function of 
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5.  Substitute things in and apply the LLN and CLT.
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Multiply through by 
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Because Yi is i.i.d., the ith terms in the summands are also i.i.d.  Thus, if these terms have enough (2) moments, then under general conditions (not just Bernoulli likelihood):
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Putting this together,
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Work out the details for probit/no X (Bernoulli) case:
Recall:
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Put these pieces together:
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Summary: probit MLE, no-X case
The MLE:  
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Working through the full MLE distribution theory gave:
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But because ptrue = Pr(Y = 1) = E(Y) = (Y, this is:
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A familiar result from the first week of class!

The MLE derivation applies generally
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· Standard errors are obtained from working out expressions for 
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· Extends to >1 parameter ((0, (1) via matrix calculus
· Because the distribution is normal for large n, inference is conducted as usual, for example, the 95% confidence interval is MLE ( 1.96SE.

· The expression above uses “robust” standard errors, further simplifications yield non-robust standard errors which apply if 
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Summary: distribution of the MLE
(Why did I do this to you?)
· The MLE is normally distributed for large n
· We worked through this result in detail for the probit model with no X’s (the Bernoulli distribution) 

· For large n, confidence intervals and hypothesis testing proceeds as usual

· If the model is correctly specified, the MLE is efficient, that is, it has a smaller large-n variance than all other estimators (we didn’t show this).

· These methods extend to other models with discrete dependent variables, for example count data (# crimes/day) – see SW App. 9.2.
Application to the Boston HMDA Data

(SW Section 9.4)

· Mortgages (home loans) are an essential part of buying a home.

· Is there differential access to home loans by race?

· If two otherwise identical individuals, one white and one black, applied for a home loan, is there a difference in the probability of denial?

The HMDA Data Set

· Data on individual characteristics, property characteristics, and loan denial/acceptance

· The mortgage application process circa 1990-1991:

· Go to a bank or mortgage company

· Fill out an application (personal+financial info)

· Meet with the loan officer

· Then the loan officer decides – by law, in a race-blind way.  Presumably, the bank wants to make profitable loans, and the loan officer doesn’t want to originate defaults.

The loan officer’s decision
· Loan officer uses key financial variables:

· P/I ratio
· housing expense-to-income ratio

· loan-to-value ratio

· personal credit history

· The decision rule is nonlinear:

· loan-to-value ratio > 80%

· loan-to-value ratio > 95% (what happens in default?)

· credit score

Regression specifications

Pr(deny=1|black, other X’s) = …

· linear probability model

· probit 

Main problem with the regressions so far: potential omitted variable bias.  All these (i) enter the loan officer decision function, all (ii) are or could be correlated with race:

· wealth, type of employment

· credit history

· family status

Variables in the HMDA data set…
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Summary of Empirical Results
· Coefficients on the financial variables make sense.

· Black is statistically significant in all specifications

· Race-financial variable interactions aren’t significant.

· Including the covariates sharply reduces the effect of race on denial probability.

· LPM, probit, logit:  similar estimates of effect of race on the probability of denial.

· Estimated effects are large in a “real world” sense.

Remaining threats to internal, external validity
· Internal validity

1. omitted variable bias

· what else is learned in the in-person interviews?

2. functional form misspecification (no…) 

3. measurement error (originally, yes; now, no…)

4. selection

· random sample of loan applications

5. define population to be loan applicants

6. simultaneous causality (no)

· External validity

This is for Boston in 1990-91.  What about today?
Summary

(SW Section 9.5)

· If Yi is binary, then E(Y| X) = Pr(Y=1|X)

· Three models: 

· linear probability model (linear multiple regression)

· probit (cumulative standard normal distribution)

· logit (cumulative standard logistic distribution)

· LPM, probit, logit all produce predicted probabilities

· Effect of (X is change in conditional probability that Y=1.  For logit and probit, this depends on the initial X
· Probit and logit are estimated via maximum likelihood

· Coefficients are normally distributed for large n
· Large-n hypothesis testing, conf. intervals is as usual
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[image: image185.png]FIGURE 9.1

Scatterplot of Mortgage Application Denial and the Payment-to-Income Ratio

Mortgage applicants with a high
ratio of debt payments fo income
(P/! ratio) are more likely to
have their application denied
(deny =1 if denied, deny =0 if
approved). The linear probability
model uses a straight line to
model the probability of denial,

conditional on the P/ ratio.
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[image: image186.png]FIGURE 9.2

Probit Model of the Probability of Denial, Given the P/1 Ratio

The probit model uses the cumu-

lative normal distribufion
function to model the probabil-
ity of denial given the payment-
to-income ratio or, more
generally, fo model Pr(Y=11X).
Unlike the linear probability
model, the probit conditional
probabilities are always
between zero and one.
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[image: image187.png]FIGURE 9.3  Probit and Logit Models of the Probability of Denial, Given the P/I Ratio
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[image: image188.png]TABLE 9.2 Mortgage Denial Regressions Using the Boston HMDA Data

Dependent Variable: deny = 1 If Mortgage Application Is Denied, = 0 If Accepted; 2,380 observations.

Regression Model LPM Logit Probit Probit Probit Probit
Regressor 1 (2) (3) (4) (5) (6)
self-employed 0.060%* 0.67%% 0.36%* 0.35%* 0.34%% 0.35%*
(0.021) 0.21) 0.11) (0.11) 0.11) 0.11)
single 0.23% 0.23%% 0.23%%
(0.08) (0.08) (0.08)
high school diploma =0.61%* —=0.60* —0.62%*
(0.23) (0.24) (0.23)
unemployment rate 0.03 0.03 0.03
(0.02) 0.02) (0.02)
condominitim —=0.05
(0.09)
black x P/I ratio —0.58
(1.47)
black X housing expense-to- 1.23
income ratio (1.69)
Additional credit rating no no no no yes no
indicator variables
constant —0.183** =5.71%* =3.04%* =2.90%* —2.54%%
(0.028) (0.48) (0.23) (0.39) (0.35)

(Table 9.2 continued)




[image: image189.png](Table 9.2 continued)
F-statistics and p-values Testing Exclusion of Groups of Variables

m (2) 3) (4) (5) (6)

Applicant single; 5.85 5.22 5.79

HS diploma; industry (<0.001) (0.001) (<0.001)

unemployment rate

Additional credit rating 1.22

indicator variables (0.291)

Race interactions and black 4.96
(0.002)

Race interactions only 0.27
(0.766)

Difference in predicted 8.4% 6.0% 71% 6.6% 6.3% 6.5%

probability of denial, white
vs. black (percentage points)

These regressions were estimated using the n = 2,380 observations in the Boston HMDA data set described in Appendix 9.1.
The linear probability model was estimated by OLS, and probit and logit regressions were estimated by maximum likelihood.
Standard crrors are given in parentheses under the cocfficients and p-values are given in parentheses under the F-statistics. The
change in predicted probability in the final row was computed for a hypothetical applicant whose values of the regressors, other
than race, equal the sample mean. Individual coefficients are statistically significant at the *5% or **1% level



[image: image190.png]TABLE 9.2 Mortgage Denial Regressions Using the Boston HMDA Data

Dependent Variable: deny = 1 If Mortgage Application Is Denied, = 0 If Accepted; 2,380 observations.

Regression Model LPM Logit Probit Probit Probit Probit
Regressor 1 (2) (3) (4) (5) (6)
black 0.084%% 0.688%* 0.389%* 0.371%* 0.363%* 0.246
(0.023) (0.182) (0.098) (0.099) (0.100) (0.448)
P/I ratio 0.449%% 4.76%* 2.44x* 2.46%* 2.62%% 2.57%*
(0.114) (1.33) (0.61) (0.60) (0.61) (0.66)
housing expense-to- =0.048 =0.11 -0.18 =0.30 =0.50 —0.54
income ratio (.110) (1.29) (0.68) (0.68) (0.70) (0.74)
medium loan-to-value ratio 0.031* 0.46%% 0.21% 0.22% 0.22%% 0.22%*
(0.80 < loan-value ratio < 0.95)  (0.013) (0.16) (0.08) (0.08) (0.08) (0.08)
high loan-to-value ratio 0.189%* 1.49%% 0.79%* 0.79%* 0.84%% 0.79%*
(loan-value ratio > 0.95) (0.050) 0.32) (0.18) (0.18) (0.18) (0.18)
consumer credit score 0.031%* 0.29%% 0.15%* 0.16%* 0.34%% 0.16%*
(0.005) (0.04) (0.02) (0.02) (0.11) 0.02)
mortgage credit score 0.021 0.28* 0.15% 0.11 0.16 0.11
0.011) (0.14) 0.07) (0.08) (0.10) 0.08)
public bad credit record 0.197%* 1.23% 0.70%* 0.70%* 0.72%% 0.70%*
(0.035) (0.20) (0.12) (0.12) (0.12) 0.12)
denied mortgage insurance 0.702%% 4.55%* 2.56%* 2.59% 2.59%* 2.59%*
(0.045) (0.57) (0.30) (0.29) (0.30) (0.29)

(Table 9.2 continued)




[image: image191.png]TABLE 1 The Cumulafive Standard Normal Distribution Function, ®{z) = Pr(Z" z)

Area = PrZ <)
'
0
Second Decimal Value of z
z ° 1 2 3 a B 6 7 8 9

00019 00018  0.0018 0.0017 00016  0.0016 00015 00015  0.0014 0.0014
00026 00025 0.0024 0.0023 00023 0.0022 00021 00021 0.0020 0.0019
0.0035 00034 0.0033 0.0032 00031 00030 00029 00028 0.0027 0.0026
00047 0.0045  0.0044  0.0043 00041  0.0040 00039 00038 0.0037 0.0036
00062 00060 0.0059 00057 00055 0.0054 00052 00051 0.0049 0.0048
00082 00080 0.0078 0.0075 00073 0.0071 00069 00068 0.0066 0.0064
00107 00104 0.0102 0.0099 00096  0.0094 00091 00089 0.0087 0.0084
00139 00136 0.0132 0.0129 00125 00122 00119 00116 0.0113  0.0110
00179 00174 00170 0.0166 00162 00158 00154 00150 00146 0.0143
00228 00222 00217 00212 00207 00202 00197 00192 00188 0.0183
00287 00281 00274 0.0268 00262 00256 00250 00244 00239 00233
00359 00351 0.0344 00336 00329 00322 00314 00307 0.0301 0.0294
0.0446 00436 0.0427 0.0418  0.0409 0.0401 00392 00384 00375 0.0367
00548 00537 00526 00516 00505 00495 00485 0.0475 00465 0.045

0.0668 00655 00643 0.0630 00618  0.0606 00594 00582 00571 0.0559
0.0808 00793 00778 0.0764 00749 00735 00721 00708 0.0694 0.0681
0.0968 00951 0.0934 0.0918 0.0901 00885 00869 0.0853 00838 0.0823
01151 0.1131 01112 0.1093 01075 0.1056  0.1038 01020  0.1003 0.0985
0.13 01335 01314 01292 01271 01251 01230 01210 0.1190  0.1170
0.1587 01562 01539 0.1515 01492 0.1469  0.1446  0.1423  0.1401 0.1379
01841 0.1814 01788 0.1762 01736 0.1711 01685 01660 0.1635 0.1611




[image: image192.png]TABLE 9.1 Variables Included in Regression Models of Mortgage Decisions

Variable

Sample Average

Additional Applicant Characteristics

denied mortgage insurance 1 if applicant applied for mortgage insurance and was denied, 0.020
0 otherwise

self-employed 1 if self-employed, 0 otherwise 0.116
single 1 if applicant reported being single, 0 otherwise 0.393
high school diploma 1 if applicant graduated from high school, 0 otherwise 0.984
unemployment rate 1989 Massachusetts unemployment rate in the applicant’s industry 3.8

condominim 1 if unit is a condominium, 0 otherwise 0.288
black 1 if applicant is black, 0 if white 0.142

deny 1 if mortgage application denied, 0 otherwise 0.120
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Second Decimal Value of

x o 1 2 3 a s 6 7 s 9

08 | 02119 02090 02061
07 | 02920 02389 02358 0.2296 02236 02177 02148
06 | 02743 02709 02676 02643 02611 02546 02483 02451
05 | 03085 03050 03015 02981 02946 02912 02877 02843 02810 02776
04 | 03446 03409 03372 03336 03300 03264 03228 03192 03156 03121
03 | 03821 03783 03745 03707 03669 03632 03594 03557 03520 03483
02 | 04207 04168 04129 04090 04052 04013 03974 03936 03897 0.3859

005 0.1977  0.1949 01894 0.1867

00| 04602 04562 04522 04483 04443 04404 04364 04325 04286 0.4247
0.0 | 05000 04960 04920 04880 04840 04801 04761 04721 04681 04641
00 | 05000 05040 05080 05120 05160 05199 05239 05279 05319 05359

01| 05398 05438 05478 05517 05557 05596 05636 05675 05714 05753
02 | 05793 05832 05871 05910 05948 05987 06026 06064 06103 0.6141
03 | 06179 06217 06255 06293 0633 06368 06406 06443 06480 06517
04 | 06354 06591 0.6628 06664 06700 06736 06772 06808  0.6844 0.6879
05 | 06915 06950 06985 07019 07054 07088 07123 07157 07190 07224
06 | 07257 07291 07324 07357 07389 07422 07454 07486 07517 07549
07 | 07580 07611 07642 07673 07704 07734 07764 07794 07823 07852
08 | 07881 07910 07939 07967 07995 08023 08051 08078 08106 08133
09 | 08159 08186 08212 08238 08264 08289 08315 08340 0.8365 0.8389
1O | 08413 08438 08461 08485 08508 08531 08554 08577 08599 08621
L1 08643 08665 08686 08708 08729 08749 08770 08790 08810 0.8830
2 | 08849 08869 08888 08907 08944 08962 08980 0897 09015
13| 09032 09049 09066 09082 0909 09115 09131 09147 09162 09177
4

1 09192 09207 09222 09236 09251 09265 09279 09292 09306 09319
15 | 09332 09345 0 09370 09382 09394 09406 09418 09429 09441
L6 | 09452 09463 09474 09484 09495 09505 09515 09525 09535 09545

17 | 09554 09564 09573 09582 09591 09599 09608 09616 09625 0.9633
18 | 09641 09649 09656 09664 09671 09678 09686 0969 09699 0.9706
19 | 09713 09719 09726 09732 09738 09744 09750 09756 09761 0.9767
20 | 09772 09778 09783 09788 09793 0979 09803 09808 09812 09817
20| 09820 09826 09830 09834 09838 09842 09846 09850 09854 09857

2 | 09861 09864 09868 09571 09875 09578 09881 09884 09887 09890
23 | 09893 09896 09895 09901 09904 09906 09909 09911 09913 09916
24| 09918 09920 09922 09925 09927 09929 09931 09932 09934 09936
25 | 09938 09940 09941 09943 09945 09946 09948 09949 09951 0.9952
26 | 09953 09955 09956 09957 09959 09960 09961 09962 09963 09964
27 | 09965 0996 09967 09968 09969 09970 09971 09972 09973 0.9974
28 | 09974 09975 09976 09977 09977 09978 09979 09979 0.9980 09981
29 | 09981 09952 09952 09983 09984 09983 09985 0.9985 0.998  0.9986

s a standard norn

This able can be wsed o caleulate Pr(Z” 3) where Iariable. For example, when
5 0.8790, which s the table entry for the row labeled 1.1 and the colunn labeled 7.

1,17, this probabiliey
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