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ABSTRACT The catastrophic risks posed by new technologies such as killer robots and geo-
engineering have triggered calls for halting new research. Arguments for restricting research
typically have a slippery-slope structure: Researching A will lead to deployment; we have deci-
sive moral reasons against deployment; therefore, we should not research A. However, scien-
tific uncertainty makes it difficult to prove or disprove the conclusion of slippery-slope
arguments. This article accepts this indeterminacy and asks whether and when it would be
permissible to restrict research under empirical and normative uncertainty. The argument
starts from the ethical framework for the regulation of scientific research with human subjects
and offers modifications to adapt it to the purpose of restricting new technologies. Two main
questions arise in the process: whether it is permissible to impose restrictions at the research
stage to prevent harms that will arise from the use of a technology and whether it is permissi-
ble to restrict research preemptively on the grounds of public fear and anxiety, before there is
sufficient evidence establishing the risk of harm. I answer both questions in the affirmative
and defend this position against objections.

’You seek for knowledge and wisdom, as I once did; and I ardently hope that
the gratification of your wishes may not be a serpent to sting you, as mine has
been’. Mary Shelley, Frankenstein

In the summer of 2015, over a thousand artificial intelligence and robotics researchers
signed an open letter calling for a preemptive ban on the development of autonomous
lethal weapons—so-called killer robots.1 The letter argued that the deployment of
these weapons would become feasible in a matter of years and that their use would
pose a serious threat to humanity. ’We do not have long to act’, declared another let-
ter from the founders of robotics companies.2 ’Once this Pandora’s box is opened, it
will be hard to close’. The ongoing debate among researchers and technology experts
over killer robots has two key features. The first is the high uncertainty of possible out-
comes. The likelihood of harms and benefits is unknown, and the outcomes envi-
sioned are often speculative. The second is a dispute about the wisdom of banning
research at an early stage, rather than addressing the harmful effects of the technology
as they become clearer. Critics who oppose the ban argue that it would be better to
regulate the technology once it becomes available for use, rather than foreclosing pos-
sible benefits by interfering with its development.3

These features characterize some of the most interesting recent controversies around
high-risk, high-uncertainty new technologies, ranging from killer robots to geoengi-
neering and heritable gene editing. These technologies involve complex scientific
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knowledge, and their possible effects are insufficiently understood. They offer signifi-
cant benefits but also pose serious risk of harm, with plausible mechanisms whereby
their use could lead to catastrophe. Proponents of the technology emphasize its revolu-
tionary potential, while detractors focus on the dangers.4 On each of these issues, con-
cerns about the potentially catastrophic harms from the use or misuse of the
technology have triggered calls for halting research.5 Although moratoria or outright
bans on research remain rare, concerned scientists and nongovernmental organizations
have made appeals to restrict research on several issues over the past two decades.
Besides killer robots, geoengineering, and heritable gene editing, the targeted issues
have included synthetic biology, nanotechnology, human cloning, gene drives, lethal
flu viruses, and part-human, part-animal chimeras. The increasing frequency of these
appeals has made the justifiability and desirability of restricting high-risk scientific
research a pressing question.

As Callies has astutely observed in the context of geoengineering, the argument for
restricting research typically has a slippery-slope structure: If we research A, it will lead
to deployment; we have decisive moral reasons against deployment; therefore, we
should abandon research into A.6 This argument has both an empirical premise claim-
ing that research will likely lead to use (or misuse) and a normative premise claiming
that there are decisive moral reasons against possible uses. This framing of the prob-
lem is helpful, but it also reveals the general indeterminacy of slippery-slope arguments
and the difficulty of proving or disproving them. The uncertainty of existing scientific
knowledge renders both the empirical premise and the normative premise (which
depends in part on further empirical premises about the likelihood and severity of
harms) fundamentally indeterminate and subject to disagreement. Ironically, while
future research might produce evidence for or against the premises, it might also has-
ten the feared consequences. The development and use of the atom bomb is a classic
example of this danger.

This indeterminacy is not a problem for Callies, whose aim is to show that slippery-
slope arguments fail to establish conclusively that we should restrict research. But
equally important questions remain unaddressed: would it be permissible to restrict
research and, if so, under what conditions? These are the questions that this article
takes up. The article accepts the inconclusiveness of the moral case for restricting
research on high-risk technologies and develops a framework for deciding whether to
restrict research under conditions of empirical and normative uncertainty. My aim is
to examine the most salient reasons against the permissibility of doing so and to sug-
gest ethical and political principles to guide the decision process, focusing in particular
on the appropriate interaction between expert-led and democratic processes. The
argument starts from the ethical framework for the regulation of scientific research
with human subjects and offers modifications to adapt it to the particular purposes of
governing new technologies. Two main questions arise in the process: the first is
whether it is permissible to impose restrictions at the research stage to prevent harms
that will arise during the application of a technology; the second is whether it is per-
missible to restrict research preemptively on the grounds of public fear and anxiety,
before there is sufficient evidence establishing the risk of harm. I answer both ques-
tions in the affirmative and then defend this position against objections.

© 2020 Society for Applied Philosophy

2 Zeynep Pamuk



Defining the Scope and Framework

The argument in this article applies to new technologies that exhibit the following fea-
tures:

(1) The development and use of the technology poses a serious risk of harm as well
as promising significant benefits, and there are scientifically plausible mechanisms
whereby it could lead to catastrophe.

(2) There is uncertainty about possible outcomes. Not only is there insufficient infor-
mation to assign probabilities to outcomes, but there is also significant uncertainty
about the set of possible outcomes.

(3) The use of the technology is expected to have broad and potentially irreversible
societal impacts, which will not be limited to those who choose to use the technol-
ogy.

Two paradigmatic examples of this category are stratospheric aerosol injection (SAI),
which is a radical geoengineering technology that involves reflecting a fraction of
incoming sunlight back into space, and killer robots, which are lethal weapons that
select and kill targets without human supervision. In both cases, research beyond a
certain stage creates the risk of serious and potentially irreversible harm—because of
the complexity of climatic processes in the former and the autonomous intelligence of
robots in the latter.7 Both technologies also involve the risk of deployment by rogue
private or state actors to intentionally inflict harm, and researchers in both areas have
publicly stated that deployment would be a bad idea.8

I use the phrase ‘restricting research’ to refer to the decision to pause or halt
research in an area through the imposition of a moratorium or an indefinite ban. Reg-
ulations intended to greatly slow down the pace of research activity, such as publica-
tion restrictions that prevent other researchers from recreating experiments, may also
be considered in this category. These measures can be enforced by governments or
voluntarily observed by scientists. The choice of policy tools would be determined by
feasibility and efficacy considerations. Restricting scientific research may sound prob-
lematic, but there are already significant constraints on what researchers may or may
not do to advance scientific knowledge. The most serious constraint is on the grounds
of potential harm to human subjects. The 1979 Belmont Report, which sets out the
rules currently in use, states that scientific experiments that pose serious risks to
human subjects are not allowed.9 All research proposing to use human subjects and
conducted at research institutions receiving federal funding must be approved in
advance by an Institutional Review Board. This is no trivial restriction of the kinds of
knowledge that scientists are allowed to seek. Any valuable medical knowledge that
could be gained by infecting healthy people with a dangerous virus or giving placebo
drugs to severely ill patients where a known cure exists must be foregone because
doing so would be unethical. These rules reflect carefully considered views on how to
weigh the potential risks and benefits of scientific research, focusing especially on the
trade-off between the scientific and social value of the knowledge to be gained from
research with the harm inflicted. They set out the conditions under which the value of
the free pursuit of knowledge cannot be enough to justify the risks. They thus provide
a helpful starting point for thinking about the regulation of risky new technologies.10
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The one drawback of starting from this framework is that it was not intended to
apply to new technologies and must be reworked to suit this purpose. It might seem
easier to use one of the frameworks proposed for the governance of new technologies,
such as the recent Oxford or Tollgate Principles for geoengineering.11 However, these
frameworks are designed to govern the development and possible deployment of the
technology; they thus assume that deployment is permissible in at least some cases.
Their aim is to ensure that any decision to deploy is made within a robust and ethical
governance structure. For instance, the Oxford Principles state that the regulation of
geoengineering must be in the public interest, that there must be public participation
in decision-making, and that governance must precede deployment.12 These are well
suited to the purpose of governing a new technology, but they do not offer enough
guidance on the question of whether a decision to bar research at an earlier stage
would be justified. Failure to fulfill these principles would not amount to a case for
restricting research. That the use of a technology is not in the public interest or that
its governance has not involved public participation are good reasons for not deploying
it, but they are not reasons for limiting freedom of inquiry. This latter decision pre-
sents a higher burden of moral justification.

Any plausible case for restricting research must start from the risk of significant
harm to others. A framework that offers guidance on this point must address the ques-
tion of when the risk of harm from research outweighs the value of the knowledge to
be gained and the strong presumption in favor of free inquiry. This requires determin-
ing whose assessment of risks should be given precedence and how a technical risk-
benefit assessment ought to be balanced against the principles of consent and partici-
pation in the decision process. The Oxford and Tollgate principles are silent on these
points.

The Belmont Report, by contrast, provides guidance precisely on these questions. It
was designed to assess when scientific research could not be permitted on the grounds
of harm. Its aim is to protect the public—and especially vulnerable populations—from
risky scientific research.13 One of its defining features is that it offers a way to strike a
balance between scientific risk-benefit assessments and the principle of respect for
individual autonomy. Moreover, its widespread acceptance and use over the past forty
years has meant that its principles have acquired definite shape through processes of
collective interpretation and specification. It therefore enjoys the advantages of clarity
and familiarity, beyond the original wording and intent of the drafters. While recent
governance frameworks for new technologies are pitched at roughly the same level of
abstraction as the Belmont Report, they do not have the benefits of practical specifica-
tion over time. For those who would still prefer to integrate the argument here with
the Oxford or Tollgate frameworks, this article could also be interpreted as offering
more determinate content to their principles of public interest, participation, and
respect for ethical norms in the context of ascertaining whether research into a new
technology may be restricted.

The aims of this article are consistent with the aims of a rapidly expanding literature
on responsible innovation and anticipatory governance:14 to emphasize the importance
of governing scientific research and innovation at early stages, to ensure that research-
ers are mindful of the social context in which they work and to prevent the unpre-
dictability of science from becoming an excuse for inaction. I also join them in
emphasizing the need for more democratic processes in the governance of new
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technologies. However, work on responsible innovation has frequently been framed as
an alternative to more precautionary interventions, such as imposing moratoria or
bans.15 While this may be appropriate for most new technologies, the question of
whether and when it would be preferable to halt research activity altogether remains a
distinct and important one, which raises special justificatory challenges that are not
addressed under existing proposals.

Harms to Subjects vs. Harms from Use

The Belmont Report outlines three principles to protect human subjects in research:
respect, beneficence, and justice. The respect principle requires experimenters to treat
participants as autonomous agents. It is typically expressed in a requirement for
researchers to obtain informed consent and ensure that conditions for the voluntari-
ness of consent are met. The beneficence principle requires researchers to protect the
wellbeing of the subject. It asks them not to harm subjects and to make sure that the
research design maximizes potential benefits and minimizes potential harms. The jus-
tice requirement demands that the distribution of harms and benefits be fair. In prac-
tice, it is typically interpreted as applying to subject selection. It aims to ensure that
vulnerable populations are not exploited in risky research and wealthy populations do
not receive favorable treatment in beneficial interventions.

These rules focus almost exclusively on harms inflicted during the research process.
IRBs do not take into consideration the potential harms to individuals or to society
from the application of the findings, nor are they allowed to consider the risks that
potential subjects would face if they did not participate in the experiment.16 The
review process is thus insulated from the background conditions in which the research
will be conducted. However, some of the most serious risks of new technologies such
as SAI and killer robots arise from the use of the technology in a particular context.
Considering the technology in the abstract or with reference only to the intentions of
its developers will yield a partial view of the potential consequences. A proper evalua-
tion of the effects of the technology must therefore include the risks from use—both
controlled use and possible misuse in the wrong hands.

It may be obvious that the governance of new technologies cannot ignore the fore-
seeable harms from use. However, it is unusual to suggest that scientific research may
be restricted to prevent harms that will arise from use. There is a strong intuition that
since knowledge is never intrinsically harmful, regulation should target the application
of findings, not the research. Current IRB rules support this view, as they rest on a
clear distinction between harms inflicted on human subjects and harms from the use
of knowledge. We must therefore pause to ask what justifies this distinction and
whether it is morally relevant.

There are two plausible justifications for maintaining the distinction: the first is the
assumption that new knowledge gained from research will always be beneficial for
society. This may well be true of the kinds of research that IRB rules were designed to
regulate. It might be safe to assume, for instance, that knowledge gained from clinical
research always improves our understanding of human health and wellbeing. However,
research aimed at the development of a new technology is different because the mis-
sion of producing and using the technology drives the research. Expanding our
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understanding of nature is not the primary goal, and the benefits and harms from the
knowledge are often linked to the benefits and harms from the use of technology.

This leaves the second explanation: that harms from the use of technology in a par-
ticular context are in some way different from harms inflicted on human subjects. If
the magnitude and probability of a risk of harm is held constant, it is difficult to see
why the permissibility of harm would depend on whether scientists inflict it during the
research process or others inflict it once the knowledge is used in a context. The intu-
ition that there is a meaningful difference between the two is most likely driven by the
immediacy of bodily interventions in clinical trials. SAI field experiments provide a
counterexample that can help shake this intuition. There isn’t a clear dividing line
between large-scale experiments conducted by scientists to find out more about the
effects of the technology and deployment of the same technology by the government
to counter the effects of climate change.17 The important variables that must be con-
sidered in deciding their permissibility are the magnitude of the risks, their level of
certainty, and their distribution.

There is, however, one important difference between harms to subjects and harms
from use for the purpose of determining whether a particular line of research should
be allowed. In the former, the prohibition targets those who would have inflicted
harm; in the latter, researchers are targeted for harms that might come about from the
use of their research. Their freedom is limited to prevent others’ wrongdoing. While
an individual’s freedom may be limited to prevent her from harming others, targeting
a person for harms that she herself neither inflicts nor intends might seem unfair. The
acceptability of limiting the freedom of researchers depends on whether they can be
held morally responsible for the downstream consequences of their research.

Some theories maintain that people cannot be held morally responsible for the unin-
tended but foreseeable harm that results from others’ responses to their actions. These
views separate the moral rightness of an action from its consequences and do not
adjust moral obligations in anticipation of the predictable actions of others. In doing
so, they confer a special status to the agent who ultimately inflicts the harm, such that
she and only she can be held responsible for the result, regardless of what has taken
place before.18 What could possibly justify treating acts at earlier stages of a causal
chain as irrelevant from a moral perspective? The one coherent answer requires
accepting the Kantian view that each moral agent is an uncaused cause, and no other
person or action can be taken to have caused her voluntary actions. If this were plausi-
ble, then researchers could not be held morally responsible for the use of their
research, and restricting their freedom would be unjustified. But this is a strange meta-
physical view, and it is difficult to find good reasons why researchers should be
relieved of moral responsibility when they have contributed to a foreseeable bad result.

The crux of the matter lies instead in the scope of reasonable foresight. Scientists
cannot be expected to foresee all uses of their research, and many effects of new tech-
nologies are truly unpredictable. The widely acknowledged value of free inquiry also
weighs against making the burden of foresight onerous. However, the technologies dis-
cussed here are defined as posing serious risk of harm, with scientifically plausible
pathways to catastrophic outcomes. The risks and catastrophic possibilities are, by
stipulation, foreseen. Moreover, the use of a technology is an entirely foreseeable out-
come of research toward its development. The fact that researchers may not intend its
use and may even end up arguing against it is not enough to release them from
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responsibility for creating the risks.19 In such cases of serious and foreseeable risks,
the moral responsibilities of scientists can be understood through the categories of
recklessness or negligence,20 which are defined by foresight or foreseeability. Reckless-
ness involves the knowing imposition of foreseen and unjustified risks on others, while
negligence involves a failure to foresee risks that were reasonably foreseeable. That
researchers should be assigned some moral responsibility does not mean they should
be held equally responsible as those who make the decision to use the technology.
Nor do those who use the technology become any less responsible simply because
researchers also bear some responsibility. Responsibility is not zero-sum in this way.

This argument may still not persuade those who insist that individuals should not
be held morally responsible for the unintended consequences of their actions. An
alternative and less controversial strategy might be to emphasize the distinction
between accounts of moral and legal responsibility. The effort to draw the boundaries
of permissible regulatory interference with research cannot be insensitive to conse-
quences since regulation is concerned with the effects of new technologies on the wel-
fare and protection of individuals in a social context. Since preventing harm is one of
the main purposes of regulation, restricting certain kinds of actions can be justified on
the grounds that doing so would be the most effective way to prevent foreseeable
harms to others.

Of course, what the state may legitimately prevent an individual from doing is not
entirely independent from questions about moral responsibility: for the state to be jus-
tified in interference, it needs to be the case both that there be a threat of harm to
others and also that the individual whose actions are prevented be in some way
responsible for the harm. But responsibility can be interpreted more broadly in a legal
and political context, and need not map onto responsibility according to any particular
theory of individual morality. While assigning strict liability without fault is relatively
rare, the legal categories of recklessness and negligence can be more capacious than
their moral counterparts since the law has latitude in setting standards of care and rea-
sonable foresight.

I have argued that research into the development of new technologies may be pro-
hibited not only on the basis of harms caused during the research process, but also on
the basis of a risk of harm from the use of the technology. This would require consid-
erations about whether the harm in question is substantial enough, whether the risk of
harm outweighs possible benefits, and whether this would require an unduly great
restriction of individual liberty. Under conditions of uncertainty, it would be reason-
able to demand clear and substantial evidence for short-term harms, while accepting
plausible scenarios of long-term harms that might not be as well established. The
point is that the claims that knowledge itself can never harm and technology is intrinsi-
cally neutral are not enough to rule against the permissibility of restricting research.

A Democratic Equivalent of Consent

As noted earlier, the Belmont Report also stipulates a respect principle, which asks
researchers to seek the informed consent of participants in order to ensure that sub-
jects are treated as autonomous agents. I will now take up the question of what role, if
any, something like the respect principle might play in the regulation of new
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technologies. The applicability of the respect principle to the regulation of new tech-
nologies requires justification because of the difference in scope between a lab experi-
ment with easily identifiable participants and a technology such as SAI or killer robots,
whose effect on specific individuals remains extremely uncertain. Two questions in
particular must be answered: the first is whether there is need for consent at all. The
current practice is for expert bodies to decide whether and when to impose moratoria
on research. The second question is whether subjective determinants of risk, such as
collective fears around a new technology, can be acceptable grounds for a democratic
refusal to consent. In order to answer these questions, it is important to first clarify
what the informed consent requirement is meant to achieve and how it interacts with
the beneficence principle.

The beneficence principle aims to protect subjects from potential harms that could
be inflicted during the research process. It prohibits researchers from inflicting harms
above a certain magnitude and then typically allows a cost-benefit analysis to ensure
that the risk of harm during the research is proportionate to or outweighs potential
benefits to subjects.21 This principle contains enough ethical content that it could reg-
ulate the entire process. An expert review board could complete all the necessary ethi-
cal calculation and deliberation. Why, then, is it necessary to require the autonomous
choice of participants?

There are at least two possible answers, which reflect different reasons for valuing
autonomy.22 The first is that it is valuable for a person to make her own choices,
regardless of whether they are good or bad choices. Even if participating in an experi-
mental treatment is objectively good for a person, it is valuable for her to have the
ability to choose not to do so, for whatever reason. The second is that an individual
often knows better what is good for her and should be given the freedom to determine
the standards by which goodness should be judged. Regardless of what an IRB judges
about the safety or benefit of a project, an individual may not want to participate if it
does not fit with her values or if it causes great fear, anxiety, or discomfort. Subjects
may be more risk averse than the review board, or they may be more worried about
certain kinds of risks. What constitutes the best interest of the subject or an acceptable
level of harm are determined at least in part by the values, beliefs, fears, and aversions
of the individual.

The beneficence principle and the respect principle together secure a sphere of free
choice, which is circumscribed by an expert assessment of what constitutes a permissi-
ble research proposal. This ideal regulatory structure cannot be carried over easily to
the regulation of new technologies because respecting each individual’s right to con-
sent to a technology would mean disallowing the development or use of the technol-
ogy altogether. 23 Once the research for a technology is made available, individuals
cannot reject its impacts. At the same time, giving each affected individual a veto over
the development of new technologies would be an unreasonable constraint of the free-
dom of research and development. When individuals cannot opt out without con-
straining the freedom of others, the situation must be conceptualized as one that
requires a collective decision about how to strike a balance between the freedom of
researchers and the welfare and safety of other citizens.

The question is what role, if any, remains for a procedure that captures the spirit of
consent in the case of collective harms. One answer is that consent simply drops out,
and experts direct the process on the basis of potential harms. This is the standard
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practice for the regulation of everyday risks, such as industrial pollutants and toxic
substances; it is also the approach used to regulate some high-risk scientific research.
For instance, research aimed at developing lethal flu viruses was put under a morato-
rium by an NIH expert panel in 2014, on the grounds that the risk of an accidental
pandemic was too great to justify any benefits.24 Recently, prominent biologists
involved in the development of the gene editing technique known as CRISPR have
called for a moratorium on its use in heritable genes.25 The paradigm case for this
approach remains the 1975 Asilomar Conference, where biologists decided to put a
moratorium on research involving recombinant DNA.26

The consequence of dropping consent is that the process becomes entirely expert
driven. A procedure that requires both a harm principle and a consent principle
ensures that experts and nonexperts both have power over the decision. Experts deter-
mine if a proposal is safe, or safe enough, and individuals decide if they want to accept
or reject. This structure gives priority to the harm principle, since no research deemed
harmful by an IRB can go forward, but it still grants a crucial veto power to nonex-
perts. Without the consent principle, however, the process relies entirely on expert cal-
culation and judgment. It derives its normative force from the reliability of the
calculations about risks and benefits and denies those potentially affected a chance to
participate in the decision.

Why might this be a problem? Recall the two reasons given above for why it is
important to require consent over and above expert determinations of harm: the first
is that choice may be intrinsically valuable, even if the individual ends up making a
decision that is not in her best interest. The second is that the individual may judge
the risks and benefits differently than an expert committee, for instance because she is
more or less risk averse or fears certain kinds of risks more than others. It is well
known that subjective risk assessments differ from expert ones. Cultural theorists of
risk have shown that risk attitudes are closely tied to collective moral systems and the
organization of social relationships.27 Risks acquire salience according to social ascrip-
tions of blame, trust, responsibility, vulnerability, and fairness.28 Behavioral studies
have also shown that individual perceptions of risks are not reducible to the magnitude
and probability of the risk and that qualitative aspects of risks play a significant role in
determining subjective responses. For instance, most individuals fear dramatic, uncon-
trollable, irreversible, or involuntary risks far more than everyday, controllable, reversi-
ble, and voluntary ones of the same expected value.29

Cultural and psychological factors can also interact.30 In the context of high-risk
new technologies, fears about loss of control and irreversible effects can be exacer-
bated by the ascription of recklessness, hubris, or even malice to the pursuit of these
technologies, which can jointly amplify the social impact of the bad outcomes foreseen
by scientists. As a result, the social responses to technologies can end up being domi-
nated by the fear of things going wrong.31 Irreversible changes in the environment that
destroy local ecological systems, rapid warming, and natural disasters from failed geo-
engineering experiments, artificial intelligence that goes rogue and destroys humans,
killer robots that fall in the hands of terrorist groups—such scenarios of technological
disasters can dominate the public imagination. The unpredictability of outcomes may
create resistance to new technologies that go beyond what is supported by the scien-
tific evidence and can only be explained by citizens’ feelings of fear, anxiety, and
potential loss.32
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We take it to be unproblematic that an individual who severely fears a medical pro-
cedure involved in a clinical trial should have the right to refuse consent. The collec-
tive equivalent of refusing consent to an IRB-approved project would be a democratic
decision to ban a certain line of research, even where experts have deemed the evi-
dence for harm to be insufficient. Would such a constraint on research be permissible?
The answer depends on whether we think public policy ought to be responsive to sub-
jective perceptions risk, such as collective fears and anxieties, especially in cases where
expert risk assessment is inconclusive about the magnitude and likelihood of harm.

For individual agents, the ability to act on fear is crucial for autonomy, regardless of
the rationality of the fear. An autonomous agent is one who controls her own life and
pursues projects of her own choosing,33 and being in a state of fear and anxiety poses
an obstacle to doing so. If a deep-seated fear is not removed, the agent may become
paralyzed and alienated. The ability to act on fear is crucial for an agent’s ability to
make decisions and pursue her goals. The ideal of respecting autonomy would be
incoherent if it were limited only to the circumstances in which there was sufficient
evidence that the agent’s feelings and decisions were rational. Acting on emotions
rather than facts is a natural part of human agency, and so is making mistakes. These
arguments also apply to collective decision-making. Democracy holds the promise that
people can live in light of collectively determined values and shape the world accord-
ing to their needs, desires, and aversions. Fears and anxieties, along with hopes and
desires, are crucial signs of what citizens take to be important to them; fears can reveal
what people value the most.34 Acting to remove a potential source of harm can both
be an instantiation of the democratic power to shape society in light of collective val-
ues, as well as a precondition to the democratic ability to realize a positive vision of
society thereafter. The development of some new technologies might bring about such
significant social, political, and environmental changes that the decision about whether
research should go forward may be better conceived as a decision about whether citi-
zens agree to live in this altered world. This is a fundamentally political, rather than
scientific, question.

To be clear, my argument is not that prohibiting a new technology on the grounds
that it causes fear is the right thing to do or that it should be the first recourse. The
reasonable first step would be to evaluate whether fears about certain experiments or
studies are grounded in reality. If they are not, then finding ways to overcome the fear
would be the right response. But if the evidence is inconclusive, it could be equally
rational to act on fear or to wait for more information. Just as different individuals
have different ways of dealing with their fears, a democratic society can choose to react
in different ways to collective fears. Expert opinion about the degree to which fears
correspond to the available evidence should be part of the public debate about what to
do, and any information about the magnitude and certainty of risks should be dissemi-
nated so that people have the opportunity to examine their fears.

However, in cases where evidence is highly uncertain or highly disputed, it may not
be possible to overcome fear by deliberating about scientific evidence precisely because
scientific assessments are unreliable or incomplete. The kinds of novel risks posed by
dramatic new technologies expose the limitations of expert systems. When the science
is highly uncertain, expert evaluations are more likely to reflect the background
assumptions, priorities, values, and imagination of the experts.35 Worse, it might
reflect their self-interest or personal preferences. Experts may display a bias toward
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optimism about their own research and fail to pay enough attention to the foreseeable
risks, unintended consequences, and possible misuses.36 Citizens and policymakers
must then deal with the limitations of expert knowledge. In cases where reason cannot
guide fear, it might be rational to allow an examined fear to guide reason. In the face
of a novel and serious source of danger, a sensible response is to try to remove it. A
decision to halt research into a risky new technology is an indisputably effective
method for achieving this result. Uncertainty about outcomes does not justify inaction
when the possibility of harm is plausible.

This emphasis on preemptive action in the face of uncertain knowledge bears
affinity to the precautionary principle, but my argument differs from it in some cru-
cial respects. The precautionary principle is a regulatory principle that codifies the
attitude of precaution into a system of expert risk management.37 It takes fear to be
the default attitude in the face of new technologies that raise concerns about the
possibility of harm but whose risks cannot be established with sufficient certainty.
The principle can be interpreted either descriptively or normatively. As a descriptive
claim about citizen attitudes, it would simply be wrong; evidence shows that people
do not uniformly fear all new technologies. Fears of risk are closely related to cul-
tural beliefs; people fear different things depending on their value systems.38 This
suggests that citizens might be willing to take risks for some new technologies. They
might choose an attitude of hope rather than fear in the face of many unknowns.
The precautionary principle cannot be justified by the claim that it tracks widespread
public attitudes.

The alternative interpretation is that the principle rests on a normative judgment
that fear is the appropriate attitude in all relevant cases of uncertain new technologies.
If this were true, then it would amount to the imposition of a conservative outlook
toward new technologies in a society. What might justify this? One possibility is that
historical evidence supports the conclusion that the precautionary approach is more
effective overall in protecting the vulnerable or maximizing welfare.39 This would be a
persuasive defense of using the principle in areas where such evidence can be found,
but it cannot justify extrapolating to the case of new technologies where no compara-
ble historical record exists. It may be appropriate to take a cautious attitude toward
the latest pesticide in light of harms done by unregulated pesticides in the past, but
this cannot be held up as a lesson for SAI or killer robots. Another possibility is that
the precautionary principle reflects the political victory of those who oppose new tech-
nologies over those who favor them. This may also explain the cross-national differ-
ences in regulatory approaches between different countries. But of course an
explanation is not a justification.

Ultimately, it is difficult to justify a blanket precautionary approach in the absence
of evidence either that it responds to public attitudes or that it brings about more good
than harm. Since the goodness of outcomes is at least in part constituted by subjective
attitudes, we arrive once again at the conclusion that the decision must be made
through democratic procedures that are designed to deal with disagreements of this
kind. This argument refrains from judging the appropriateness of fear versus hope as
an attitude toward new technologies decision, but it stresses that the ability to act on
these, and even to act ahead of the evidence, must be part of democratic self-rule.
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Two Objections

The most serious objection to the argument that democracies may preemptively ban
certain technologies before their harms can be scientifically established is the view that
it is generally better to conduct further research on a topic and make decisions with
more and better information. New research can provide more certainty about risks
and lead to the development of newer, safer, and more effective versions of a technol-
ogy. Allowing further research may enhance the quality and reliability of scientific
expertise and the democratic decisions made on its basis. Since knowledge itself can-
not harm, it is better to acquire as much of it as possible and regulate the potentially
destructive uses of a technology later on. This objection questions the empirical pre-
mise of the slippery-slope argument: that research leads inevitably to the materializa-
tion of bad outcomes. As mentioned earlier, this premise can be neither proved nor
disproved; decision-makers will always face the question of whether it is more advis-
able to wait or to act preemptively. It may well be true that waiting will be the wise
thing to do in many cases.

However, since the objection rests on the blanket assumption that more knowledge
will enhance the quality of decision-making, it can be challenged by pointing out cir-
cumstances under which this is unlikely to be true. I will suggest two. First, the avail-
ability of certain kinds of new knowledge can skew decision-making procedures in a
nonideal political context, where powerful groups are likely to manipulate it to further
their own interests at the expense of the common good. This will be a more serious
concern if these groups are close to the source of the knowledge, such as corporations
directly involved in the development of a new technology. The successful development
of a new technology creates powerful interests that stand to profit from its deployment,
regardless of the social costs. The problem will be particularly severe if there is uncer-
tainty about the distribution of costs, while benefits will be concentrated in a few
hands.40 The dilemmas raised by the development of killer robots has this structure:
those who develop the technology can expect to make large profits by selling it to
interested militaries or even to private actors, while it will not be clear ex ante who will
be harmed the most by their potentially disastrous use in war. If the distribution of
costs and benefits takes this shape, regulatory capture will be likely. Government offi-
cials can be pressured by the powerful few to advance sectional interests rather than
developing policies that serve the public good. Allowing the pursuit of certain kinds of
research may thus be counter-productive to good policymaking on an issue. Forcing a
decision before information about the possibility of developing the technology and the
distribution of harms and benefits becomes available creates a veil of ignorance that
prevents the interests of the powerful from exerting a disproportionate influence over
the decision.

A second response considers the psychological costs of waiting. McQueen observes
that ’a salutary and civic fear appeal must present us with an outcome that is not nec-
essary but contingent—an outcome that it is within our power to affect’.41At the
research stage, acting on fear can be salutary in her sense precisely because it can pro-
duce an outcome—the effective removal of the fear by preventing the development of
the technology. Once the technology is developed, however, the range of possible
actions will be constrained by the fact that the technological change is irreversible.
This alters the possible effectiveness of regulation and can engender a sense of
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paralysis, as the threat of harm becomes more real and the possibilities for control
move beyond the scope of existing institutions.42

Together these two arguments present the most persuasive case in favor of acting
on slippery-slope arguments generally: that intervention at a particular stage presents
the most effective way of preventing bad outcomes, for practical or psychological rea-
sons, and that it would be difficult to come up with an equally effective barrier if this
one were crossed.43 The objection that it is always better to do more research rather
than move early to prohibit it rests on a hypothesis about the likely positive effects of
more knowledge on democratic decision-making. My responses are likewise hypotheti-
cal claims that focus on the reverse possibility: that waiting for more knowledge can
result in worse decisions. These points can be interpreted as delineating the conditions
under which a preemptive moratorium or ban would be preferable. While seeking
more information can be a good rule of thumb, there will be exceptions to the rule. I
have suggested that preemptive restrictions can be effective and empowering political
acts in cases that appear likely to lead to regulatory capture or psychological paralysis
with the passing of time. The argument ultimately depends on ascertaining when and
whether these hypotheses hold; it would therefore benefit from empirical research into
the efficacy of moratoria and prohibition as regulatory tools under different circum-
stances.

A second objection is that allowing collective fears to play a role in the regulation of
technology encourages a politics of fear appeals.44 In particular, it raises the worry that
citizens will be susceptible to manipulation. Individuals who are closely involved with
the research and development of a technology hold great power to shape the collective
imaginary about its potential impacts. Those who possess the ability to shape people’s
fears and hopes for the future also hold the power to direct their behavior and may
use this power to incite irrational or self-serving actions.

The objection can be analyzed in two parts: the first is that public discourse will be
guided by appeals to the imagination.45 Since scientific knowledge about the impacts
of a new technology is highly uncertain, political debate around its promises and dan-
gers will inevitably be speculative. This is not unique to the context of technology;
political claims about the distant future always engage the imagination, and good
politicians understand that their ability to create a persuasive narrative for the future,
whether one of hope or fear, is crucial for winning support for their policies. The limi-
tations of expert risk management in cases of indeterminacy make it inevitable that
speculative claims will play a larger role. This is not intrinsically problematic, as long
as it is possible for citizens and decision-makers to critically examine the plausibility
and attractiveness of competing narratives.

The crux of the objection is the second part: the worry that the development of
technologies necessarily gives elites—scientists, tech developers, Silicon Valley billion-
aires—the power to guide the public imaginary and could easily lead to its manipula-
tion. While the campaign for a ban on killer robots was an example of elite-led
alarmism, in other cases, scientists have attempted to present geoengineering schemes
as the key to a utopic future, where both environmental and distributional problems
would be resolved by cheap technological interventions that cut across political divi-
sions.46

The worry about an expert-dominated public discourse is a serious one. The
domain of technology is governed by expert knowledge that is often impenetrable to

© 2020 Society for Applied Philosophy

Risk and Fear 13



the nonexpert, who may find herself confronted with a choice between rival visions of
the future that may seem equally fantastical and alien. The complexity of science and
technology makes it particularly difficult for citizens to understand and control policy
on these issues, which can lead to the feeling of alienation. However, the response to
this problem should not be to remove the decision from democratic participation alto-
gether, but to think about institutional arrangements that would facilitate citizen par-
ticipation and allow citizens the chance to scrutinize competing technological visions.
Participatory experiments, such as citizen juries and other mini-publics, could play an
important role in the regulation of new technologies by giving citizens the chance to
examine expert claims and test their assumptions, limitations, and uncertainty.47 This
would make citizens more powerful and less likely to be manipulated by the dystopian
or utopian appeals of experts and elites.

Conclusion

The ethical guidelines for regulating research with human subjects aim to strike a bal-
ance between protecting the welfare of subjects and respecting their autonomy. The
former task is entrusted to experts, while the latter requires allowing individual choice.
The application of these principles in the context of high-risk new technologies can, in
turn, be interpreted as an effort to find the proper balance between expert-driven risk
analysis and democratic decision-making. I have outlined a role for both expertise and
democratic decision-making over the decision to halt research and development of
new technologies at an early stage. But my two main arguments—that it would be per-
missible to restrict research on the basis of foreseeable harms from the application of a
technology, and on the basis of subjective determinants of risk, such as fear—both tilt
the balance in favor of giving greater consideration to social and political concerns.
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